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Abstract
Our main goal in this thesis is to face the issues caused by the semantic heterogeneity that naturally happens on the Web, namely redundancy (or excess of available
semantic descriptions to represent the same intended meaning) and ambiguity (or
many possible senses associated with the same word). By tackling these problems, we
present an approach to discover and represent, in a non-redundant way, the intended
meaning of words in web applications, taking into account the context in which they
appear. The focus is on unstructured contexts, which are composed of bags of words
not belonging to well-structured sentences. Our work will help bridge the gap between
syntax and semantics for the Semantic Web construction.
The approach presented in this dissertation, that involves novel ontology matching, clustering, and disambiguation techniques, is deeply grounded on the ability of
measuring the strength of semantic relationships, which has motivated our research
on semantic measures for the Semantic Web. The techniques proposed in this thesis
have been broadly applied both as stand-alone applications (as it is the case of our
ontology alignment and semantic disambiguation tools) and as supporting other external semantic applications. Our research is along the same lines as a new generation
of intelligent applications that harvest the Semantic Web as a source of knowledge.
Our main contributions can be summarized as follows:
1. In this thesis, we have defined appropriate measures to numerically compute the
degree of semantic similarity and relatedness among different entities (ontology
terms, words, etc.). The measures reuse some previous work in the field, however
adding interesting novelties, such as the use of the Web as corpus for relatedness
computation.
2. We have devised in our work different systems for ontology matching, based on
our method to compute semantic similarities, as well as techniques to improve
other existent matching techniques.
3. By reusing such ontology matching techniques, we propose in this thesis a sense
clustering method that reduces the above mentioned problem of semantic redundancy. Our method clusters the ontology terms that one can find on the
Semantic Web, according to the meaning that they intend to represent, creating
a pool of inter-ontological terms with similar meanings.

4. Finally, a sense disambiguation method is proposed to tackle the problem of
semantic ambiguity. This is intended to be used when dealing with unstructured
contexts, as folksonomy tags, search query keywords, etc. instead of well-formed
texts and sentences. Our method exploits any pool of ontologies as a source of
word senses, particularly online ontologies from the Semantic Web.
The combined use of all these techniques enables processing any word on a Web
context whose sense we need to discover (e.g., for semantic annotation, query processing, enhancement of tags in folksonomies, etc.), retrieving its set of possible senses,
expressed as concise ontology terms, and indicating which one is the most probable
one. The validity of our approach has been supported by a series of experiments,
using benchmarks when available or designing suitable tests cases when not. All
our experimental results point out the feasibility of our techniques and its potential
use to overcome the limitations imposed by the inherent heterogeneity of the current
Semantic Web.

Resumen
El principal objetivo de esta tesis es abordar los problemas causados por la heterogeneidad semántica que, de manera natural, se dan en la Web. Dichos problemas
son: redundancia (o exceso de descripciones semánticas disponibles para representar el mismo significado) y ambigüedad (o existencia de muchos posibles significados asociados a la misma palabra). Abordando dichos problemas, presentamos una
aproximación para descubrir y representar, de manera no redundante, el significado
intencionado de las palabras en aplicaciones web, teniendo en cuenta el contexto en
que dichas palabras aparecen. Nos hemos centrado en contextos desestructurados,
compuestos de grupos de palabras no unidas por frases bien formadas. Nuestro trabajo puede ayudar a superar el salto entre sintaxis y semántica que es necesario salvar
en la construcción de la Web Semántica.
La aproximación presentada en esta tesis, que involucra novedosas técnicas de
mapeo entre ontologı́as (ontology matching), agrupamiento (clustering) y desambiguación, está profundamente enraizada en la habilidad de medir numéricamente el grado
de las relaciones semánticas entre entidades, lo que ha motivado nuestra investigación
en medidas semánticas para su uso en la Web Semántica. Las técnicas que proponemos en esta tesis han sido implementadas tanto como aplicaciones independientes (como es el caso de nuestras herramientas de alineamiento entre ontologı́as y
de desambiguación) ası́ como dando soporte a otras aplicaciones semánticas externas.
Nuestra investigación está en la misma lı́nea que una nueva generación de aplicaciones
inteligentes que utilizan la Web Semántica como fuente de conocimiento. Nuestras
principales contribuciones pueden resumirse como sigue:
1. En esta tesis, hemos definido medidas adecuadas para calcular numéricamente el
grado de similitud y relación (relatedness) semánticas entre diferentes entidades
(términos ontológicos, palabras, ...). Dichas medidas adaptan ideas de otros
trabajos, si bien aportando interesantes innovaciones, como el uso de la Web
como corpus en el cálculo de medidas de relatedness.
2. Hemos ideado, en nuestro trabajo, diferentes sistemas de mapeo entre ontologı́as basados en nuestro método de computar similitudes semánticas; ası́
como técnicas para mejorar otros sistemas ya existentes de mapeo entre ontologı́as.

3. Mediante la reutilización de dichas técnicas de mapeo entre ontologı́as, proponemos en esta tesis un método de agrupamiento de sentidos que reduce el problema de redundancia semántica anteriormente mencionado. Nuestro método
agrupa los términos ontológicos que uno puede encontrar en la Web Semántica,
de acuerdo al significado que quieren representar, creando un conjunto de términos interontológicos con significados similares
4. Finalmente, se propone un método de desambiguación de sentidos que afronta el
problema de la ambigüedad semántica. Está ideado para ser usado en contextos
desestructurados, como etiquetas de folksonomı́as, palabras clave de consultas
en buscadores, etc. en lugar de en textos y frases bien formados. Nuestro
método hace uso de cualquier colección de ontologı́as como fuente de sentidos
de palabras, usando en particular ontologı́as online de la Web Semántica.
El uso combinado de todas esas técnicas permite procesar cualquier palabra en
la Web cuyo significado necesitemos descubrir (por ejemplo, para propósitos de anotación semántica, enriquecimiento de tags en folksonomı́as, etc.), devolviendo el conjunto de sus posibles significados expresados como términos ontológicos concisos, e
indicando cual de ellos es el más probable. La validez de nuestra aproximación ha sido
respaldada por una serie de experimentos, utilizando pruebas de referencia cuando estaban disponibles o, en caso contrario, ideando casos de prueba adecuados. Todos
nuestros resultados experimentales apuntan la viabilidad de nuestras técnicas y su
uso potencial para superar las limitaciones que impone la heterogeneidad inherente a
la actual Web Semántica.
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Chapter 1

Introduction
The work presented in this thesis belongs to the domain of the Semantic Web, overlapping other related fields such as Ontology Engineering, Web Intelligence, and Knowledge Management. This work is about core semantic technologies and is applicable
to different scenarios and particular systems.
The Semantic Web is an extension of the “traditional” Web “in which information
is given well-defined meaning, better enabling computers and people to work in cooperation” [Berners-Lee 01]. To accomplish its goals, mechanisms are required to make
explicit the semantics of web resources, to be automatically processed by software
agents (this semantics being described by means of online ontologies). Our main goal
in this thesis is to face the issues caused by the semantic heterogeneity that naturally
happens on the Web, namely redundancy and ambiguity. For tackling these issues, we
present an approach to discover and represent, in a non-redundant way, the intended
meaning of words in web applications, while taking into account the context in which
they appear. Our focus is on unstructured contexts which are composed of bags of
words. Thus, our work will help bridge the gap between syntax and semantics for the
Semantic Web construction.
The approach presented in this dissertation is deeply grounded on the ability of
measuring the strength of semantic relationships, which has motivated our research
on semantic measures for the Semantic Web, possibly the cornerstone of this thesis. Based on this, novel ontology matching, clustering, and disambiguation techniques have been developed. Our research is along the same lines as a new generation of intelligent applications that harvest the Semantic Web as a source of knowledge [d’Aquin 08a]. The techniques proposed in this thesis have been broadly applied
both as stand-alone applications (as it is the case of our ontology alignment and semantic disambiguation tools) and as supporting other external semantic applications.
In this chapter we start with a brief description of the technological context in
which we have developed our research. This is followed by the goals and issues that
have motivated this work. Then, we present an overview of our approach and the
main contributions. Finally, the structure of the thesis is presented.
1
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Context of the Thesis

As it was above mentioned, the work presented in this thesis belongs to the research
field on Semantic Web. Out of this extensive domain, we have focused in this dissertation on certain issues that emerge when dealing with online ontologies. In this
section we offer a quick view of both the Web and the Semantic Web, as well as online
ontologies.

1.1.1

The Web

The World Wide Web (or simply the Web) is a system of interlinked documents,
images, and other resources, linked by hyperlinks and URLs (Uniform Resource Locators) and accessed via the Internet [Berners-Lee 92, Berners-Lee 94]. These hyperlinks and URLs allow the web servers that store these resources to deliver them as
required using HTTP (Hypertext Transfer Protocol) [Fielding 97], one of the communication protocols used on the Internet. With a web browser, one can visualize
web pages that may contain text, images, videos, and other multimedia and navigate
between them using hyperlinks.
The Web has dramatically changed the way in which we access services and communicate to each other. Since its creation in 1989, it has experienced enormous
growth, which has allowed economical transactions, communications, and access to
huge amounts of resources and data across the Internet. Nevertheless, this fast growth
has been accompanied with an overload of unstructured and heterogeneous information which hinders interoperability on the Web. The inclusion of techniques to enable
machine processing of data on the Web would largely benefit interoperability among
systems and enable new ways of discovering and exploiting services and information
on the Web. This is precisely the main goal of the Semantic Web.

1.1.2

The Semantic Web

The vision of the Semantic Web is to have data on the Web linked in a way that can
be used by machines not only for displaying for humans, but also for automation,
integration and reuse of data across various applications. It is envisaged to smoothly
interconnect personal information management, enterprise application integration,
and the global sharing of commercial, scientific, and cultural data [Kashyap 08]. In
order to accomplish this objective, programs that exploit the Semantic Web must
be able to share and process data, even when they have been designed in a totally
independent way.
The development of the Semantic Web involves different efforts [Berners-Lee 01]:
definition of new mark-up languages to represent semantic content, use of ontologies
to make explicit the semantics of data repositories, introduction of software agent
technologies to achieve a more flexible and automatic interaction among systems on
the Web, etc. Particularly important are the RDF (Resource Description Framework) [Manola 04] and OWL (Web Ontology Language) [Bechhofer 04] languages.
These have been developed in order to represent information about web resources,
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so that it can be exchanged between applications without loss of meaning, and to
describe ontologies on the Web, respectively.

1.1.3

Online Ontologies

According to Gruber’s definition, ontologies are formal specifications of conceptualizations [Gruber 95]. They describe the main concepts (classes) involved in a certain
domain, as well as their relationships, restrictions, etc. Ontologies allow a system to
specify the semantics of data and web resources explicitly, in order to be utilized by
other systems. Pointing at ontologies, web resources make explicit their semantics,
thus enabling machines to interpret the meaning of these resources and to reason with
it. This is intended to facilitate a better interoperation among web systems in an automated way, not excluding but minimizing human intervention. Certain languages
have been defined on top of the above mentioned RDF to describe ontologies on the
Web. For example, RDFS (RDF Schema) [Brickley 04], which is used to specify vocabularies in RDF, expressing class and subclass relationships, as well as properties
associated to classes; and the already mentioned OWL (Web Ontology Language),
which is introduced to define ontologies on the Web that require a richer level of
expressiveness than RDFS.
Of course, one can use these languages to define local ontologies or knowledge bases
for restricted shared domains. However, in order to fully exploit the Semantic Web
it is required that ontologies are reachable on the Web. Nowadays, a huge amount of
online ontologies and semantic content is already available for use by Semantic Web
applications. Certain systems are also available to provide access points where one can
search for and discover this online semantic content. The most remarkable ones, at the
time of writing this, are Watson [d’Aquin 07], Swoogle [Finin 05], Sindice [Oren 08],
Falcons [Cheng 08a], and Multicrawler [Harth 06]. In this thesis, we consider Watson
as our preferred way to access semantic content, owing to its efficient indexing, as
well as the advanced API that it provides to interrogate the ontologies.

1.2

Motivation
“Entia non sunt multiplicanda praeter necessitatem” (William of Ockham1 )

Nowadays, the goals of the Semantic Web are favoured by the increasing amount
of online semantic content available on the Web. This enables the development of
a new generation of intelligent applications that exploit, as a source of knowledge,
the semantic information contained in online ontologies [d’Aquin 08a]. Although far
from being fully deployed, the current Semantic Web is “the biggest, most distributed
and most heterogeneous knowledge base that ever existed, and is very quickly evolving, as thousands of users constantly create new knowledge and update the existing
one” [d’Aquin 08b].
1 From his ontological parsimony principle, translated “One should not multiply entities beyond
necessity” (XIV century).
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In order to attain the goals of the Semantic Web, the semantics of web resources
should be clearly defined [Shadbolt 06]. However, it is unrealistic to expect that
the volume of manually annotated resources will someday reach the critical mass
that the Semantic Web requires to become a reality. For this reason, we think that
it can largely benefit from methods that help determine the semantics of textual
resources on the Web automatically [Cimiano 04, Dill 03]. Furthermore, to better
fulfil the Semantic Web vision, we advocate the use of online ontologies as a source
of knowledge to represent this semantics.
However, owing to the open nature of the Web, online semantics may be defined
by several authors, for very different domains, and differing largely in expressiveness,
richness, coverage, and quality, thus leading to an increasing semantic heterogeneity.
Far from assuming an “ideal” Semantic Web (under the authority of a few high-quality
large ontologies, with maximal coverage and expressiveness levels), we advocate learning how to deal with the “real” one instead.
In fact, the availability of online ontologies and semantic content largely benefits
interoperability on the Web. Nevertheless, there are still some issues caused by the
heterogeneous nature of the Web that oblige to consider new strategies in order to fully
exploit the current Semantic Web. The most remarkable issues caused by semantic
heterogeneity on the Web are:
1. Redundancy, or excess of available semantic descriptions to represent the same
intended meaning.
2. Ambiguity, or many possible senses associated with the same word.
These two problems may hamper Semantic Web applications when they need to determine the right meaning of certain textual resources (data to be annotated, keywords
to be searched, entities to be extracted, etc.) in order to semantically describe them
with online ontologies. In the rest of this section we review such problems, conducted
by a motivating example.
Let us suppose that we need to determine the meaning of the word “apple”, to be
semantically annotated in certain web-based context. We can search among online
ontologies for possible semantic descriptions. However, as seen in Figure 1.1, many
redundant terms are provided to represent the same meanings. For example, Swoogle
Semantic Web search engine2 retrieves 262 different ontology terms for “apple”3 .
Obviously, this number is well above the real polysemy of the word “apple”, and a
quick inspection of the first retrieved ontology terms reveals that many of them refer
to the same meanings4 . We consider that this redundancy problem can be solved by
carrying out a sense clustering process that will group the terms referred to the same
meaning, by exploring their different semantic descriptions in order to decide which
terms are equivalent and which are not.
2 http://swoogle.umbc.edu
3 Last

accessed on 16 July 2009, using the exact match mode (localname:apple) for the query.
“apple” is described as “a kind of fruit” in http:/www.w3.org/2002/05/29-psi/fruit#Apple,
http://morpheus.cs.umbc.edu/aks1/ontosem.owl#apple, and
http://micra.com/COSMO/COSMO.owl#Apple
4 E.g.,
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http://reliant.teknowledge.com/DAML/Mid-level-ontology.daml#Apple

http://xmlns.com/wordnet/1.6/apple
http://example.com/ontology/food#Apple
http://xmlns.com/wordnet/1.6/Apple
http://xmlns.com/wordnet/1.6/Eating_apple

“apple”

http://ontosem.org/#apple
http://morpheus.cs.umbc.edu/aks1/ontosem.owl#apple

The Semantic Web http://owl1-1.googlecode.com/svn/trunk/ontologies/2007/7/OntoCleanExample.owl#Apple

http://www.topquadrant.com/owl/2006/01/technology#APPLE_Software_Technology

http:/www.w3.org/2002/05/29-psi/fruit#Apple
http://www.cs.umbc.edu/~aks1/ontosem.owl#apple-tree
http://ontosem.org/#apple-tree

Figure 1.1: Redundancy problem when searching for semantic descriptions for “apple” on
the Semantic Web.

Nevertheless, even supposing that we could reduce the number of redundant semantic descriptions associated with the same word (“apple”, in the example), the
other problem remains, which is the ambiguity of the term (that is, the existence
of various possible interpretations for “apple”, i.e., as “a tree”5 , as “a fruit”6 , as “a
company”7 , etc.). This ambiguity problem is represented in Figure 1.2.
The task of deciding which sense is the correct intended one is relatively easy for
humans by simply inspecting the context in which the ambiguous word appears. For
example, if “apple” appears as an ingredient in a web page about recipes, it likely
refers to “a fruit”, whereas in a document about electronic products, it probably refers
to the company Apple Inc8 . This selection task, usually straightforward for a human
observer, is however very difficult for a computer program. We consider that word
sense disambiguation (WSD) techniques can be applied here to help computers decide
the right meaning of the word. Disambiguation techniques try to pick out the most
suitable sense of an ambiguous word according to the context (usually its surrounding
5 E.g.,

http://ontosem.org/#apple-tree
http://www.w3.org/2002/05/29-psi/fruit#Apple
7 E.g., http://www.topquadrant.com/owl/2006/01/technology#APPLE Software Technology
8 http://www.apple.com/
6 E.g.,
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Many possible
meanings
for the same word

“apple”

?

Apple (“the tree”)

Apple (“the fruit”)

Apple (“the company”)

http://ontosem.org/#apple-tree

http:/www.w3.org/2002/05/29-psi/fruit#Apple

http://www.topquadrant.com/owl/2006/01/technology#APPLE_Software_Technology

Figure 1.2: Ambiguity problem: What is the most suitable sense?

text) in which it appears [Agirre 06].
Therefore, our goal in this work is to devise suitable techniques to discover and
represent as ontology terms the intended meaning of the words in an accurate way,
free of ambiguities and redundancies, for their use on the Semantic Web. Particularly,
we focus on discovering the meaning of words in unstructured texts, such as search
keywords or folksonomy tags9 .
The approach proposed here is grounded on an extensive study of semantic measures, to numerically compute the degree of similarity and relatedness among different
semantic descriptions. Our semantic measures combine different sources of knowledge
to operate (web search engines, online ontologies, etc.) and do not depend on particular lexical resources or application domains being conceived to operate between
terms from any ontologies. Based on these semantic measures, we have developed
techniques for ontology matching, sense clustering, and sense disambiguation, with
an intention to overcome the above mentioned problems of redundancy and ambiguity
on the Semantic Web.
9 Folksonomies are systems that collaboratively create and manage tags to annotate and categorize
web content. See http://vanderwal.net/folksonomy.html
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Overview

Figure 1.3 offers a view of our approach. It shows the semantic measures as the
basis of our proposed solution. These are utilized to discover hidden correspondences
between terms from different ontologies (ontology matching). The correspondences
thus found can be exploited to cluster senses with similar meanings. Both ontology
matching and clustering techniques are used to reduce the above mentioned problem
of redundancy on the Semantic Web. Also, the semantic measures are the basis of our
proposed disambiguation method, which solves ambiguity problems on the Semantic
Web.
Discovering the intended meaning of words
in unstructured texts for its use on the Web

Goal

(e.g., for semantic annotation, semantic
query construction, folksonomy tags enhancement, …)

Semantic Web

Semantic Heterogeneity

Problems

Redundancy

(many possible representations
for the same meaning)

Ontology Matching

(discovering correspondences among terms
from different ontologies)

Ambiguity

(many possible meanings
for the same word)

Sense Clustering

(grouping and integrating
representations of
the same meanings)

Sense Disambiguation
(selecting the most
probable meaning)

Solution
Semantic Measures

(computing the semantic similarity and relatedness
degree between words or ontology terms)

Figure 1.3: Decomposed view of the problem caused by semantic heterogeneity, and proposed solution.

In the following, we describe our approach in more detail. First, we summarize
our proposal for semantic measures, followed by the application of these measures to
support ontology matching, clustering, and disambiguation techniques, respectively.

1.3.1

Semantic Measures

Many applications, in Natural Language Processing (NLP) and other fields, benefit
from calculating measures to determine numerically how semantically related two
words are. Semantic measures can also be defined between semantically represented
word senses, or between whole texts. Generally speaking, they can be established
between entities that have an associated semantics. We consider these two general
types of semantic measures in our work [Budanitsky 06]:
1. Semantic similarity. It is usually defined by considering semantic relationships
of synonymy (equivalent meanings) and hypernymy (the meaning of a term is
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encompassed by another more general term).
2. Semantic relatedness. It covers any kind of lexical relation or functional association (i.e., synonymy, hypernymy, part-of, antonymy, frequent association, etc.),
so it is a more general concept than semantic similarity.

Desirable features for semantic measures
We have identified some desirable characteristics that semantic measures must accomplish for their use on the open and dynamic context of the Semantic Web:
1. Maximum coverage. That is, to consider as many interpretations of the measured terms as possible, not relying only on a particular knowledge source, such
as WordNet10 , or a certain annotated corpus.
2. Dynamic selection. It is the ability of working among any dynamically selected
(run-time) ontology terms or words, coming from any pool of online ontologies
(in addition to other predefined domain ontologies or vocabularies).
3. Universality. Semantic measures, in the highly dynamic context of the Web,
should be defined independent of their final application [Lin 98].
All these desirable features motivate the design principles that we have adopted to
define the semantic measures described in the first part of this work. These measures
support our ontology matching, clustering, and disambiguation techniques, which can
be viewed as a task-based evaluation of our measures.
Regarding the above mentioned maximum coverage principle, it motivated us to
use the Web as a source of knowledge for semantic relatedness computation (see later
Chapter 3). In fact, semantic relatedness measures take into account any kind of semantic relationship one can imagine, and web pages are about people putting together
many (implicitly) related things. Therefore, it is not strange that the application of
suitable extensional and statistical methods is able to quantify the semantics that,
implicitly, is established among objects on the Web. The Web is, in fact, an information resource with virtually unlimited potential, where millions of people contribute
with billions of web pages. As only a minority of users are domain experts, we assume that the Web is not a high-quality corpus. However, owing to its immense
size, it is likely that extremes cancel and the average web content still hides meaningful implicit semantics [Cilibrasi 07]. This idea, although for different targets, is
along the same lines as other relevant works [Cimiano 04, Cilibrasi 07, Kilgarriff 03,
Bollegala 07, Deerwester 90].
In this thesis, we have defined appropriate measures to numerically compute the
degree of semantic similarity and relatedness among different entities (ontology terms,
words, etc.). The measures reuse some previous work in the field, however adding
interesting novelties, with the use of the Web as corpus for relatedness computation,
or the application of lightweight inference for schema-based similarity computation.
They are briefly introduced in the following.
10 http://wordnet.princeton.edu/
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Context and Inference-based Semantic Similarity Measure
We propose in this thesis a semantic similarity measure called context and inferencebased similarity measure. It combines different techniques to compare the ontological
contexts of two ontology terms (that is, the different ontological information that
characterizes them: labels, hyper/hyponyms, domains, roles, etc.). These ontological
contexts are enriched by applying reasoning techniques, in order to give rise to inferred
facts that are not present in the asserted ontologies.
After extracting the ontological contexts, a comparison is made between them by
combining different elementary techniques, as linguistic similarities or vector space
modelling. The comparisons are defined differently depending on the type of term
(class, property, individual). The result of our measure is a value in [0,1] representing
how similar the contexts of the compared ontology terms are.
Web-based Semantic Relatedness Measure
Relatedness measures can be used in several applications for the Semantic Web. However, the set of current relatedness measures between words that fulfil our desirable
requirements (maximum coverage, dynamic selection, and universality) is rather limited. Moreover, we have not found measures that explore the relatedness between
word senses (expressed as ontological terms), instead of just between plain words, and
accomplish these desirable properties fully.
For this reason, we chose a well-founded existent semantic measure [Cilibrasi 07],
that uses the Web as knowledge source (by counting the co-occurrence of words on web
pages), to compute a web-based relatedness measure between plain words. Based on
the latter, we define a relatedness measure among ontological terms, by exploring their
semantic descriptions. This measure is independent of particular lexical resources, it
does not need pre-processing tasks, and can operate between any dynamically selected
ontologies.
We have introduced, so far, our proposed semantic similarity and relatedness measures. In the following paragraphs we describe how they are applied to the other tasks
that we have identified in Figure 1.3.

1.3.2

Ontology Matching

Ontology matching is the task of determining relations that hold among terms of two
different ontologies [Euzenat 07], being a key issue in the Semantic Web and other
related fields. In our work we devise different systems for ontology matching, as
well as techniques to improve other existent ones, and to automatically assess given
ontology mappings.
We propose in this thesis an ontology matching tool, intended to discover equivalence relationships, which is called CIDER (Context and Inference baseD ontology
alignER). It has been designed on top of the semantic similarity measure already
mentioned in Section 1.3.1. Although this technique is at the basis of the clustering algorithm that we describe later in this section, CIDER constitutes an ontology
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aligner itself (a system that performs ontology matching between two given ontologies,
producing a set of correspondences as output) that can work separately.
CIDER, intended to discover equivalence relationships, can be utilized in combination with Scarlet system [Sabou 08a], a complementary technology conceived to
discover non-equivalence relationships among ontologies. Scarlet automatically selects
and explores online ontologies to discover relations between two given concepts. All
relations are obtained by use of derivation rules which explore not only direct relations
but also relations deduced by applying subsumption reasoning within a given ontology. The joint system (Scarlet + CIDER) receives the name of Spider. It provides
alignments containing not only equivalence mappings, but also a variety of different
mapping types (namely, subsumption, disjointness, and named relations).
The above mentioned Scarlet system belongs to the family of background knowledgebased matching methods, which discover ontology mappings by exploring existent
relations in background ontologies. These methods need to anchor the terms to be
mapped with equivalent terms from background ontologies. The problem is that
merely syntactic anchoring may infer wrong mappings when the involved terms are
ambiguous. As part of our study, we propose an application of our similarity measure
in order to improve this process, by anchoring only semantically equivalent terms,
thus reducing the amount of invalid mappings owing to ambiguity problems.
In the previous paragraphs, we have described the application of our proposed
semantic similarity measure in the ontology matching domain. Additionally, we have
briefly explored in this thesis the usefulness of our web-based semantic relatedness
computation when used to assess the correctness of the obtained alignment. This
novel application of relatedness can be the first step towards new techniques for
automated ontology evaluation. We also study in this thesis the potential usefulness
of relatedness computation to filter out a particular type of incorrect mappings, or
even to guess a particular type of relationship in order to auto-correct a wrongly
inferred one.

1.3.3

Sense Clustering

As mentioned in Section 1.2, a direct consequence of heterogeneity on the Semantic
Web is the problem of redundancy. In order to solve this problem, we propose a method
to cluster the ontology terms that one can find on the Semantic Web, according to the
meaning that they intend to represent.
Such an ambitious goal cannot be tackled without relying on an index of the ontological elements accessible through the Semantic Web. For this reason, our work is
supported by the Watson system [d’Aquin 07]. Watson is a gateway to the Semantic
Web that crawls the Web to find and index available semantic resources, providing
a single access point to online semantic information. It also provides efficient services to support application developers in exploiting the Semantic Web voluminous,
distributed, and heterogeneous data.
To tackle the problem of redundancy reduction on the Semantic Web, we define
a clustering technique that we apply to the base of ontological terms collected by
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Watson, and that creates groups of ontological terms having similar meanings. In
order to decide whether various terms are similar enough to be integrated or not, we
exploit the ability of our CIDER system to discover equivalence relationships. The
result is a set of integrated representations of senses for each keyword one can find in
Watson.
This is illustrated in Figure 1.4. It can be seen in the figure that the problem
of redundancy (when looking for possible semantic descriptions of “apple” in the
example), can be solved by carrying out a sense clustering process that groups the
terms referred to the same meaning. This method, applied to a search of “apple” will
return all the ontology terms that refer to the meanings “the fruit”, “the tree” and
“the company”, grouped together as three single integrated senses, respectively.

“apple”

Obtaining
candidate senses
The Semantic Web

Many possible
representations
for the same
meanings

Ontology Matching +
Sense Clustering
Integrated
representations
for the same
meanings
Apple (“the tree”)

Apple (“the fruit”)
Apple (“the company”)

Figure 1.4: Example of sense clustering.

Different integration levels should be possible, to adapt the “granularity” in senses
discrimination to the requirements of client applications, and to the different points
of view of users. Let us imagine that a user considers that “Apple” as “electronics
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label” and “Apple” as “computer company” should be treated differently, while for
many others they intend the same meaning. Therefore, it is important to make the
integration flexible, preserving the original source of information still accessible, just
in case the user is not satisfied with the proposed integration.
An additional target in our work is to carry out a scalability study, in order to
confirm the feasibility of our proposal when applied to such a large base of knowledge
as the whole set of semantic descriptions that Watson provides.

1.3.4

Sense Disambiguation

In the previous paragraphs we have presented a technique to solve (or, at least, to
reduce) the problem of redundancy when providing possible word senses (expressed as
ontology terms) from heterogeneous sources. However, the ambiguity problem may
still remain, as it is exemplified in Figure 1.5. It illustrates how we can solve this
by applying a disambiguation technique that explores the context words (e.g., “fruit,
dessert, pie”) and the possible senses of the ambiguous word in order to deduce its
right meaning (“apple” as “a fruit” in our example).
Although the use of semantic annotations would limit the ambiguity problem on
the Web, web users are becoming more and more accustomed to use free tags instead,
mainly in the context of social networks. Tags definition is a loose and implicit process where ambiguity might remain [Shadbolt 06, Angeletou 08]. Moreover, keyword
sets are the preferred way for defining queries in web search engines. The inherent
ambiguity of the sets of tags and keywords makes very necessary the application of
word sense disambiguation techniques.
The focus of this thesis is disambiguation in unstructured web contexts, such as
those composed of user keywords or user tags, where traditional WSD techniques
have difficulties to operate. In fact, user tags constitute themselves a highly heterogeneous context (usually free text, not restricted to predefined words) which hamper
disambiguation [Angeletou 08]. Owing to the fact that tags are not in well-formed
sentences, syntactic analysis and other similar techniques cannot be applied. Furthermore, many tags refer to subjective impressions of users (e.g., “my favourite”,
“amazing”) or technical details (e.g. “Nikon”, “photo”), which leads to contexts
where many words are useless (or even harmful) for disambiguation.
In this thesis, we consider the hypothesis that the most significant words in the
disambiguation context are the most highly related to the word to disambiguate. It
serves as basis for the intelligent context selection technique that we propose. This
context selection technique is the starting point of our proposed semantic disambiguation method. It receives an ambiguous keyword and its context words as input, and
provides a list of possible senses for the keyword, scored according to the probability
of being the intended one.
Our disambiguation method is not intended to substitute other well-established
ones, but is to be used in situations where others have difficulties to operate, for
example when:
1. Dealing with unstructured contexts, as folksonomy tags, search query terms,
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Figure 1.5: Example of sense disambiguation.

etc. instead of well-formed texts and sentences.
2. Knowledge sources are not known in advance, and must be selected dynamically.
In fact, our method exploits any pool of ontologies as a source of word senses,
particularly online ontologies from the Semantic Web.
3. We do not want to constraint our scope to the limited coverage of certain resources (as WordNet [Miller 95]), but to cover as many possible interpretations
of a word as possible.
Regarding the latter point, in fact a majority of traditional disambiguation methods rely on certain annotated corpora, or specific lexical resources (as WordNet) to
operate. It leads to coverage problems when we need to semantically annotate a word
with a meaning not present in WordNet. On the contrary, our method uses the Semantic Web as a source of word senses in addition to any other available resource.
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For example, the term developer does not appear in WordNet 3.011 in its meaning as
“someone who develops software” but can be found on various online ontologies12 .

1.4

Structure of the Thesis

The structure of this thesis is as follows. It comprises eight chapters, including this
one. After this introductory chapter we present, in Chapter 2, the technological
context in which this work has been developed. Particularly, we review the Semantic
Web vision and some of its key technologies, such as ontologies. A brief insight into
word sense disambiguation is also provided.
Chapter 3 describes the semantic measures in which we have grounded our research. We start proposing a formal definition of what we mean by semantic relatedness and semantic similarity measures. Then, we propose our context and inferencebased semantic similarity, followed by our proposal for a web-based semantic relatedness.
In Chapter 4 we describe how our semantic measures can operate for ontology
matching tasks. In particular, we propose a stand-alone alignment system, called
CIDER, for equivalence relationship discovering. We also describe Spider, which is
the result of combining CIDER with Scarlet (a system for non-equivalence relationship
discovering). An insight into our application of disambiguation techniques to improve
background knowledge-based ontology matching is also presented in this chapter.
Finally, a method for the automatic evaluation of ontology matching is proposed.
In Chapter 5 we explain our solution to reduce the redundancy problem on the
Semantic Web. It performs a large scale clustering of ontology terms, in order to
group those that represent the same meanings. For this purpose we combine the
ability of CIDER to discover equivalence relationships with Watson, a system that
indexes online semantic content.
Chapter 6 describes our final step, which is a method to solve the ambiguity
problems encountered when dealing with words in unstructured contexts on the Web
(such as folksonomy tags, or user keywords).
In Chapter 7 we discuss some related work, where comparisons with other related
systems and techniques are presented.
Finally, in Chapter 8 we present the conclusions and the main contributions of
this thesis, as well as some details of future work.

11 http://wordnet.princeton.edu/
12 E.g.,

http://usefulinc.com/ns/doap#developer

Chapter 2

Technological Context
We analyse in this chapter some technologies related to our work, to better understand
the rest of this thesis. First of all, we review the notion of ontologies as a mechanism
to explicit and formalize the knowledge of certain domains, allowing the semantics of
web resources to be unambiguously specified. Second, we present the vision of the
Semantic Web, an ongoing evolution of the current Web in which semantics of web
resources is explicit, as well as its main component technologies. Finally, we present a
summary of the state of research on Word Sense Disambiguation, a topic that results
very relevant for the purposes of our work.

2.1

Ontologies

In this section, we briefly explain the origins of ontology as a philosophical discipline,
and its current meaning and use in the Knowledge Engineering field. We present some
basic notions, a possible classification, and the effect of applying reasoning techniques.
We finish the section discussing about the ontology matching topic.

2.1.1

Basic Notions

The word “ontology” (from the Greek the science of being) refers to a philosophical discipline which has tried to answer, for thousands of years, questions like:
What are things? What is the essence that remains inside things even when they
change? Do concepts exist outside our mind? How the entity of the world be classified? [Gómez-Pérez 04]. Ontology, as the philosophy of being, has in Parmenides, who
assumed the independence of the essence of things with regard of our senses, a precursor. Nevertheless, it was truly initiated by Aristotle and his Metaphysics [Zalta 09],
that presented the study of that which is common to all things which exist, and of
the categorisation of the diverse senses in which things can and do exist. He introduced the notions of categories, or groups in which extant entities are divided, as
well as subsumption or subconcept/superconcept distinction between the less specific
15
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subspecies and the more general geuns. He also introduced differentiae or characteristics that distinguish different objects of one genus, allowing their classification in
different categories, thus leading to subspecies. Since then, many other contributions
have enriched this science, as the notion of universals during Middle Ages [Zalta 09],
or the way that Kant, later on 18th century, used to categorize things in terms of
quantity, quality, relation, and modality [Kant 83].
In the domain of Knowledge Engineering, an ontology has a different meaning, but
still related to the philosophical approach. This is not the science that describes all
things, but a formalism that defines the kinds of things that exist in an application
domain [Guarino 95]. According to [Gruber 95], ontologies are specifications of conceptualizations that provide a non-ambiguous vision of terms within them. In other
words, ontologies are resources representing the conceptual model underlying a certain
domain, describing it in a declarative fashion cleaningly separated from procedural
aspects [Cimiano 06].
Regarding the use of ontologies on the Web, they allow a system to specify the
semantics of data and web resources explicitly, in order to be utilized by other systems,
being useful to avoid terminological problems. For example, ontologies let us specify
that a reference to the term “book”, used in the sense of “reservation” by a system
that collects information for a travel agency, is well distinguished from its meaning as
a “written work” (that can be the suitable one for an online library); or, for example,
that a reference to a certain person is uniquely determined and cannot be confused
with another person even having the same name and surname.
Ontologies can be represented with several modelling techniques, and expressed
in many knowledge representation languages. During the 1990s, researchers mainly
utilized Artificial Intelligence (AI) knowledge modelling techniques, based on frames
and first-order logic [Gómez-Pérez 04]. In the last decade, other representation techniques, based on Description Logics (DLs) [Baader 03], have been introduced, like
OIL [Fensel 00], DAML+OIL [Horrocks 02], and OWL [van Harmelen 03]. Nowadays,
OWL is the most extended and commonly used representation language to describe
ontologies in the context of the Semantic Web. We will review some technical features
about OWL later in this chapter (see Section 2.2.2). Other techniques, coming from
software engineering and database modelling, are also possible to represent ontologies.
In spite of the very different formalisms available to describe ontologies (from
mere vocabularies to Description Logics), there are some basic elements to represent
knowledge in an ontology:
1. Classes (or concepts), which represent the entities to be modelled, commonly
organized in hierarchies.
2. Properties (or roles, or relations), which represent types of associations between
the classes in the model, or between classes and certain predefined datatypes.
They can be hierarchically organized as well.
3. Individuals (or instances), which represent instances of classes.

2.1. Ontologies

17
class

Natural
Resource

datatype
property
individual

subclass_of
has_range
has_domain

name

has_domain

goesThrough

String

River
has_range
instance_of

Country
instance_of

VolgaRiver
Russia

name: “Volga”
goesThrough: Russia

Figure 2.1: Example of ontology.

A very simple example of ontology is represented in Figure 2.1. It shows an ontology that models River as a subclass of NaturalResource, having two properties, namely
goesThrough (which connects River and Country classes) and name (which takes a
string value). According to the ontology, the individual VolgaRiver (an instance of
River) has name “Volga” and goes through Russia (an individual of Country).

2.1.2

Types of Ontologies

As it was mentioned above, ontologies can be represented with many possible formalisms, admitting several levels of expressiveness and richness. Generally speaking,
we consider the expressive power of a representation language as its ability to be
able to represent a problem. Among the many possible ways to categorize ontologies [Gómez-Pérez 04], we mention here the two main groups of ontologies that the
classification of Lassila and McGuiness [Lassila 01] considers, according to the richness
of its internal structure:
1. Lightweight ontologies. They range from controlled vocabularies (i.e., a finite
list of terms) and glossaries (a list of terms and meanings specified in natural
language) to thesauri, that provide some additional semantics in their relations
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between terms (e.g., synonym), and other informal is-a hierarchies (e.g., Yahoo!
directory1 , which provide a general notion of generalization and specialization
however not representing a strict subclass or “is-a” hierarchy).
2. Heavyweight ontologies. This group includes formal is-a hierarchies (if A is a
superclass of B then if an object is an instance of B necessarily implies that the
object is an instance of A). Also ontologies expressing property information and
value restrictions are included. The richest ontologies in this group are the ones
that express first-order logic constraints between terms by means of expressive
ontology languages (e.g., Description Logics).

For the purposes of this thesis, we will focus on the second type (heavyweight
ontologies) mainly, because they offer the maximum potential for knowledge representation and reasoning on the Semantic Web. Later in Section 2.2.2 we will review
with more detail some particular techniques to define and query ontologies on the
Web.

2.1.3

Description Logics and Reasoning

Ontologies (specially heavyweight ones, according to the previous classification) can
be described on the basis of certain knowledge representation formalisms. This is
the case of web ontologies expressed in the above mentioned OWL language. In fact,
as we will see later in Section 2.2.2, some OWL variants are based on Description
Logics (DLs) [Baader 03], a family of knowledge representation languages which can
be used to represent, in a structured and formal way, the concepts involved in an
application domain.
DLs are intended to support the development of intelligent applications, considering “intelligent” a system that is able to find implicit consequences of its explicitly
represented knowledge [Baader 03]. DL languages, previously known as terminological
systems and concept languages, are based on first-order predicate logic [Barwise 77].
The use of a logic allows the axiomatization of the domain information, and the
drawing of conclusions from that information. A DL knowledge base distinguishes
between:
1. Intensional knowledge, or general knowledge about the problem domain. This
is contained in the TBox, in the form of a terminology that is built through
declarations that describe general properties of concepts.
2. Extensional knowledge, which is specific to a particular problem and is contained
in the ABox in the form of assertions about individuals.
As for the semantics, a concept in the terminology is interpreted as a set of individuals and a role (relationship between concepts) is interpreted as a set of pairs
of individuals. Two of the most remarkable differences between DLs and most other
1 http://dir.yahoo.com/
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data description formalisms are: 1) the domain of interpretation can be chosen arbitrarily and can be infinite, and 2) the open-world assumption, which means that the
lack of knowledge of a fact does not immediately imply knowledge of the negation of
the fact.
In addition to describing a domain terminology formally, we can perform certain
reasoning, that is, making inference to derive logical consequences from the asserted
facts. Here are some basic reasoning tasks in DLs [Baader 03]:
1. Subsumption, typically written A v B. Determining subsumption is checking
whether a concept (B, the subsumer) is considered more general than the other
(A, the subsumee); that is, whether A always denotes a subset of the set denoted
by B.
2. Concept satisfiability, which is the problem of checking whether a concept expression does not necessarily denote the empty concept.
3. Classification computes the subclass relations between every named class to
create the complete class hierarchy. The class hierarchy can be used to answer
queries such as getting all or only the direct subclasses of a class.
4. Instance checking, which verifies whether a given individual is an instance of a
specified concept.
5. Knowledge base consistency, which amounts to verifying whether every concept
in the knowledge base admits at least one individual; i.e., it does not contain
any contradictory facts.
6. Realization, which finds the most specific concept an individual is an instance of.
Realization can only be performed after classification since direct concepts are
defined with respect to a concept hierarchy. Using the classification hierarchy,
it is also possible to get all the concept types for each individual.
7. Retrieval, which finds the individuals in the knowledge base that are instances
of a given concept.
A semantic reasoner, or simply a reasoner, is a program able to infer logical
consequences from a set of asserted facts or axioms, which allows making inference
mechanically instead of being made by hand. Reasoning support is a desirable feature
for any ontology language (either based on DLs or not). It allows one to check
the consistency of the ontology, check for unintended relationships between classes,
and automatically classify instances in classes [Antoniou 04]. There are a number
of semantic reasoners that can be utilized with OWL ontologies2 . Here are a few
examples:
2 http://en.wikipedia.org/wiki/Reasoner
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1. Jena3 is a complete Java framework for building Semantic Web applications.
Among many other components (see later Section 2.2.2), it includes a rule-based
inference engine which can operate at several inference levels (it has different semantic reasoning modules), although the supported expressiveness is incomplete
for non-trivial description logics.
2. Pellet [Sirin 07] is sound and complete OWL-DL reasoner, based on tableaux algorithms [Baader 01] developed for expressive Description Logics [Horrocks 00].
It supports all the OWL DL constructs (OWL DL is a variety of OWL, as we
will see later in this chapter), and provides sound and complete OWL DL reasoning. Besides basic reasoning, it also enables other features, such as query
capabilities, ontology analysis and repair, etc. Pellet can be accessed in different
ways: a Java API, a command line interface, a Protégé4 plug-in, and a Jena
interface, among others.
3. FaCT++ [Tsarkov 06] is a DL reasoner implemented in C++. It improves a previous system called FaCT (Fast Classification of Terminologies) [Horrocks 98],
and is designed as a platform for experimenting with new optimisation techniques and tableaux algorithms [Baader 01].
4. RacerPro5 [Haarslev 03] (that stands for Renamed ABox and Concept Expression Reasoner) is a system for managing Semantic Web ontologies based on
OWL, and can be used as a reasoning engine for ontology editors. However,
RacerPro can also be seen as a Semantic Web information repository with optimized retrieval engine. It can handle large sets of data descriptions.

The ability of reasoners to derive new knowledge not explicitly declared is of great
interest for the Semantic Web. Nevertheless, according to [Brachman 84] there is a
trade-off between the expressiveness of a representation language and the difficulty
of reasoning over the representations built using that language. That is, the more
expressive the language, the harder the reasoning. In fact, each ontology language has
an associated set of entailment rules (logical implications) to make inference. The
higher the expressiveness level, the larger this set of rules, and therefore the cost in
time to apply reasoning. This is an important issue that we have to keep in mind
when designing scalable solutions for the Semantic Web.

2.1.4

Ontology Matching

Ontology matching, symbolized in Figure 2.2, is the process of finding relationships or
correspondences between entities of different ontologies [Weinstein 99, Euzenat 07].
It is of great importance in the context of Semantic Web and other related fields,
because there are many scenarios in which a reconciliation between different schemes
or ontologies, possibly developed by different people and for different purposes, is
3 http://jena.sourceforge.net/
4 http://protege.stanford.edu/
5 http://www.racer-systems.com/products/racerpro/index.phtml
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necessary. Actually, the problem is not new, and comes from ontology integration,
schema integration, data warehousing, etc. (see [Sheth 88, Milo 98, Euzenat 07]).
However, in many of these applications, the involved heterogeneous structural models
have to be analysed and matched either manually or semi-automatically at design
time [Mena 01]. There are, however, other line of applications where the matching
must be provided runtime in the most automated way as possible, corresponding
to dynamic scenarios such as agents, peer-to-peer systems, web services, or query
processing [Euzenat 07].

?
?
?

Ontology 1
Ontology 2

Figure 2.2: The problem of ontology matching.

Basic concepts of ontology matching
We clarify here some basic vocabulary related to the ontology matching topic that we
will utilize in the rest of this thesis [Euzenat 07, Ehrig 06]:
• Matching is the process of finding relationships or correspondences between
terms of different ontologies.
• Correspondence is a relationship that holds between terms of different ontologies.
• Alignment is a set of correspondences between two or more ontologies. It can
be considered the product of the ontology matching. Frequently, we also refer
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to alignment as the matching process between two whole ontologies.
• Mapping is used, in this thesis, as a synonym of correspondence. Mapping is
also referred in the literature as a directed alignment.

Ontology matching techniques can be applied for several purposes, such as ontology engineering [Gómez-Pérez 04], ontology evolution [Haase 05], information integration [Bell 92], semantic P2P systems [Staab 06], semantic web services [Fensel 06],
query answering [López 06a], etc. An extensive review of these application domains
can be found at [Euzenat 07].
For some of the above mentioned tasks, a manual or semi-automatic ontology
matching approach could be enough to accomplish the required task (e.g., ontology
design). Nevertheless, we consider that automatic ontology matching fits better to
most of the requirements and applications of the Semantic Web, so we will focus
preferentially on such a kind of ontology matching systems in this thesis.
Classification of ontology matching techniques
Many classifications of ontology matching techniques can be found in the literature [Rahm 01, Euzenat 07, Shvaiko 05]. We will focus here on a classification presented in [Euzenat 07] which is determined by the kind of input to the matching
process. Notice, however, that many ontology matching methods combine various of
these types:
1. Terminological-based techniques. These methods compare the strings that describe the entities (name, comments, labels,...) in order to find those which are
similar. There are different approaches:
(a) String-based methods. Some of these methods take advantage of the structure of a string as a sequence of letters. Typically, string-based methods
will consider “Book” and “Textbook” similar, but not “Book” and “Volume”. Many methods can be included here. For example: the Hamming
distance [Hamming 50], which counts the number of positions in which two
strings differ; the Levenshtein distance [Levenshtein 66], or the minimum
number of insertions, deletions and substitutions of characters required to
transform one string into another; and the Jaro measure [Jaro 89], based
on the proximity of the common characters between two strings.
(b) Methods based on vector spaces. Other techniques, coming from information retrieval, consider strings as bags (multisets) of words. They usually
consider a bag of words as a vector belonging to a metric space in which
each dimension is a term (or token), and each position in the vector is
the number of occurrences of the token in the corresponding bag of words.
Once the entities have been transformed into vectors, usual metric space
distances can be used, as the Euclidean distance, or the cosine similarity
(cosine of the angles made by two vectors). Another very common measure
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is TFIDF (Term frequency-Inverse document frequency) [Robertson 76],
used for scoring the relevance of a bag of words by taking into account
the frequency of appearance of the term in the corpus formed by all the
multisets.
(c) Natural Language-based methods. When we consider the grammar structure of strings, they can be considered texts (instead of bags of words), and
Natural Language Processing (NLP) techniques [Winograd 72, Pereira 94,
Manning 99] can be applied to assist the matching process. These methods
can be intrinsic (lemmatization, term extraction, stopword elimination, ...)
or extrinsic, based on the use of external resources such as dictionaries and
lexicons. WordNet [Miller 95] is extensively used in this type of methods.
2. Structure-based techniques. In such techniques, the internal structure of the
compared entities are taken into account, as well as their relations with other
entities.
(a) Internal structure-based techniques. Regarding internal structures, a large
variety of features can be compared, as the sets of properties of two compared classes, the datatypes of two compared properties, as well as their
domains, multiplicities, etc.
(b) Graph-based techniques. Beyond the internal structure, entities in the ontology can be seen as elements of graphs, and finding correspondences
between elements of such graphs corresponds to solving a form of graph
homomorphism problem [Garey 79]. Very frequently, these methods focus
on the taxonomic structure, that is, on the graph determined by the subClassOf relation (e.g., the Wu-Palmer similarity [Wu 94]). Of course, other
types of relations besides the taxonomic ones can be explored to deduce
similarities between ontological entities.
3. Extensional techniques.
Other type of methods take advantage of individuals or instances, when available, to facilitate the matching process.
(a) Common extension comparison. If two ontology classes share the same set
of individuals, there can be a strong presumption that these classes match,
with an equivalence relationship between them. Different techniques can be
applied. Some of them explore the size of the extensions, as the Hamming
distance between two extensions [Euzenat 07]. By adding a probabilistic
interpretation, the Jaccard similarity [Jaccard 01] between the two sets
can be computed. Other tools, as statistical approaches or formal concept
analysis (FCA) [Ganter 04], can also be useful in these cases.
(b) Comparison of different extensions. In some other cases, ontology classes
do not share any common instances. However, it is still possible to compare the sets of instances in order to infer a possible matching between
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the associated concepts. This requires a similarity measure computation
between the instances, that can be differently aggregated, for example by
retaining the minimum, maximum, or average of the computed similarities.
Other combinations are possible, as the Hausdorff distance [Hausdorff 14],
that measures the maximal distance of a set to the nearest point in the
other set.
4. Semantic-based techniques.
These techniques take advantage of the well defined semantics in an ontology.
We distinguish two types:
(a) Deductive techniques. These techniques are characterized by the use of
model-theoretic semantics to justify their results. They are purely deductive methods, however applied to an essentially inductive task like ontology
matching. Therefore, they need a pre-processing phase to provide seeding
alignments that will be amplified with these semantic techniques. This type
of techniques includes model-based methods, that apply propositional satisfiability or description logics techniques in order to test the satisfiability
of a known alignment, as well as to enrich it [Giunchiglia 03, Bouquet 06].
(b) Background knowledge-based techniques. There is another subtype of semantic methods that rely on external background ontologies to perform
the matching. In fact, matched ontologies often lack a common ground
on which comparisons can be based. Intermediate ontologies can define
this missing common context. In short, they operate by first anchoring
the matched ontologies to a background one, usually by using non sophisticated methods; and second, deriving relations between the concepts in
the matched ontologies, by combining the anchor relations with the relations between the concepts of the reference ontology [Aleksovski 06]. An
advanced version of this method, implemented in the Scarlet system6 , is
proposed in [Sabou 08a], which attempts at using not one context ontology
but as many as possible. For this purpose, Scarlet accesses the Semantic
Web and dynamically selects appropriate online ontologies where the anchored terms appear. Then, their semantic relations are explored and
combined, in order to propose a final mapping (more details about this
technique will be given in Section 4.3.1).

The methods proposed in this thesis for ontology matching fall into various types of
the above classification. In fact, we utilize different terminological-based techniques,
that we combine with other internal structure-based and semantic-based methods, as
we will detail in Chapter 4.
6 http://scarlet.open.ac.uk/
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The Semantic Web

In this section we present the vision of the Semantic Web, mentioning the kind of
problems it solves, and pointing out its potential advantages in different fields. We
also briefly review some of the particular techniques that enable machine processing on
the Web, as well as some tools that support the development of semantic applications.
We finish analysing the current stage of the Semantic Web.

2.2.1

The Semantic Web Vision

The Web has experienced an enormous growth during last decades, which has allowed
economical transactions, communications and access to huge amounts of resources
and data across the Internet. Nevertheless, this fast growth has been accompanied
with an overload of unstructured and heterogeneous information which hinders interoperability on the Web. Very often, information and services are hard to find and
integrate, and web content is designed human oriented, being rarely understandable
by computers [Berners-Lee 01, Shadbolt 06, Antoniou 04, Kashyap 08].
During the last few years, there is a research effort targeted to the construction
of an extension of the current Web, the so-called Semantic Web, “in which information is given well-defined meaning, better enabling computers and people to work in
cooperation” [Berners-Lee 01]. The Semantic Web was conceived by Tim BernersLee, the inventor of the Web. The vision of the Semantic Web is about having data
on the Web linked in a way that can be used by machines not just for displaying,
but also for automation, integration and reuse of data across various applications. It
is envisaged to smoothly interconnect personal information management, enterprise
application integration, and the global sharing of commercial, scientific and cultural
data [Kashyap 08].
In order to accomplish the goals of the Semantic Web, software programs on the
Web must be able to share and process data even when these programs have been
designed in a total independent way. The development of the Semantic Web requires
suitable techniques to represent semantic content and ontologies on the Web, as well
as software agent technologies to achieve flexible and automatic interaction among
web systems.
While the Web is about linking documents, the Semantic Web is about linking
data. The semantic theory behind the Semantic Web provides an account of “meaning” in which the logical connection of terms establishes interoperability between systems. A Web of data would let us recruit the right information to a particular use context, combining very different types of data from very different sources [Shadbolt 06].
For example, seeing in a calendar our appointments, financial transactions, and photographs, appropriately placed on a time line; or automatically enriching a search
about a rock band with a map with the places of its next concerts, and the streaming
audio of the radio programs that played its music recently. Data links on a Web scale
can largely benefit cooperative work in science communities, reuse of administrative
data in governments, interoperation of different divisions in a company, etc.
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The potential advantages of the Semantic Web have been extensively reported
in [Berners-Lee 01, Lu 02, Shadbolt 06, Antoniou 04]. To illustrate them, we briefly
review in the following the impact of the Semantic Web on three particular domains:
web searches, web services, and agent-based computing.
1. Semantics-based web searches. Merely syntactic keyword-based searches on the
Web are hampered by two well-known linguistic phenomena that degrades the
quality of the given results [Lu 02]: polysemy (one word corresponding several
meanings) and synonymy (several possible words to designate the same concept). We can overcome these issues if the semantics of the involved search
keywords is well defined. Furthermore, if we search among web resources that
are semantically represented in ontologies, it is expected that the query retrieves
much more accurate results. For example, if we ask for “chairs” in a syntactical
search engine, it will return web sites containing the word “chairs”, both in the
senses of pieces of furniture and of people that are chairs of some organization
(among other possible meanings). However, under the guidance of a furniture
ontology, a semantic search engine would only retrieve data related to the first
meaning.
Furthermore, if we need information that is spread over various web documents,
we have to perform several queries on traditional web search engines and manually extract the relevant information and put it together [Antoniou 04]. This
task could be assisted by a program able to interpret the retrieved information
semantically, in order to filter and merge it appropriately.
Even more, traditional search engines are not good enough to provide a particular type of data (names of people, dates of birth, number of items, etc.), instead
of links to web pages merely. It should be possible for a semantic query, as it
can interrogate for particular attributes of ontological concepts.
2. Web-services. The Semantic Web should enable users to locate, select, employ,
compose, and monitor Web-based services automatically. By “service” we mean
web sites that do not merely provide static information but allow one to effect
some action or change in the world, such as the sale of a product or the control
of a physical device [Burstein 04]. Since semantic descriptions of web-services
will be publicly registered, intelligent agents might migrate from one to another
register finding services that fulfils the characteristics given by the user. Ideally,
the human intervention during execution of these services should be minimal.
For example, instead of filling manually a number of forms to operate in Amazon7 , a semantic agent will be able to perform these invocations on behalf of
the user, who only need to order the agent to “buy a book titled The Semantic
Web: an Introduction with no more than $50” [Lu 02]. Furthermore, semantic
technologies should be able to select and compose new web-services to achieve
new objectives, as well as monitoring long-running complex web-services.
7 http://www.amazon.com
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3. Agents. When the Semantic Web will be fully deployed, knowledge on it will
be represented in a structured, logical, and semantic way. This will necessarily
change the way that agents navigate, harvest and utilize information on the
Web [Payne 02]. They will be able to read and reason about published knowledge with the guidance of ontologies. Furthermore, semantics will facilitate
matchmaking among heterogeneous agents, enabling service requester agents
meet service provider ones, by means of mediators that matches the capabilities
of the first with the requests of the second one.
We have already mentioned the vision and some potential usages of the Semantic
Web. In the following we will focus on the technical features that make it feasible.

2.2.2

Techniques to Enable Machine Processing on the Web

In the following paragraphs we introduce the set of techniques needed to define,
query, and link semantic content on the Web, which constitute the groundings of the
Semantic Web.
Identifying resources: URIs
Before adding semantics to the Web, we have to identify the items of interest whose
properties and relationships we want to describe in our domain. In Web Architecture terminology, all items of interest are called resources [Jacobs 04], distinguishing between information resources (documents, images, and other media files)
and non-information resources (people, physical products, places, proteins, scientific concepts, and so on; in general, “real-world objects” that exist outside of the
Web) [Sauermann 07, Bizer 07].
Resources (both information and non-information ones) are identified using Uniform Resource Identifiers (URIs) [Berners-Lee 98]. A Uniform Resource Identifier
(URI) is a compact sequence of characters, following a certain syntax, that enables
uniform identification of resources via a separately defined extensible set of naming
schemes. URIs have a global scope and are interpreted consistently regardless of context, though the result of that interpretation may be in relation to the end-user’s
context. Here we are two examples of URIs:
http://en.wikipedia.org/wiki/URI#Examples_of_URI_references
ftp://example.org/resource.txt

The basic syntax: XML
XML (Extensible Markup Language) [Bray 98] enables an adequate means of knowledge representation, by keeping content, structure, and representation apart. It is
classified as an extensible language, because it allows the user to define the mark-up
elements. Elements described in XML are enclosed by tags and can have attributes.
Tags may be nested, thus can be used to describe hierarchies. XML, in combination
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with other standards, makes it possible to define the content of a document separately from its formatting, aiding information systems in sharing structured data.
However, the use of XML only is not enough for the purposes of Semantic Web, because although one might derive some sort of semantics from the structure of the
XML documents, the semantics of each element (XML tags) is not defined, and has
to be interpreted with the help of the implicit knowledge hardcoded in application
programs [Lu 02].
Describing web resources: RDF and RDFS
In order to represent resources on the Web with structured machine-understable
descriptions, other languages have been developed, as RDF (Resource Description
Framework) [Manola 02, Manola 04], for representing information about web resources
so that it can be exchanged between applications without loss of meaning. The basic
structure in RDF is the triple, composed of subject, predicate, and object. The subject of an RDF statement is a resource, possibly named by a URI. The predicate is a
resource as well, representing a relationship, and the object is a resource or a Unicode
string literal. For example, in order to express that a certain web page (subject)
was created (predicate) in a certain date (object), we can define a triple like the one
represented in Figure 2.3 (borrowed from [Manola 04]).

Figure 2.3: Describing a web page’s creation date with RDF.

The same triple can be expressed in XML syntax as follows:

<?xml version="1.0"?>
<rdf:RDF xmlns:rdf="http://www.w3.org/1999/02/22-rdf-syntax-ns#"
xmlns:exterms="http://www.example.org/terms/">
<rdf:Description rdf:about="http://www.example.org/index.html">
<exterms:creation-date>August 16, 1999</exterms:creation-date>
</rdf:Description>
</rdf:RDF>
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Although RDF is commonly expressed in XML, another syntaxes are possible, as
Notation 3 (N3) [Berners-Lee 08], a non-XML serialization of RDF models, based on
a tabular notation and designed to be human-readable. The above example can be
rewritten in N3 syntax:
@prefix exterms: <http://www.example.org/terms/>.
<http://www.example.org/index.html> exterms:creation-date "August 16, 1999".

On top of RDF, RDFS (RDF Schema) [Brickley 99, Brickley 04] is a semantic
extension of RDF. This is used to specify vocabularies in RDF, expressing classes
(or “kinds of things” to be described) and properties (facts that characterize these
classes), as well as subclass and subproperty relationships. It provides mechanisms for
describing groups of related resources and the relationships between these resources.
In the following example, the class River is defined as a subclass of NaturalResource
(ex prefix represents the URI of an example vocabulary, while rdf and rdfs indicate
RDF and RDFS constructs respectively):
ex:River
rdf:type
rdfs:Class.
ex:NaturalResource
rdf:type
rdfs:Class.
ex:River
rdfs:subClassOf
ex:NaturalResource.

Describing web ontologies: OWL
OWL (Web Ontology Language) [van Harmelen 03, Bechhofer 04] is introduced to
define ontologies on the Web that require a richer level of expressiveness than RDFS.
In fact, although RDF and RDFS allow the representation of ontological knowledge
to some extent, their main modelling primitives concern the organization of vocabularies in typed hierarchies, and a number of other features are missing. For example, in RDFS we cannot declare range restrictions that apply to some classes only
(e.g., we cannot say that cows eat only plants, while other animals may eat meat
too [Antoniou 04]). Disjointness of classes cannot be expressed in RDFS either (e.g.,
to state that a male individual cannot belong to the class female at the same time).
RDFS is not able to express unions, intersections and complements of classes. It does
not admit cardinality restrictions (e.g. to say that a person has two parents), and
other characteristics of properties, such as transitivity, unicity or inverse property.
On the other hand, the OWL language covers these and some other limitations, being
a richer and more expressive ontology language.
OWL is currently a recommendation of the World Wide Web Consortium (W3C)8 .
This is a language originally conceived to be compatible with the architecture of the
World Wide Web in general, and the Semantic Web in particular. OWL uses both
URIs (Uniform Resource Identifiers) for naming, and the description framework for
8 http://www.w3.org/
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the Web provided by RDF, to add the following capabilities to ontologies: ability to
be distributed across many systems, scalability to Web needs, compatibility with web
standards for accessibility and internationalization, openness and extensibility. OWL
builds on RDF and RDF Schema and adds more vocabulary for describing properties
and classes: among others, relations between classes (e.g. disjointness), cardinality
(e.g. “exactly one”), equality, richer typing of properties, characteristics of properties
(e.g. symmetry), and enumerated classes.
Depending on the required expressiveness level, OWL has three different versions
or sublanguages:
1. OWL Lite supports a classification hierarchy and simple constraints. For example, while it supports cardinality constraints, it only permits cardinality values
of 0 or 1. It is simpler to provide tool support for OWL Lite than its more
expressive relatives. OWL Lite also has a lower formal complexity than OWL
DL.
2. OWL DL supports the maximum expressiveness while retaining computational
completeness (all conclusions are guaranteed to be computable) and decidability
(all computations will finish in finite time). OWL DL is so named due to its correspondence with description logics [Baader 03], the formalism that establishes
the foundation of OWL.
3. OWL Full is meant for users who want maximum expressiveness and the syntactic freedom of RDF with no computational guarantees. For example, in OWL
Full a class can be treated simultaneously as a collection of individuals and as
an individual in its own right.
Each of these sublanguages is an extension of its simpler predecessor, both in
what can be legally expressed and in what can be validly concluded. In the rest of
this thesis, we mean OWL DL whenever a particular usage of OWL appears, unless
otherwise stated.
In previous Figure 2.1 we represented a very simple example of ontology. Here we
include its description in OWL:
<?xml version="1.0"?>
<rdf:RDF
xmlns:rdf="http://www.w3.org/1999/02/22-rdf-syntax-ns#"
xmlns:xsd="http://www.w3.org/2001/XMLSchema#"
xmlns:rdfs="http://www.w3.org/2000/01/rdf-schema#"
xmlns:owl="http://www.w3.org/2002/07/owl#"
xmlns="http://sid.cps.unizar.es/ontologies/rivers.owl#"
xml:base="http://sid.cps.unizar.es/ontologies/rivers.owl">
<owl:Ontology rdf:about=""/>
<owl:Class rdf:ID="River">
<rdfs:subClassOf>
<owl:Class rdf:ID="NaturalResource"/>
</rdfs:subClassOf>
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</owl:Class>
<owl:Class rdf:ID="Country"/>
<owl:ObjectProperty rdf:ID="goesThrough">
<rdfs:range rdf:resource="#Country"/>
<rdfs:domain rdf:resource="#River"/>
</owl:ObjectProperty>
<owl:DatatypeProperty rdf:ID="name">
<rdfs:range rdf:resource="http://www.w3.org/2001/XMLSchema#string"/>
<rdfs:domain rdf:resource="#River"/>
</owl:DatatypeProperty>
<Country rdf:ID="Russia"/>
<River rdf:ID="VolgaRiver">
<name rdf:datatype="http://www.w3.org/2001/XMLSchema#string">Volga</name>
<goesThrough rdf:resource="#Russia"/>
</River>
</rdf:RDF>

The first lines of the previous example define namespaces. The tag owl:Ontology
is used to include metadata about the ontology (however it is empty in this simple
example). Notice how classes are defined with the owl:Class tag, as in
<owl:Class rdf:ID="Country"/>

The tag rdfs:subClassOf allows generating the class hierarchy. Properties are of
two different types in OWL, namely owl:ObjectProperty and owl:DatatypeProperty,
depending on their ranges (classes or datatypes respectively). An example of property
definition is:
<owl:DatatypeProperty rdf:ID="name">
<rdfs:range rdf:resource="http://www.w3.org/2001/XMLSchema#string"/>
<rdfs:domain rdf:resource="#River"/>
</owl:DatatypeProperty>

Individuals are created by associating them to the class they belong to (and giving
values to their properties, if any), as in:
<River rdf:ID="VolgaRiver">
<name rdf:datatype="http://www.w3.org/2001/XMLSchema#string">Volga</name>
<goesThrough rdf:resource="#Russia"/>
</River>

The previous example illustrates the basics of OWL merely. Nevertheless, as we
have already mentioned, OWL admits many other constructs that enable a higher
level of expressiveness (disjointness, cardinality restrictions, etc.).
Quering semantic data: SPARQL
We have introduced, so far, the basic mechanisms to define resources and to describe
formal knowledge on the Web, as well as to connect them. Additional mechanisms are
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needed, however, to access and interrogate this knowledge for its use on the Semantic
Web.
In order to query such a kind of semantic information different methods and languages have been proposed [Karvounarakis 02, Broekstra 03]. We will focus here on
the most extended one at the time of writing this, which is SPARQL [Prud’hommeaux 08],
This has the status of W3C recommendation currently. SPARQL recursive acronym
stands for SPARQL Protocol and RDF Query Language. This language can be used
to express queries across diverse data sources, whether the data is stored or viewed
as RDF. SPARQL contains capabilities for querying required and optional graph patterns along with their conjunctions and disjunctions.
Most forms of SPARQL query contain a set of triple patterns called a basic graph
pattern. Triple patterns are like RDF triples except that each of the subject, predicate
and object may be a variable. A basic graph pattern matches a subgraph of the RDF
data when RDF terms from that subgraph may be substituted for the variables and
the result is RDF graph equivalent to the subgraph.
Here is a simple query example on the ontology represented in Figure 2.1. Let
us suppose that we want to formulate this query: “give me all the rivers and the
countries that they cross”. The SPARQL query is as follows:
PREFIX ont:<http://sid.cps.unizar.es/ontologies/rivers.owl#>
PREFIX rdf:<http://www.w3.org/1999/02/22-rdf-syntax-ns#>
SELECT ?river ?place
WHERE { ?river ont:goesThrough ?place.
?place rdf:type ont:Country }

The first rows identify the prefixes to be used. Variables are indicated by a “?”.
The SPARQL query processor will search, on the ontology, for sets of triples that
match these two triple patterns established in the WHERE condition, binding the
variables in the query to the corresponding parts of each triple. The obtained results
are shown in Table 2.1.
?river

?place

VolgaRiver

Russia

Table 2.1: Results of the SPARQL example query.

2.2.3

Tools for Supporting Semantic Web Developing

Currently, there are a number of systems that support the creation of final semantic
applications, by helping at very different levels such as: ontology edition, ontology
search, semantic content storage, etc. Without being exhaustive, we review some of
them in the following, in particular those that we have most utilized in this thesis.
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Protégé: An ontology editor
Protégé9 is an open-source platform that provides users with a suite of tools to construct domain models and knowledge-based applications with ontologies. Protégé
implements a rich set of knowledge-modelling structures and actions that support
the creation, visualization, and manipulation of ontologies in various representation
formats. It can be extended by way of a plug-in architecture and a Java-based Application Programming Interface (API) for building knowledge-based tools and applications. The Protégé platform supports two main ways of modelling ontologies: the
Protégé-Frames, and the Protégé-OWL editors. The latter enables users to:
• Load and save OWL and RDF ontologies.
• Edit and visualize classes, properties, and SWRL (Semantic Web Rule Language) rules [Horrocks 04].
• Define logical class characteristics as OWL expressions.
• Execute reasoners such as description logic classifiers.
• Edit OWL individuals for Semantic Web markup.
Figure 2.4 shows a screen capture of Protégé.

Figure 2.4: Visualizing an OWL ontology graphically in Protégé.
9 http://protege.stanford.edu/
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Jena: A Semantic Web framework for Java
Jena10 is a Java framework for building Semantic Web applications. It provides a
programmatic environment for RDF, RDFS, OWL, SPARQL and includes a rulebased inference engine. The Jena Framework includes:
• An RDF API
• Reading and writing RDF in RDF/XML, N3 and N-Triples
• An OWL API
• In-memory and persistent storage
• SPARQL query engine
Typically, Jena enables one to load an ontology in a memory model, to be subsequently modified and/or queried programmatically by means of the Jena APIs. Inference rules can be applied to the model, thus creating a bigger model that includes
a number of inferred facts in addition to the asserted ones.
Watson: A gateway to the Semantic Web
Watson [d’Aquin 07] system makes use of a set of dedicated crawlers to collect online semantic content. A range of validation and analysis steps is then performed
to extract information from the collected semantic documents, including information
about the ontological terms they describe and their relations. This information provides a valuable base of metadata, employed to create indexes of the semantic content
currently available on the Web.
Watson provides both a Web interface for human users11 (see Figure 2.5), as well
as a set of Web services and APIs for building applications, exploiting the semantic
information available on the Web. These services and this interface provide various
functionalities for searching and exploring online semantic documents, ontologies,
and ontological terms, including keyword search, metadata retrieval, the exploration
of ontological term descriptions and formal query facilities.
This combination of mechanisms for searching, retrieving and querying online
semantic content provides all the necessary elements enabling applications to select
and exploit online semantic resources, without having to download the corresponding
ontologies or to identify them at design time. Many applications have already been
developed that dynamically exploit online semantic content in an open domain thanks
to Watson [d’Aquin 08a].
10 http://jena.sourceforge.net/
11 http://watson.kmi.open.ac.uk
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Figure 2.5: Different services of Watson.

Swoogle: A Semantic Web search engine
Swoogle [Finin 05] employs a system of crawlers to discover RDF documents and
HTML documents with embedded RDF content. It records and indexes meaningful metadata about them in a database. Swoogle provides services to human users
through a browser interface and to software agents via web services. Several techniques are used to rank query results inspired by the PageRank algorithm [Page 99]
developed at Google12 but adapted to the semantics and use patterns found in Semantic Web documents.

WordNet: An English electronic dictionary
WordNet [Miller 95] groups English words into sets of cognitive synonyms called
synsets, each expressing a different concept, and provides short, general definitions,
and offering the various semantic relations between these synonym sets. In its current
version13 (3.0, at time of writing this) WordNet contains over 155,000 words organized in over 117,000 synsets for a total of around 207,000 word-sense pairs. The
purpose is twofold: to produce a combination of dictionary and thesaurus that is
more intuitively usable, and to support automatic text analysis and artificial intelligence applications. Although not initially conceived to support machine processing
on the Web, it has been largely utilized as a source of background knowledge in many
semantic applications, ranging from semantic measures and word sense disambiguation [Resnik 95b, Budanitsky 06, Leacock 98, Klapaftis 05] to ontology matching and
Semantic Web systems [Lin 08, López 06b, Angeletou 08].
12 http://www.google.es/
13 http://wordnet.princeton.edu
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2.2.4

Current Stage of the Semantic Web

The ambitious goals of the Semantic Web (see Section 2.2.1) still remain unrealized in our days. Nevertheless, since the visionary paper of Berners-Lee at al. in
2001 [Berners-Lee 01], many advances have been already attained. The grounding
technologies for expressing shared meaning on the Web (RDF, OWL, SPARQL, ...)
have progressed steadily over the past years. Their use is much more extended now,
setting the basis for agents to exploit the Semantic Web. There are also many tools,
ranging from ontology editors to triple stores and semantic content searchers (see
Section 2.2.3), that favour the development of Semantic Web applications.
In the rest of the section we focus on the state of semantic data available on the
web, briefly discussing about online ontologies and Linked Data. Notice that the
following paragraphs constitute a mere snapshot in such a rapidly evolving scenario
as the Semantic Web is.
Online ontologies
Ontologies are the cornerstone of the Semantic Web. The current Semantic Web is
favoured by the increasing amount of ontologies already available online. This maximizes the possible interpretations of shared meanings on the Web, and helps reducing
the traditional knowledge acquisition bottleneck problem. According to [d’Aquin 08a],
the size of the current Semantic Web is already in the order of millions of documents,
describing entities with billions of statements; while just a few years ago the largest
libraries of online ontologies counted just a few hundred ontologies14 . Nevertheless,
online semantic content (facts expressed in RDF, OWL ontologies, etc.) has not
reached yet the critical mass needed to fully deploy the Semantic Web, although we
consider that its really fast growing makes many goals of the Semantic Web attainable
in a medium term. As a matter of fact, the already available online semantic content
is enabling the emergence of a new generation of semantic applications that exploit
the shared knowledge contained in online ontologies [d’Aquin 08a, Motta 06]. Also
the emergence of semantically linked knowledge bases, in the context of the Linking
Open Data (LOD) initiative15 , enables web applications that dynamically traverse
RDF links to automatically process and combine relevant data.
Although the large amount of available online ontologies makes more complex the
task of selecting appropriate semantic descriptions (an issue that we largely discuss
in this thesis), there are some fundamental vocabularies that are becoming pervasive,
for example:
• Friend-of-a-Friend16 (FOAF) vocabulary for describing people. This RDF vocabulary allows the expression of personal information and relationships, and
is a useful building block for creating information systems that support online
communities.
14 E.g., around 242 ontologies in http://www.daml.org/ontologies/ in 2004, or 240 ontologies in
http://www.schemaweb.info/ in 2005.
15 http://esw.w3.org/topic/SweoIG/TaskForces/CommunityProjects/LinkingOpenData
16 http://xmlns.com/foaf/spec/
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• Dublin Core17 (DC) defines general metadata attributes, such as title, description, creator, date, ....
• Semantically-Interlinked Online Communities18 (SIOC), to enable the integration of online community information.
• Description of a Project19 (DOAP) is a vocabulary to describe software projects,
and in particular open source.
The implicit agreement of using such (and other popular) ontologies facilitates
interoperability among systems on the Web, because it reduces the need of translation
among schemes. Nevertheless, extending these basic vocabularies is often needed, in
order to satisfy the requirements of particular application domains.
Data exposure and integration
Linked Data [Bizer 07] is used to describe a method of exposing, sharing, and connecting data via dereferenceable URIs on the Web. The construction of Linked
Data is ruled by certain principles, outlined by Tim Berners-Lee in his Design Issues [Berners-Lee 06]:
• Use URIs to identify things that you expose to the Web as resources.
• Use HTTP URIs so that people can locate and look up (dereference) these
things.
• Provide useful information about the resource when its URI is dereferenced.
• Include links to other, related URIs in the exposed data as a means of improving
information discovery on the Web.
In the context of Linked Data, RDF links can be followed by the crawlers of
Semantic Web search engines, which may provide sophisticated search and query
capabilities over crawled data. The query results are structured data and not just
links to HTML pages, and can be automatically re-used within other applications.
The Linking Open Data community project20 is extending the Web with a data
commons by publishing various open data sets as RDF on the Web and by setting
RDF links between data items from different data sources. Figure 2.6 shows the
datasets that have been published and interlinked on March 2009, comparing them
to those linked in 2007 in order to illustrate its growing trend. At the time of writing
this21 , the data sets consist of over 4.5 billion RDF triples, which are interlinked by
around 180 million RDF links.
17 http://dublincore.org/documents/dcmes-xml/
18 http://sioc-project.org/
19 http://trac.usefulinc.com/doap
20 http://esw.w3.org/topic/SweoIG/TaskForces/CommunityProjects/LinkingOpenData
21 July

2009
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Linked Data as of May 2007

Linked Data as of March 2009

Figure 2.6: Linked Data evolution from 2007 to 2009.

The figure offers a clear view of how this initiative has taken off, enabling a
new set of innovative services and applications to exploit the increasing amount of
semantically interlinked data. The exposition and access to semantic data on the Web
is also favoured by the growing amount of SPARQL endpoints already available22 ,
enabling the access of machines to these data in order to be reused and automatically
processed. A SPARQL endpoint is a conformant SPARQL protocol service [Clark 08]
that enables users (human or machine) to query a knowledge base via the SPARQL
language. Results are typically returned in machine-processable formats. A SPARQL
endpoint is mostly conceived as a machine-friendly interface towards a knowledge
base.

2.3

Word Sense Disambiguation

Lexical ambiguity, or the capacity of words to have multiple meanings, is a fundamental characteristic of language [Weaver 55]. The meaning of a word is usually well
22 See a non-exhaustive list at http://esw.w3.org/topic/SparqlEndpoints (last accessed 4th May
2009).

2.3. Word Sense Disambiguation

39

determined according to the context in which it appears, and ambiguity usually does
not become a problem in normal human conversation or reading. For example, the
word plant could mean23 “building for carrying on industrial labor” or “a living organism lacking the power of locomotion”. It is expected that, in a text about car
manufacturing, plant is used in the first sense, whereas the second interpretation may
be the right one in a web page about gardening. In these cases, the identification of
the right meanings is quite straightforward for a human, but it is very difficult for a
computer.
In this section we review how word sense disambiguation techniques are needed to
solve this problem. We start presenting the history and current state of the research
on the topic briefly, followed by a possible classification of disambiguation techniques.

2.3.1

Basic Notions.

Word sense disambiguation (WSD) is the task of computationally determining which
sense of a word is activated by its use in a particular context [Weaver 55, Agirre 06],
considering sense as the representation of one of the possible meanings of a word, expressed on the basis of an electronic dictionary, a lexical knowledge base, an ontology,
or a certain application-specific inventory. The importance of WSD has been widely
acknowledged in computational linguistics and other fields. WSD is not thought as an
end in itself, but as an enabler for other tasks and applications [Agirre 06], such as machine translation, information retrieval, text mining, knowledge acquisition, semantic
annotation, etc.
WSD is an old topic in Artificial Intelligence research and related fields. It was
first introduced by Weaver in his work about machine translation in 1949 [Weaver 55].
In this work, he acknowledged that context is crucial, and recognized the statistical
nature of the problem. Weaver formulated the disambiguation problem as follows:
If one examines the words in a book, one at a time as through an opaque
mask with a hole in it one word wide, then it is obviously impossible to
determine, one at a time, the meaning of the words. “Fast” may mean
“rapid”; or it may mean “motionless”; and there is no way of telling
which. But if one lengthens the slit in the opaque mask, until one can see
not only the central word in question but also say N words on either side,
then if N is large enough one can unambiguously decide the meaning of
the central word. [...] The practical question is: “What minimum value of
N will, at least in a tolerable fraction of cases, lead to the correct choice
of meaning for the central word?”
Kaplan answered the latter question [Kaplan 55], deducting that a radius of two
context words around the ambiguous one was equivalent to the whole sentence in
resolving power. Weaver and Kaplan’s studies, as well as other early works during
50’s and 60’s, established the basis and methodologies still applied today [Ide 98].
However, it was not until the 1980s that large scale lexical resources became available,
23 According

to WordNet 3.0 definitions.
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thus giving a major boost to WSD. In the 1990s WordNet [Miller 95] was introduced,
as well as the availability of systematic tests for WSD evaluation, as Senseval24 .
Nowadays, a central debate in WSD community is whether disambiguation should
be researched as a generic and explicit process: a black box that can be connected
into any application, or it should be a task-specific component. In our days, research
in explicit WSD has progressed to a point in which maybe the upper bound in the
accuracy one can expect for this techniques has been attained. However, explicit
WSD has been applied with rather limited success so far [Agirre 06]. Only when
disambiguation is carried out in an integrated way (not as an explicit processing),
often occurring by virtue of other operations, it has been successful.
In our opinion, despite the still limited amount of practical applications, the effort
on explicit WSD constitutes already a solid background in methodology and results
that enables new research efforts to be more focused into practical usages of WSD
techniques, as we have done in this thesis.

2.3.2

Classification of Disambiguation Techniques

Techniques for explicit WSD can be classified in three groups [Agirre 06], although
this classification is approximate and combined techniques are not rare:
1. Knowledge-based or dictionary-based methods, that rely on electronic dictionaries, thesauri and lexical knowledge bases, without any corpus evidence. They
usually rely on similarity measures computation.
2. Unsupervised corpus-based methods, which avoid external information and work
with raw unannotated corpora. These methods usually induce word senses from
training text by clustering word occurrences, classifying the new occurrences
into the induced clusters/senses.
3. Supervised and semi-supervised corpus-based methods, that make use of manually annotated corpora to train from, or as seed data in bootstrapping process.
Supervised methods have given the best results so far, however suffering from
the so-called knowledge acquisition bottleneck (owing to manual sense-tagging),
a major drawback that limits their potential and scalability.
More detailed reviews about different WSD techniques can be found at [Ide 98,
Agirre 06, Pedersen 05]. We present in Table 2.2 a classification, according to the
above grouping, of some well-known techniques [Agirre 06]. We have highlighted the
ones that result more relevant for the purposes of this thesis.
Comparisons among several disambiguation techniques have been possible thanks
to the Senseval initiative (currently SemEval), a series of evaluation exercises for the
semantic analysis of text. One of its most interesting evaluation test is the “English
all-words task”, in which certain sense-tagged corpus is prepared by manual annotation with WordNet senses. By analysing the results given in different years, two main
conclusions arise:
24 http://www.senseval.org/
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Technique

Knowledge-based

Hand-crafted disambiguation rules.
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Selectional restrictions (or preferences), used to filter out
inconsistent senses.
Comparing dictionary definitions to the context
(Lesk’s method).
The sense most similar to its context, using semantic similarity measures.
“One-sense-per-discourse” and other heuristics.
Unsupervised
corpus-based

Unsupervised methods that clusters word occurrences or contexts, thus indicating senses.
Using an aligned parallel corpus to infer cross-language
sense distinctions.

Supervised
corpus-based

Supervised machine learning, training on a manually
tagged corpus.
Bootstrapping from seed data (semi-supervised).
Table 2.2: Classification of some WSD techniques.

1. Human inter-annotation, traditionally considered as the upper bound in WSD
experiments, has a relatively poor agreement level (72% in Senseval-3, for example), which is partially caused by the use of such a fine grained resource
as WordNet for sense selection, as it is shown in experiments with a minor
sense distinction level [Navigli 07], in which a higher agreement is obtained. An
interesting study on inter-annotator disagreement can be found at [Murray 04].

2. The highest ranges of accuracy values have been only reached by supervised
methods. As a matter of fact, unsupervised ones usually score below the “most
frequent sense” baseline. Nevertheless, despite its difficulties, we advocate for
unsupervised and knowledge-based methods as the most suitable ones for its
use on the Semantic Web [Gracia 06].

The low percentage of agreement in Senseval-3 gives an idea of the problem of
annotating senses by using WordNet or similar resources. We remember here the
question that Ahlswede and Lorand formulated sixteen years ago: Which of the human informants should the computer agree with, if the humans cannot agree themselves? [Ahlswede 93]. We argue that WSD research should move to other resources
in addition to WordNet as preferred source of knowledge (as we do in our work).
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Summary of the Chapter

Along this chapter, we have presented the technological framework of this thesis:
some basic notions about ontologies, the motivation and techniques of the Semantic
Web, and a brief overview of the word senses disambiguation topic.
Firstly, we have presented some basic notions on ontologies, their possible classification, and the role of semantic reasoning. Also some details about ontology matching
have been presented.
We have also reviewed in this chapter the vision of the Semantic Web, pointing
out many potential usages and benefits. Then, the basic techniques to enable machine processing on the Web have been introduced. We have also reviewed some of
the techniques that make the development of semantic systems possible, comprising
ontology editors, reasoners, semantic content indexes, etc. Then, we have analysed
the current stage of the development of the Semantic Web.
We have concluded the chapter introducing word sense disambiguation, a topic
very relevant for the purposes of this thesis. We have reviewed some basic notions
and a classification of the different semantic disambiguation techniques.

Chapter 3

Semantic Measures
In this chapter we present a study on semantic measures, which constitute the basis
of the techniques for semantic heterogeneity reduction discussed in the rest of this
thesis. The semantic measures that we propose have been designed accomplishing
the desirable features that we presented in Chapter 1, namely maximum coverage,
dynamic selection, and universality. Our proposed methods numerically compute the
degree of similarity and relatedness among different semantic descriptions, combining
different sources of knowledge (web search engines, online ontologies, etc.). Such
measures do not depend on particular lexical resources or application domains, being
conceived to operate between terms from any two ontologies.
Many applications, in Natural Language Processing (NLP), Semantic Web, Ontological Engineering, and other fields, benefit from calculating semantic measures.
Semantic measures quantify the strength of the semantic relationships that hold between two senses. Generally speaking, we call sense the representation of a particular
meaning of an entity (a word, a textual expression, an ontology term, etc.). According
to [Sheth 03], relationships are in the core of the Semantic Web. Therefore, it is of
great importance to provide well founded and useful ways to measure their degree.
Three main kind of measures are considered in the literature about this topic:
semantic similarity, semantic relatedness, and semantic distance. Unfortunately, they
have not been interpreted always in the same way by different authors. We adopt
here the interpretation given in [Budanitsky 06] and [Zesch 06]:
1. Semantic similarity: It is usually defined by considering the semantic relationships of synonymy, or equivalent meanings, e.g. (car, automobile) and hypernymy, where the meaning of a term is encompassed by another more general
term, e.g., (car, vehicle).
2. Semantic relatedness: It covers any kind of semantic or functional association,
so it is a more general concept than semantic similarity. Dissimilar entities may
still be related by many possible relationships, such as meronymy, or “part of”
relation, e.g., (finger, hand), antonymy, or opposite meanings, e.g., (hot, cold),
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or any kind of functional relationship or frequent association, e.g., (penguin,
Antarctica).
3. Semantic distance: It is the inverse of semantic relatedness. The more two terms
are semantically related, the less semantically distant they are.

In this chapter we propose a formal definition of semantic relatedness and similarity measures (semantic distance can always be reformulated in terms of relatedness).
Then, we describe our proposal for a context and inference-based semantic similarity
measure. It combines different well-known techniques to compare ontological contexts, however enriched by adding lightweight inference. Finally, we describe our
proposed web-based semantic relatedness measure. This is based on exploring the
co-occurrence of terms on web pages to induce a measure of how related they are.

3.1

Foundations

We present in this section some basic vocabulary and definitions that we will use along
this thesis, followed by the formalization of what we mean by semantic relatedness
and similarity measures.

3.1.1

Preliminary Definitions

Let us call C,P ,I the sets of all classes, properties, and individuals, respectively, that
one can find among online ontologies (accessed by means of Watson [d’Aquin 07] or
Swoogle [Finin 05]) and other resources (local ontologies, WordNet [Miller 95], etc.).
In the rest of the thesis, we will call ontology term any element t ∈ C ∪ P ∪ I.
We denote as OE the set of all ontological elements that can be accessed from
our sources of knowledge, considering as ontological elements the ontology terms
themselves, as well as any element of their semantic descriptions (such as names,
synonym labels, etc.).
Definition 3.1. Extraction and Ontological Context. Given the power set (set
of all subsets) of OE, that we denote P (OE), we define extraction as a function
ext : C ∪ P ∪ I → P (OE)
that, for each ontology term, retrieves its neighbouring ontological elements characterizing its meaning. We call ontological context, denoted OCt , the image of this
function:
OCt = ext(t)
We are not being more specific in this definition deliberately, leaving open the
particular criteria of what is considered as part of the “neighbourhood” of an ontology
term. For our purposes, we use in this work the extraction function described later
in Section 3.2.1.
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Before continuing, we need to clarify what kind of semantic relationships can be
established between senses. The classification we show in Table 3.1 reuses, combines,
and slightly modifies, the ones in [Miller 95, Hammer 93]:
Symbol

Name

Interpretation

Example

Ri

Identity

Exactly the same meanings, identically represented

(person, person)

RH

Hypernymy

A meaning comprises the other

(vehicle, car)

Rh

Hyponymy

A meaning is comprised by the other

(hospital, building)

Rsyn

Synonymy

Equivalent meanings (this is also
called equivalence)

(doctor,
cian)

Rcom

Compatibility

Meanings that, not being equivalent,
share many commonalities and are
not contradictory

(resort, private
accommodation)

physi-

Rant

Antonymy

Opposite meanings

(hot, cold )

Rconn

Taxonomical
connection

Transitive succession of hyperonymy/hyponymy/synonymy links
between meanings

(hospital,
monastery)

Rdis

Disjointness

Meanings that cannot overlap in the
same individual

(liquid, solid)

Rhol

Holonymy

Whole to part relation

(keyboard, key)

Rmer

Meronymy

Part to whole relation

(finger, hand)

Rassoc

Positive association

Meanings that maybe are not connected by other relationship, but still
are typically used in the same context

(penguin,
Antarctica)

Table 3.1: Classification of semantic relationships.

Sometimes in this thesis we will call subsumption relationship either RH or Rh .
Notice that the different types of relationships can overlap (e.g., two entities may
be linked by Rconn and Rcom at the same time). This classification is by no means
exhaustive and other types could be considered [Cruse 86].
Notice also that each of these semantic relationships can be modelled as a mathematical binary relation (a collection of ordered pairs of entities).
Definition 3.2. Semantic relation. Given a set E of entities (with certain associated senses), a semantic relation R is a set of ordered pairs R ⊆ E × E such
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that:
R =Ri ∪ RH ∪ Rh ∪ Rsyn ∪ Rconn ∪ Rcom ∪
Rant ∪ Rdis ∪ Rhol ∪ Rmer ∪ Rassoc

Definition 3.3. Semantic relatedness measure. Given a set of entities E and a
semantic relation R, a semantic relatedness is a binary function rel : E × E → R such
that:
∀x, y ∈ E, rel(x, y) ≥ 0

(positiveness)

∀x, y, z ∈ E, rel(x, x) ≥ rel(y, z)

(maximality)

∀x, y ∈ E, rel(x, y) = rel(y, x)

(symmetry)

∀x, y ∈ E, (x, y) ∈
/ R, rel(x, y) = 0

A semantic relatedness measure computes the existence and degree of semantic
relations between the compared terms. Notice that the maximally condition implies
that, among all possible semantic relationships that holds between two entities, we
consider identity (Ri ) as the strongest one.
Definition 3.4. Similarity relation. Given a set of entities E (with certain associated senses), a similarity relation is a binary relation Rs ⊆ E × E such that:
Rs = Ri ∪ RH ∪ Rh ∪ Rsyn ∪ Rconn ∪ Rcom
Definition 3.5. Semantic similarity measure. Given a set of entities E, and a
similarity relation Rs , we define semantic similarity as a function sim : E × E → R
such that:
∀x, y ∈ E, sim(x, y) ≥ 0

(positiveness)

∀x, y, z ∈ E, sim(x, x) ≥ sim(y, z)

(maximality)

∀x, y ∈ E, sim(x, y) = sim(y, x)

(symmetry)

∀x, y ∈ E, (x, y) ∈
/ Rs , sim(y, x) = 0
According to Definition 3.5, a semantic similarity measure can be seen as a semantic relatedness measure in which the only relations considered are the ones that
take into account how similar the compared elements are.
The basis of our definition is borrowed from other formal definitions of similarity
in the literature (see [Bock 00, Euzenat 07]). Nevertheless, these definitions refer to
a broader notion which comprises any kind of similarity between any set of elements
(e.g., syntactic similarity). On the contrary, our definition focuses on a particular
kind of similarity: semantic similarity, which is computed between elements that
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have an associated semantics, taking into account the presence of certain semantic
relationships between them. There have been other efforts to formalize the notion
of semantic similarity, as in [D’amato 08] where, however, a general definition for
semantic similarity is not provided, but a characterization based on their desirable
properties, and considering only similarities between ontology classes.
Notice that many semantic similarities in the literature do not accomplish the
symmetric property [Rodrı́guez 04]. We call them non symmetric similarities, or
pre-similarities, as in [Euzenat 07]. Equivalently, we call pre-relatedness any non
symmetric relatedness.

3.2

Context and Inference-based Semantic Similarity Measure

We have presented, so far, what we mean by semantic relatedness and similarity
measures. In this section, we define the particular semantic similarity that we use
in our system, called context and inference-based similarity measure. This combines
different elementary techniques, as linguistic similarities or vector space modelling, to
compare the ontological contexts of two ontology terms. These ontological contexts
are enriched by applying reasoning techniques, in order to make emerge inferred
facts that are not present in the asserted ontologies. The result is a value in [0,1]
representing how similar two sets of ontological elements are:
sim : P (OE) × P (OE) → [0, 1]
Typically, this similarity will be applied to compare two ontological contexts describing two given ontology terms: OCt1 and OCt2 . For simplicity, we usually say
“similarity between ontology terms” instead of “between their ontological contexts”,
and use sim(t1 , t2 ) as an equivalent notation for sim(OCt1 , OCt2 ).
In the rest of the section, we start describing the extraction function that we use
to obtain the ontological contexts. Then, we explain how we compute the similarity
between the contexts of two ontology terms t1 and t2 , distinguishing these three
cases: 1) both t1 and t2 are classes, 2) both terms are properties, or 3) both terms are
individuals. Notice that we do not compare ontological contexts coming from terms
of different type, owing to their different semantic nature [Mena 01].

3.2.1

Extraction and Inference

First of all, we start describing the preliminary extraction function ext(t) that we need
to obtain the ontological contexts of the compared ontology terms (see Definition 3.1).
Our intention is to retrieve as much different semantic information about the ontology terms as possible, to allow a precise comparison later. We extract the nearest
neighbouring ontological elements, however enriched by adding the inferred facts deduced from a reasoning service, as we will discuss later.
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The extracted ontological elements comprise: URI, identifying label, synonym
labels, and glosses (description in natural language). Additionally, other elements
that depend on the type of ontology term are extracted1 :
1. t ∈ C: Hypernyms and hyponyms of t, properties where t is the domain, and
classes related to t by any other property.
2. t ∈ P : Superproperties and subproperties of the hierarchy of t, as well as
domains and ranges of t.
3. t ∈ I: Concepts, properties, and property values associated with t.
The way we access and retrieve the ontological information of t depends on the
nature of the accessed source of knowledge. By default, we load the ontology where
t is found locally, to be interrogated later2 . When using Watson as a source of
knowledge, however, the provided Watson API3 is rich enough to allow interrogating
the ontologies without downloading them from the Web, thus saving a considerable
amount of time and effort.
As mentioned before, we apply an external reasoning service during this extraction
step4 . It allows us to load and interrogate the inferred ontology instead of the asserted
one. We have considered different levels of inference:
1. No inference. Only elements from the asserted ontology are extracted.
2. Transitive inference. All super/subterms reached by transitivity are added to
the extracted ontological context.
3. RDFS inference. Apart from transitivity, other RDFS entailments are applied [Hayes 04] (e.g., given p ∈ P , c ∈ C and a, b ∈ I, c is domain of p
and a related to b by p ⇒ a is an instance of c).
4. OWL inference. In addition to transitive and RDFS entailments, other OWL
rules are considered (e.g., given c,d,e ∈ C, c = unionOf(d,e) ⇒ d and e are
subclasses of c).
Other levels are possible as, for example, the different subsets of OWL rules allowed
by Jena built-in reasoner. According to our tests, the transitive inference offers the
best balance between quality of results and cost in time in our similarity computation.
Therefore, we have adopted it as our default operating mode. This inference level is
also compatible with the use of Watson, that provides a set of methods to access terms
inferred by transitivity. We say that our measure is based on lightweight inference
because we apply low inference levels (transitive, or RDFS) preferentially to operate.
1 In our prototype, we avoid dealing with very large ontological contexts by limiting the number
of extracted elements (hypernyms, hyponyms, properties, ...) up to a maximum value for each type
(typical values range from 5 to 10).
2 By
using
SPARQL
[Prud’hommeaux 08]
and
Jena
Ontology
API
(see
http://jena.sourceforge.net/ontology/index.html).
3 http://watson.kmi.open.ac.uk/WS and API.html
4 We use Jena built-in reasoner (http://jena.sourceforge.net/inference/) in our prototype, although
other reasoners can be used instead.
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Semantic Similarity between Classes

The similarity degree between two concepts can be estimated by combining linguistic
techniques (that explore how similar their names, labels, and descriptions are) with
structural techniques (comparisons between their properties, related classes, or other
structural features). Our measure uses both type of techniques, by combining some
existent methods from the literature. Nevertheless, we enrich these comparisons by
including not only the asserted ontological elements but the inferred facts obtained
during the extraction step described in Section 3.2.1.
In order to compute the similarity between the ontological contexts of two concepts: t1 , t2 ∈ C, we propose the following:
syn
simclass (t1 , t2 ) = wlabel · l(tsyn
1 , t2 )+

wdescr · vsm(tdescr
, tdescr
)+
1
2
wprop · vsm(tprop
, tprop
)+
1
2
wgrph · simgrph (tgrph
, tgrph
)
1
2

(3.1)

where
tsyn
, tdescr
, tprop
, tgrph
⊆ OCti
i
i
i
i
wlabel , wdescr , wgrph , wprop ≥ 0
wlabel + wdescr + wgrph + wprop = 1
In the above expression, tsyn
, tdescr
, tprop
, tgrph
denote the set of synonym labels, the
i
i
i
i
textual description, the set of properties (actually their identifier labels), and the
hierarchical graph of ti , respectively.
The function l(A, B) denotes a string similarity between the sets of words A, B. In
our implementation, we use the Levenshtein metric [Levenshtein 66], although other
string similarities can be easily utilized. This function not only compares the main
identifier of the class, but also any other synonym label, maximizing the given string
similarity when at least one of the labels coincides5 .
The function vsm(A, B) is the comparison, based on vector space model (VSM)
algorithm [Raghavan 86], between two documents (or sets of ontological elements,
in our case) A and B. VSM is a way of representing documents through the words
that they contain. Each document is represented as a vector, where components are
term weights assigned to that document. The weights of the terms are computed
using their TF (term frequency) and IDF (inverse document frequency) factors in
each document [Robertson 76].
The function simgrph (tgrph
, tgrph
) compares the hypernym and hyponym hierar1
2
chies, as described in the following equation:
5 For

example: l({“doctor”, “physician”}, {“doctor”}) = 1
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simgrph (tgrph
, tgrph
)=
1
2
wH · vsm(H1 ] H1d , H2 ] H2d )+
wh · vsm(h1 ] hd1 , h2 ] hd2 )

(3.2)

such that,
wh , wH ≥ 0, wh + wH = 1
In the above equation, two comparisons using vector space model are carried out.
The documents are constructed as “bags of words”, consisting of the identifiers and
synonym labels that characterize each hypernym or hyponym in the compared hierarchies. Hi and hi represent the extracted hypernyms and hyponyms, respectively,
of the ontology term ti . Notice that, when inference is applied during the extraction,
they correspond to, at least, all terms reached by transitivity. On the contrary, Hid
and hdi represent the sets of direct hypernyms and hyponyms, respectively. Figure 3.1
illustrates the latter with a simple example.

Ha

c

e

Had

b

d

a

subclass_of

Figure 3.1: Sets of direct (Had ) and inferred (Ha ) hypernyms, deduced from the asserted
subclass hierarchy.

The reason why we join both bags of words is to increase the weight that the
elements of the direct hierarchy have in the VSM comparison. The idea behind
this is that by only using direct terms we lose the information of the rest of the
hierarchy. On the contrary, if we treat equally all ancestors and descendants, we
ignore that the closer ones are more significant. In fact, we have found out empirically
that increasing the weight of direct terms improves the quality of the results in our
similarity computation.
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Semantic Similarity between Properties

Also in our semantic similarity computation between two properties both linguistic
and structural techniques take part. In this case, the utilized structural features are
the respective domains and ranges, as well as the hierarchical graphs. Also in this case
the method is enriched with the inferred facts obtained during the extraction step.
Notice that, as domain and ranges are classes, the similarity described in Section 3.2.2
can be reused here, as we do. Therefore, given t1 , t2 ∈ P :
syn
simprop (t1 , t2 ) = wlabelP · l(tsyn
1 , t2 )+

wdomain · simclass (tdomain
, tdomain
)+
1
2
wrange · simclass (trange
, trange
)+
1
2
wgrphP · simgrph (tgrph
, tgrph
)
1
2

(3.3)

where
tsyn
, tdomain
, trange
, tgrph
⊆ OCti
i
i
i
i
wlabelP , wgrphP , wdomain , wrange ≥ 0
wlabelP + wgrphP + wdomain + wrange = 1
The above expressions tdomain
and trange
represent the set of domain and range
i
i
classes, respectively, of the property ti . If |tdomain
| > 1 we compute simclass by
i
averaging elementary comparisons among the corresponding domain classes of t1 and
t2 (equivalently for trange
). The l function is the same string similarity previously
i
described in Equation 3.1. The hierarchical similarity simgrph is computed as in
Equation 3.2, but considering the hierarchy of properties instead.

3.2.4

Semantic Similarity between Individuals

Finally, we consider the case t1 , t2 ∈ I. Besides the linguistic comparison between
labels, we consider other good indicators of how similar they are, as the similarity
between their associated classes, as well as the values of their associated properties.
Their similarity is computed as follows:
syn
simindiv (t1 , t2 ) = wlabelI · l(tsyn
1 , t2 )+

wclassI · simclass (tclass
, tclass
)+
1
2
wpropsI · vsm(tvalues
, tvalues
)
1
2
such that,
tsyn
, tclass
, tvalues
⊆ OCti
i
i
i
wlabelI , wclassI , wpropsI ≥ 0
wlabelI + wclassI + wpropsI = 1

(3.4)
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In the above expression, l function is the same as in Equation 3.1, tclass
returns
i
refers to the set of properties
the classes from which ti is an instance, and tvalues
i
and corresponding values associated with the individual. In case |tclass
| > 1 we comi
pute simclass by averaging elementary comparisons among the corresponding classes
associated with t1 and t2 .

3.2.5

Example of Similarity Computation

To illustrate our proposed similarity computation, let us see a very simple example.
Let us suppose that we want to evaluate numerically how similar two individuals
are. Both individuals describe the Volga Russian river in two different ontologies
OntA and OntB. Let us suppose that the following asserted facts (expressed as RDF
triples) have been defined in OntA (where River, Country, and NaturalResource are
classes, while goesThrough is a property):

OntA:Volga
OntA:River
OntA:Volga

rdf:type OntA:NaturalResource
OntA:goesThrough OntA:Country
OntA:goesThrough OntA:Russia

The second ontology, OntB, simply establishes that,

OntB:Volga

rdf:type

OntB:River

In these conditions, it is quite probable that the semantic similarity between both
individuals (OntA:Volga, OntB:Volga) gives a low value when merely structural and
linguistic techniques are used, as there is not much overlap between their ontological
contexts6 :
OCOntA:V olga = {V olga, N aturalResource, goesT hrough, Russia}
OCOntB:V olga = {V olga, River}
In fact, if we compute our similarity between individuals (Equation 3.4) without
applying inference, we obtain:

simnoInf erence (OntA:Volga, OntB:Volga) = 0.16
On the contrary, if we apply reasoning on the declared ontologies, we can infer
some facts that were not available before, such as:
6 For

simplicity, we only show here the identifier labels of the terms in the ontological contexts.
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OntA:River

Which, added to the asserted facts, enrich the extracted ontological contexts:
OCOntA:V olga = {V olga, River, N aturalResource, goesT hrough, Russia}
OCOntB:V olga = {V olga, River}
The higher overlap should lead to a higher similarity in this case, as we can check
by computing Equation 3.4 after applying RDFS inference rules:
simRDF Srules (OntA:Volga, OntB:Volga) = 0.42
This noticeable increment makes easier to identify both individuals as equivalent,
which is closer to human opinion.

3.3

Web-Based Semantic Relatedness Measure

Relatedness measures can be used in many applications for the Semantic Web. We
will focus later on their use for context selection and semantic disambiguation on the
Web (Chapter 6). For these tasks, we will require computing relatedness between any
entity with an associated semantics.
In particular, we have defined a semantic relatedness measure that, fulfilling the
desirable properties presented in Chapter 1 (maximum coverage, dynamic selection,
and universality), computes relatedness between ontology terms and between ontology
terms and words, in addition to merely between “plain” words.

3.3.1

Semantic Relatedness Between Words

We start defining a measure relW eb(x, y) to compute semantic relatedness between
words. We consider words as any element of the set of strings S (sequences of letters
of any length over an alphabet) with a special significance.
relW eb : S × S → [0, 1]
It will give us a quantification of how related their underlying meanings are. For
this purpose we do not start from scratch, but we reuse the semantic distance based
on Google page counts defined by Cilibrasi and Vitányi [Cilibrasi 07]. This measure
is based on the following hypothesis (that we reformulate in our own terms):
Hypothesis 3.1. Given R the semantic relation of terms on the Web, for each pair
x, y ∈ S, then
(x, y) ∈ R ⇔ x, y appear on the same web page
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The Google Distance is based on how frequently two terms co-occur on web
pages [Cilibrasi 07], thus being a measure of the “strength” of the underlying semantic relationships that holds between them. Actually, as the authors indicate, the
discussion about the Google Distance is independent of the particular search engine
we use to access the Web. Different search engines use different indexes and retrieval
methods, thus providing different results in page counts. This motivated us to try
other existent web search engines, in order to compare their behaviour (and to choose
the most suitable one eventually). The Cilibrasi and Vitányi’s Normalized Google
Distance, generalized here for its use with any web search engine as a source of frequencies, is defined as follows [Cilibrasi 07] (we call it Normalized Web Distance):
max{log f (x), log f (y)} − log f (x, y)
(3.5)
log M − min{log f (x), log f (y)}
where x and y are search terms, M is the total number of pages indexed by the
particular search engine7 , and f (x) is the number of pages where the term x appears.
The smaller the value of NWD, the greater the semantic relation between words, e.g.
N W D(x, y) =

N W Dgoogle (red, blue) = 0.25
N W Dgoogle (blue, October) = 0.48
Although most of NWD values fall between 0 and 1, it actually ranges from 0
to ∞ (in fact, the authors interpret values greater than 1 with the idea of negative
correlation in probability theory). Nevertheless, we are looking for a bounded value
in the range [0, 1] that increases inversely to distance. So we look for a function f (x)
which transforms the Normalized Web Distance fulfilling:
1. f (x) : [0, ∞) → (0, 1]
2. limx→∞ f (x) = 0
3. f (0) = 1
4. If x1 > x2 then f (x1 ) < f (x2 )
We have chosen the function f (x) = e−2x , which fulfils these properties. Therefore,
we define our proposed web-based semantic relatedness measure between two words x
and y as:
relW eb(x, y) = e−2N W D(x,y)

(3.6)

We have considered the following web search engines in our experiments: Google,
Yahoo!, Live Search, Altavista, Exalead, Ask, and Clusty8 . Exalead-based measures
7 Actually, M is not currently provided by most search engines. Instead of it, we have used M 0 , an
empirically inferred upper bound for the number of indexed pages M 0 ≥ M . This is still consistent
with the definition and properties of the Google Distance [Cilibrasi 07].
8 http://www.google.com, http://www.yahoo.com, http://www.msn.com,
http://www.altavista.com, http://www.exalead.com, http://www.ask.com, and
http://www.clusty.com, respectively.
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show the best correlation with human judgement (as we will see later in Section 3.4),
closely followed by Yahoo! and Altavista.
Up until this point we have merely adopted the Cilibrasi and Vitányi’s Google
Distance to define a relatedness measure between words. In the following, however,
we use it to compute relatedness among ontology terms, which is more interesting for
our purposes.

3.3.2

Semantic Relatedness Between Ontology Terms

Initially, Equation 3.6 in Section 3.3.1 can be applied to any pair of words indexed
by a search engine. Nevertheless, it cannot be directly applied to compute semantic
relatedness between other type of entities, such as ontology terms.
In order to make it feasible, our idea is to compare the ontological elements of two
given ontology terms. That is,
rel : P (OE) × P (OE) → [0, 1]
A pairwise comparison among all terms from the respective semantic descriptions
would be very costly. Nevertheless, we argue that dealing with the whole ontological
contexts is not necessary for relatedness computation purposes. In fact, a minimal
context should be enough to locate the term in the ontology and to distinguish its
meaning from others with equal identifier labels. It is better understood with a simple
example: In WordNet ontology, the class “Java” (in the sense of “an Indonesian
island”), is well characterized, as well as distinguished from other senses of “Java”,
by considering its direct hypernym “Island” merely. Another example: In an ontology
about trips, the property “star” could be well distinguished from other meanings of
“star” by specifying the domain it belongs to: “Hotel”. Based on this intuition, we
define the minimal ontological context of an ontology term as follows.
Definition 3.6. Minimal Ontological Context. Given an ontology term t ∈
C ∪ P ∪ I, we define its minimal ontological context, and denote OCtm , as a particular
set of ontological elements OCtm ∈ P (OE) that depends on the type of term:
∀t ∈ C, OCtm = Htd
∀t ∈ P, OCtm = tdomain
∀t ∈ I, OCtm = tclass

where Htd , tdomain , tclass are the sets of direct hypernyms, domain classes, and associated classes of the ontology term, respectively.
Let us suppose that a, b ∈ C ∪ P ∪ I are the two ontological terms we want to
compare. We consider that, in the search space of the Web, each sense represented
by a and b can be characterized by taking into account two levels of their semantic
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description: Level 0) the term label and its synonyms, and Level 1) its minimal ontological context. For example, the concept “book” in its sense “to reserve something”
can be characterized by its synonyms at Level 0 : {“reserve”, “hold”, “book”}, and
by the synonyms of its direct hypernyms : {“request”, “bespeak”, “call for”, “quest”}
at Level 1. Now we have to specify the way we combine this information to compute
the relatedness between terms.
We have devised two possible ways of constructing the characterization of the
semantics of each term: 1) by combining the semantic information with logical operators, and 2) by averaging elementary comparisons of semantic information.
Before continuing, let us call SYNa = {syna1 , syna2 , ...}, SYNb = {synb1 , synb2 , ...}
the set of synonym labels of a and b respectively, and OCam = {ta1 , ta2 , ...} and
OCbm = {tb1 , tb2 , ...} the ontology terms belonging to their minimal ontological context. Notice that |SYNx | ≥ 1 and |OCxm | ≥ 0.
Strategy 1: Combining logical operators
Our first approach was to describe each compared ontological term by means of combining its synonyms and the elements of its minimal ontological context with logical
operators (ANDs, ORs). A search term is then constructed, to be used as input in
a search engine to compute Equation 3.5 (Section 3.3.1). We calculate the semantic
relatedness between senses computing each level separately and then combining them
with certain weights:
rel(a, b) = w0 · relW eb(alev0 , blev0 ) + w1 · relW eb(alev1 , blev1 )
where tlev0 ∈ S is constructed as a disjunction of synonyms:
tlev0 = synt1 OR synt2 OR ... OR syntn
The string tlev1 ∈ S is based on the minimal ontological context, being the conjunction of the disjunction of synonyms of each element of OCtm :
tlev1 =(syn11 OR syn12 OR ...) AN D
(syn21 OR syn22 OR ...) AN D
...(synn1 OR synn2 OR ...)
where synij is the j − th synonym of the i − th element of OCtm .
Nevertheless, this approach, although theoretically valid, is hampered by the fact
that most popular search engines do not always follow Boolean logic, not giving the
expected results in number of hits. For example, they fail the distributive property:
The query “driver AND (car OR train)” gives 128,000,000 hits in Google at the time
of writing this9 , while the query “(driver AND car) OR (driver AND train)” returns
9 On

July 2009.
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31,700,000 only10 . Fortunately the intersection operator (the most commonly used in
queries on the Web, and the one required to compute Equation 3.5) seems to work
properly in the search engines we used. Owing to this limitation (practical, not theoretical), we reconsidered the heuristics used to compute semantic relatedness between
ontology terms, proposing the alternate scheme that we detail in the following.
Strategy 2: Averaging relatedness among words
The idea behind this method is to compute elementary comparisons, by using Equation 3.5 (Section 3.3.1), between the elements that belong to the semantic descriptions
of the compared terms. In this method comparisons are performed as follows:
P
i,j relW eb(synai , synbj )
(3.7)
rel0 (a, b) =
|SYNa | · |SYNb |
such that,
i = 1..|SYNa |, j = 1..|SYNb |
Previous Equation 3.7 provides a measure of how related both terms are at Level 0,
by averaging the different degree in which different synonyms of the compared terms
appear together on the Web. A sum is performed (instead of a maximum, for example)
to let all synonyms take part in comparisons.
P
i,j rel0 (tai , tbj )
rel1 (a, b) =
(3.8)
|OCam | · |OCbm |
where
i = 1..|OCam |, j = 1..|OCbm |
Equation 3.8 averages the relatedness at Level 0 among ontological context terms,
to measure how related a and b are at Level 1. Notice that it cannot be computed
if one of the terms lacks semantic description (thus not having ontological context:
|OCxm | = 0). If that is the case, we still can proceed as we will see in Section 3.3.3.
Therefore, Equations 3.7 and 3.8 provide the degree of semantic relatedness between the two corresponding levels that characterize terms a and b11 . We weight
these values to provide a final relatedness between two ontological terms as follows:
rel(a, b) = w0 · rel0 (a, b) + w1 · rel1 (a, b)

(3.9)

10 The same example behaves similarly in Yahoo!, Ask, and other search engines; Exalead or Live
Search, however, show a better behaviour, giving numbers that range on the same order of magnitude
for both queries.
11 Notice that Equation 3.7 is computable in polynomial time on |SYN |, |SYN | and Equation 3.8 is
a
b
computable in polynomial time on |OC(a)|, |OC(b)|, |Syn(tai )|, |Syn(tbj )|. Therefore by controlling
the values |Syn| and |OC| we handle the performance of the computation.
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where
w0 ≥ 0, w1 ≥ 0, w0 + w1 = 1
Of course, there are other possible strategies to define rel(a, b). For example, one
could consider an arbitrary number of higher levels in the semantic characterization of
a term. However, we have restricted its number following this intuition: The higher
a word is in the hierarchy that characterize an ontology term, the lesser information content it has12 [Resnik 95b], so it is less significant to characterize the ontology
term. For example, “Java” (in the sense of “an Indonesian island”) is closer characterized by the word “island” (direct hypernym) than by “physical object” or “thing”
(higher in the hierarchy, thus with less information content). We consider that more
than two levels of semantic description could introduce many low significant words in
comparisons, also increasing the computation time, as we have found out empirically.
Unless otherwise is stated, we will suppose that strategy 2 is the method utilized
to compute relatedness between ontology terms along the rest of this thesis.

3.3.3

Semantic Relatedness Between Ontology Terms
and Words

Finally, there are possible scenarios where a mixed relatedness measure, between the
ontological context of an ontology term t ∈ C ∪ P ∪ I and a plain word w ∈ S, is
required:
rel : P (OE) × S → [0, 1]
In that case, we compute Levels 0 and 1 this way, denoting ti each element of
OCtm , and syni each of its synonym labels:
P
relW eb(syni , w)
rel0 (t, w) = i
(3.10)
|SYNt |
P
rel0 (ti , w)
(3.11)
rel1 (t, w) = i
|OCtm |
where i = 1..|SYNt | and i = 1..|OCtm | respectively in Equations 3.10 and 3.11. Finally,
their results are combined this way:
rel(t, w) = w0 · rel0 (t, w) + w1 · rel1 (t, w)

(3.12)

where
w0 , w1 ≥ 0, w0 + w1 = 1
These previous equations provide a numerical value that indicates the relatedness
degree between a sense, described as a term in an ontology, and a word. It can be
12 According to information theory, information content of a concept is defined as the negative the
log likelihood, −log p(c), where p(c) is the probability of encountering such concept c.
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useful for different purposes, such as the disambiguation algorithm that we describe
later in Chapter 6.

3.3.4

Example of Relatedness Computation

Figure 3.2 illustrates, with a very simple example, the result of computing Equation 3.9 (Section 3.3.2) between two ontology terms representing astronomy and star
respectively, by combining elementary word relatedness calculations.

Level 1:

physics

0.254

celestial body

0.243

astronomy

0.308

star

Level 0:
0.179

uranology

0.249
Figure 3.2: Example of relatedness computation between ontology terms.

We denote a and b the compared terms, while ta and tb are the elements of their
respective minimal ontological contexts. In the example, the following groupings are
taken into account:

SYNa = {“astronomy”, “uranology”}
SYNb = {“star”}
SYNta = {“physics”}
SYNtb = {“celestial body”}

We have used Yahoo! as source of frequency counts in this example. Elementary
computations for Level 0 give:
relW eb(“astronomy”, “star”) = 0.308
relW eb(“uranology”, “star”) = 0.179

60

Chapter 3. Semantic Measures

which combined with Equation 3.7 lead to:
rel0 (a, b) = 0.243
while for Level 1 we have:
rel1 (a, b) = 0.254
and, finally, Equation 3.9 (with w0 = w1 = 0.5) gives the following semantic relatedness value:
rel(a, b) = 0.249
This previous example illustrates how a relatedness between different ontology
terms can be computed, by combining elementary computations of the relatedness
between the words of their respective ontological contexts.

3.4

Experimental Evaluation

The particular semantic measures that we have defined in this chapter have been
extensively applied in our research on ontology matching, sense clustering, and sense
disambiguation, as we will describe in the rest of this thesis (Chapters 4, 5, and 6,
respectively). The different experiments that we will review in these chapters can
be considered as a task-based evaluation of our semantic measures. Therefore, we
do not provide here an extensive stand-alone evaluation, with the exception of the
web-based relatedness measures between words. In fact, this measure has been defined on top of another existent one, which is the Cilibrasi and Vitányi’s Google
distance [Cilibrasi 07]. Our first interest, before continuing using it in our study, was
to check whether this measure was suitable to be used as basis to compute semantic
relatedness or not. In this section we show the result of an experiment that compares the web-based relatedness computation between words with respect to human
opinion, showing a very good behaviour, and outperforming other existent semantic
measures.

3.4.1

Correlation with Relatedness Human Judgement

Shortage in gold standards to evaluate semantic relatedness measures is a well known
problem [Budanitsky 06]. The small amount of available data is still inadequate, being
mainly oriented to evaluate similarity but not relatedness. Obtaining large-enough set
of pairs and their correspondent human judgments, with a solid methodology, is still a
pending task for relatedness evaluation. Meanwhile, the most utilised benchmarks are:
Miller and Charles’s data set [Miller 91] and WordSim35313 . The first one is a set of
30 pairs of nouns and their similarity degree according to human opinion. The second
is a larger set of 353 word pairs, where subjects were asked for a relationship degree
13 http://www.cs.technion.ac.il/∼gabr/resources/data/wordsim353/wordsim353.html
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slightly broader than similarity. However, this is still not a relatedness evaluation,
and its methodology has been largely discussed [Jarmasz 03].
As these benchmarks are not good enough to evaluate relatedness, instead of only
similarity, we were motivated to create a new test data set, focused on relatedness
evaluation, as we describe in the following paragraphs.
The experiment we have carried out is similar to the Miller and Charles’s one. We
selected 30 pairs of English nouns, most of them denoting some kind of semantic relationship. E.g.: (person, soul) ∈ Rsyn , (hour, minute) ∈ Rmer , (penguin, Antarctica) ∈
Rassoc , etc. There are, however, other weakly related pairs, as (transf usion, guitar).
A group of 30 university graduated people (from seven different nationalities, and
high skilled in English) were asked to assess the semantic relatedness between those
pairs, in a scale from 0.0 to 4.0 (from no relatedness at all, to identical or strongly
related words). In our survey we asked for “how much related the words are”, taking
into account any possible relationship that could connect their meanings, therefore
not considering only similarity but the more general concept of relatedness. Table 3.2
shows the selected pairs of words, as well as the average ratings for semantic relatedness according to human judgement. Word pairs are shown in the table in the same
order as they were shown to human evaluators.
W ord1

W ord2

Score

W ord1

W ord2

Score

car

driver

3.14

person

soul

2.84

transfusion

guitar

0.05

theorem

wife

0.34

professional

actor

2.12

mathematics

theorem

3.30

person

person

4.00

atom

bomb

2.63

city

river

1.85

pencil

paper

2.90

theft

house

1.99

power

healing

1.25

cloud

computer

0.32

hour

minute

3.38

river

lake

3.19

blood

transfusion

3.28

blood

keyboard

0.12

xenon

soul

0.07

dog

friend

2.51

nanometer

feeling

0.11

ten

twelve

3.01

penguin

Antarctica

2.96

citizen

city

3.24

yes

no

3.00

sea

salt

2.87

computer

calculator

2.81

keyboard

computer

3.25

car

wheel

3.02

letter

message

3.16

pen

lamp

0.65

Table 3.2: Group of selected noun pairs and average relatedness according to humans.
Score ranges from 0 to 4.

We computed Equation 3.6 to obtain semantic relatedness values for several search
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engines. Results are summarized in Table 3.3, where comparisons with other WordNetbased measures [Pedersen 05] are provided. WordNet-based measures were computed
by using WordNet::Similarity software14 . We show in Table 3.3 the WordNet-based
measures that obtained the best results. We consider that a linear correlation coefficient is not appropriate in this evaluation, because some measures produce noticeable
non-linear results (such as adapted Lesk measure), thus hampering comparisons. For
this reason we use the Spearman correlation coefficient, which compares corrected
ranks of assessments rather than absolute values.
Web-based Measure

Value

WordNet-based Measure

Exalead

0.78

Vector

Value
0.62

Yahoo!

0.74

Resnik

0.56

Altavista

0.74

Adapted Lesk

0.56

Ask

0.72

Wu & Palmer

0.47

Google

0.71

Hirst & St-Onge

0.46

Live Search

0.44

Lin

0.46

Clusty

0.41

Leacock & Chodorow

0.41

Table 3.3: Spearman correlation coefficients with human judgment. It ranges from -1 (total
disagreement) to +1 (total agreement)

These results show a high correlation between web-based measures and human
judgement, thus confirming the validity of using the Cilibrasi and Vitányi’s distance
as basis to compute relatedness among words. Most of search engines analysed provide
higher correlation than the compared WordNet-based traditional methods, with the
remarkable exception of Live Search and Clusty.
In conclusion, the Cilibrasi and Vitányi’s metric shows a very good behaviour in
our experiments, which confirms its use as basis for relatedness computation. Furthermore, the use of the Web as a source of knowledge overcomes the coverage limitation
that WordNet-based methods exhibit, as they can only explore words that are present
in the thesaurus.
Unless otherwise is stated, we will use Yahoo! as source of web frequencies for
relatedness computation in the rest of this thesis. The reason is its balance between
good correlation with human judgment (see Table 3.3) and fast time response (for
example, four times faster than Exalead in our tests). Other choices could be suitable
also, such as Google, the only one faster than Yahoo! in our experiments, but however
with a correlation with humans slightly worse than Yahoo!.

14 See http://talisker.d.umn.edu/cgi-bin/similarity/similarity.cgi, where additional information
about the used measures is available.
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Summary of the Chapter

In this chapter we have described what we mean by semantic measures formally,
distinguishing two main types: semantic relatedness and semantic similarity measures.
In fact, we have identified a set of semantic relationships that can hold between two
terms. Some of them are considered to compute semantic similarity, while semantic
relatedness takes all of them into account.
Then, we have described our proposal for a context and inference-based semantic
similarity measure. This compares the ontological contexts of two ontology terms,
enriched by applying lightweight inference, and estimates the degree in which both
terms are semantically similar. We have distinguished three cases: similarity between
concepts, between properties, and between individuals.
We have also proposed a semantic relatedness measure based on the frequency
counts provided by a web search engine. Our method can compute relatedness between ontology terms and between ontology terms and words, in addition to between
“plain” words.
Both our semantic similarity and relatedness measures follow our requirements of
maximum coverage, dynamic selection, and universality. We have provided examples
of both types of measures, leaving their evaluation for the rest of the thesis, with the
exception of the web-based relatedness between words, which has been tested and
compared with human judgement in this chapter, showing good results.
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Chapter 4

Ontology Matching
We have described, so far, our proposed semantic similarity and relatedness measures.
In the rest of this dissertation we explain how they are applied to the different tasks
that we identified in Chapter 1, starting in this chapter with ontology matching.
Ontology matching is the task of determining relations that hold among terms of two
different ontologies [Euzenat 07], being a key issue in the Semantic Web and other
related fields.
In this chapter, we start with an introduction and basic definitions about the ontology matching problem. Then we describe our ontology alignment tool for equivalence
relation discovering, called CIDER. It has been designed on top of the semantic similarity measure described in Chapter 3. As a matter of fact, the use of such a measure
for ontology matching purposes gives us the basic mechanism for the sense clustering
algorithm that we present later in Chapter 5. Nevertheless, CIDER constitutes an
ontology aligner itself, and may work separately from our clustering process.
We also study in this chapter the use of CIDER in combination with Scarlet system [Sabou 08a], a complementary technology conceived to discover non-equivalence
relationships among ontologies that uses the Semantic Web as background knowledge.
The joint system receives the name of Spider [Sabou 08b].
Our study on ontology matching, although initially subsidiary to the necessity of
solving redundancy problems on the Semantic Web, has been broadened by tackling
some other relevant issues. For example, we introduce in this chapter a proposal to
improve Scarlet [Sabou 08a] (and any other background knowledge-based ontology
matcher), by solving ambiguity problems during its anchoring step; and we finish
this chapter by briefly focusing on how to assess the quality of the obtained ontology
mappings automatically, by using our semantic relatedness measure.

4.1

Basic Notions

In this section we review some theoretical aspects of ontology matching, comprising
some basic definitions and examples. We already introduced in Chapter 2 some ba65
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sic vocabulary about this topic: matching, or the process of finding correspondences
between terms from different ontologies; correspondence, or a relationship that holds
between the matched terms; alignment or the set of correspondences between two or
more ontologies (although we also call alignment the matching process between two
whole ontologies). Finally, mapping is used in this thesis as a synonym of correspondence.
Formally, correspondence and matching process can be defined as follows [Shvaiko 05,
Euzenat 07, Ehrig 06]:
Definition 4.1. Correspondence. Given two ontologies O and O0 , a correspondence (or mapping) between two entities e and e0 (matchable ontological terms of O
and O0 , respectively), is a 4-tuple:
he, e0 , r, li
where e and e0 are the matched entities, r is the type of relation that holds between
e and e0 (equivalence, subsumption, disjointness, etc.), and l is a confidence level
(typically in [0,1]).
Definition 4.2. Matching process. The matching process is a function f which,
from a pair of ontologies to match O and O0 , an input alignment A, a set of parameters
p and a set of resources r, returns an alignment A0 between these ontologies:
A0 = f (O, O0 , A, p, r)
The previous definition is schematically represented in Figure 4.1.

O

parameters

A

matching

O’

resources

A’

Figure 4.1: Scheme of a matching process between two ontologies.

The preliminary alignment A is not always needed. Parameters refer to particular
weights and thresholds needed to operate, and resources are any kind of external
knowledge sources or external systems (thesauri, background ontologies, ...) required
by the matching process.
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The output alignment can be expressed in many formats. By way of an example,
we show here a fragment of an alignment between two ontologies. The fragment shows
the correspondence between two properties and is expressed in RDF, following the
alignment format [Euzenat 04a] (which is the most extendedly used in the research
community currently):
<Alignment>
<xml>yes</xml>
<level>0</level>
<type>**</type>
<method>es.unizar.sid.cider</method>
<onto1>./benchmarks/101/onto.rdf</onto1>
<onto2>./benchmarks/301/onto.rdf</onto2>
....
<map>
<Cell>
<entity1 rdf:resource=’http://oaei.ontologymatching.org/2008/
benchmarks/101/onto.rdf#note’/>
<entity2 rdf:resource=’http://oaei.ontologymatching.org/2008/
benchmarks/301/onto.rdf#hasNote’/>
<relation>=</relation>
<measure rdf:datatype=’http://www.w3.org/2001/XMLSchema#float’>0.172</measure>
</Cell>
</map>
....

The syntax of the example is XML-based. Without entering into the details,
the tag <method> indicates the utilized matching algorithm, while the tags <onto1>
and <onto2> indicate the source and target ontologies respectively. Moreover, the
tag <map> wraps each obtained correspondence, which is organized in cells, each
containing the URIs of the mapped ontology terms (tags <entity1> and <entity2>).
The cells add also some other relevant information, such as the type of relation (an
equivalence in the example) and its numerical value (0.172 in the example).

4.2

Ontology Matching with CIDER

Our ontology matching tool, designed to discover equivalence relationships, is called
CIDER (Context and Inference baseD ontology alignER). It has been designed on top
of the semantic similarity measure described in Chapter 3. Although this technique
is important for the clustering algorithm that we describe later in Chapter 5, CIDER
constitutes an ontology aligner itself (a system that performs ontology matching between two given ontologies, producing a set of correspondences as output) that can
work separately.
We start this section by discussing the use of reasoning techniques as part of the
ontology matching, and we finish it with the details of our proposed technique.
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4.2.1

Inference in Ontology Matching

Many approaches can be adopted to tackle the ontology matching problem. As we
have seen in Chapter 4, the classification given in [Euzenat 07] distinguishes, according
to the kind of input, among terminological, structural, extensional, and semantic
techniques. The majority of systems in the literature (including ours) combine various
of them. However, as it is stated in [Araújo 07], one of the key advantages of ontologies
lies on their well-defined semantics, that methods only based on lexical, structural
or extensional techniques do not fully exploit. Unfortunately, semantic techniques
that truly exploit the descriptive richness of ontologies are not very used in ontology
matching tasks yet. Commonly, semantic matching include model-based methods that
apply propositional or description logics techniques in order to test the satisfiability of
a known alignment [Euzenat 07]. These are deductive methods that, in an essentially
inductive task as ontology matching, need a preliminary alignment (provided by other
techniques) to be semantically enriched later.
We advocate the use of such sort of methods. However, not only in the mentioned
a posteriori deductive way, but using reasoning techniques during the preliminary
steps of ontology matching. In fact, only asserted facts are typically considered as
input in ontology matching tasks. However, there is implicit semantics that can be
quite useful for ontology matching purposes, and which can easily emerge when the
inferred facts are taken into account, by using a reasoner. In our case, by using
inference during the extraction function that we have described in Section 3.2.1, we
are able to take into account these new facts, that are evaluated by applying the rest
of linguistic and structural techniques utilized in our semantic similarity computation
(Section 3.2).

4.2.2

CIDER Architecture

Our system admits any two ontologies and a threshold value as input. Then, comparisons among all pairs of ontology terms are established, producing as output an
RDF document with the obtained alignments.
According to the high level classification given in [Euzenat 07], our method is a
schema-based system (opposite to others which are instance-based, or mixed), because
it relies mostly on schema-level input information for performing ontology matching.
Figure 4.2 shows a scheme of the approach. The inputs are two ontologies O1 and
O2 expressed in OWL or RDF, which are processed as follows:
1. Firstly, our method extracts the ontological context of the compared terms,
using the extraction function described in Section 3.2.1, enriched by applying a
lightweight inference mechanism to add more semantic information that is not
explicit in the asserted ontologies.
2. The second step is the computation of semantic similarities between each pair
of terms. This is carried out differently depending on the type of ontology term
(concept, property, or individual), as described in Section 3.2, by combining dif-
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O1
Lexical

Ontological Context
Extraction

Similarity
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Taxonomical

M

A

Relational

O2

Figure 4.2: Scheme of the CIDER process.

ferent elementary ontology matching techniques (lexical distances, vector space
modelling, etc.).
3. Next, a matrix M with all similarities is obtained. The final alignment A is
then extracted, finding the highest rated one-to-one relationships among terms,
and filtering out the ones that are below the given threshold.
By lightweight inference we mean that the number of applied inference rules will
not be high, because high inference levels are very time consuming, thus hampering
the scalability of our technique. In our tests, we have found in transitive inference
level the best balance between quality of results and time response, therefore adopting
it as default mode. Also CIDER behaves reasonably well with an inference level of
RDFS rules. However, in scenarios where time response is not an issue, or ontologies
are small, higher inference levels can be applied.
In terms of implementation, CIDER prototype has been developed in Java, extending the Alignment API [Euzenat 04a]. The inputs are ontologies expressed in
OWL or RDF, and the output is served as a file expressed in the alignment format [Euzenat 04a], although it can be easily translated to other formats as well.

4.3

Ontology Matching with Spider

In this section we present Spider, a system that provides alignments containing not
only equivalence mappings, but also a variety of different mapping types (namely,
subsumption, disjointness, and named relations). Spider combines two concrete subsystems. First, the CIDER algorithm (already presented in the previous section)
is used to derive equivalence mappings. Second, this alignment is extended with
non-equivalence mappings derived by Scarlet system [Sabou 08a], a semantic relation
discovery tool.
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In this section we give a brief insight into Scarlet, in order to better understand
how it works. Then, we briefly present the technique of Spider, our joint system.

4.3.1

Ontology Matching by Harvesting the Semantic Web

We start reviewing Scarlet, a system for ontology matching developed by Sabou et
al. [Sabou 08a] at KMi laboratories1 , based on exploiting the Semantic Web as background knowledge. Scarlet is based on a new paradigm of ontology matching that
builds on the Semantic Web: it derives semantic mappings by exploring multiple
and heterogeneous online ontologies that are dynamically selected (using Swoogle2 or
Watson3 as semantic search engine), combined, and exploited. For example, when
matching two concepts labelled “Researcher” and “AcademicStaff”, Scarlet 1) identifies, at run-time, online ontologies that can provide information about how these two
concepts relate, and then 2) combines this information to infer the mapping. The
mapping can be either provided by a single ontology (e.g., stating that Researcher
v AcademicStaff ), or by reasoning over information spread among several ontologies
(e.g., that Researcher v ResearchStaff in one ontology and that ResearchStaff v AcademicStaff in another). The novelty of the paradigm is that the knowledge sources
are not manually provided prior to the matching stage but dynamically selected from
online available ontologies during the matching process itself.
Figure 4.3 illustrates the basic idea of Scarlet. A and B are the concepts to relate,
and the first step is to find a set of online ontologies {Oi } containing concepts A0i and
Bi0 equivalent to A and B. This process is called anchoring and A0i and Bi0 are called
the anchor terms. Based on the relations that link the anchor terms in the retrieved
ontologies, a mapping is then derived between A and B.
Besides subsumption relations, Scarlet (and therefore Spider) is also able to identify disjoint and named relations. All relations are obtained by use of derivation
rules which explore not only direct relations but also relations deduced by applying
subsumption reasoning within a given ontology. For example, when matching two
concepts labelled “drinking water” and “tap water”, appropriate anchor terms are
discovered in the TAP ontology4 and the following subsumption chain in the external
ontology is used to deduce a subsumption relation: DrinkingWater v FlatDrinkingWater v TapWater.
A baseline implementation of this technique has been evaluated [Sabou 08a] using two very large, real life thesauri that made up one of the test data sets in the
2006 Ontology Alignment Evaluation Initiative, AGROVOC and NALT5 . A sample
of 1000 mappings obtained thanks to this implementation has been manually validated, resulting in a promising 70% precision. However, a deeper analysis of the
wrong mappings has shown that more than half of them (53%) were caused by an
1 http://kmi.open.ac.uk/
2 http://swoogle.umbc.edu/
3 http://watson.kmi.open.ac.uk/
4 http://139.91.183.30:9090/RDF/VRP/Examples/tap.rdf
5 These are ontologies belonging to agriculture domain. See
http://www.few.vu.nl/∼wrvhage/oaei2006/
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Figure 4.3: Scheme of an ontology mapping inferred by harvesting the Semantic Web.

incorrect anchoring: because of ambiguities, elements of the source ontology have
been anchored to online ontologies using the considered terms with different senses.
The employed naive anchoring mechanism is thus clearly insufficient, as it fails to
distinguish words having several different senses and so, to handle ambiguity. Our
hypothesis is that integrating techniques from word sense disambiguation to complement the anchoring mechanism would lead to an important increase in precision (we
explore this idea later in Section 4.4).

4.3.2

Spider Algorithm

The technique in which Spider is based is quite simple. It receives two input ontologies,
and then:
1. Firstly, CIDER system is run on the given ontologies and an initial alignment,
consisting of equivalence relationships, is provided (see Section 4.2).
2. Secondly, Scarlet system is run with the same input ontologies and a second
alignment, composed of non-equivalence relationships, is provided (see Section 4.3.1).
3. Finally, both given alignments are sequentially merged and proposed as final
output.
Optionally, an analysis of the output can be performed with the assistance of a
reasoner, in order to filter out the correspondences that result redundant between
the alignment given by CIDER and the alignment given by Scarlet, because many
non-equivalence relationships can be logically inferred from the set of equivalent ones.
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4.4

Improving Background Knowledge-based Ontology Matching

Although we dedicate a full chapter to semantic disambiguation later in this thesis,
we must anticipate here some of our disambiguation techniques, the ones intended to
improve ontology matching.
In fact, we have devised an improved way to perform background knowledgebased ontology matching, using techniques that take into account the semantics of
the compared terms to validate the anchoring process.
For a better insight, let us see an example. Scarlet, the matcher described in
Section 4.3.1, retrieved the following correspondence between two terms from the
AGROVOC and NALT ontologies: game w sports. “Game” is a “wild animal” in
AGROVOC while “sports” appears in NALT as a “leisure, recreation and tourism”
activity. The reason why this invalid mapping was derived is because “game” has been
anchored to a background ontology6 in which it is defined as subclass of “Recreation
or Exercise”, and as superclass of “sport”. This problem can be solved with an
appropriate technique which deals with the ambiguity of the terms, being able to
determine that “game” in the AGROVOC ontology (“an animal”) and “game” in
the background ontology (“a contest”) are different concepts, thus avoiding their
anchoring. Thus, our approach to handle semantic ambiguity is twofold:
1. First, we have considered the semantic similarity discussed in Chapter 3. This
provides a synonymy degree between two terms from different ontologies by
exploring both their lexical and structural context. A configurable threshold
allows us to determine whether two ontological terms are considered or not the
same.
2. Second, we have explored the use of a WordNet-based technique to perform a
similar task. We reused parts of PowerMap [López 06b], a hybrid knowledgebased matching algorithm, comprising terminological and structural techniques,
which is used in the context of multiontology question answering.
In the following, we discuss the different strategies we have devised to apply these
two techniques, and their combination, in order to improve background-based ontology matching.

4.4.1

Improving Anchoring by Exploring Ontological Context

Let us call, for the rest of this section, a and b a particular pair of terms belonging
respectively to the ontologies Oa and Ob to be aligned. We denote a0 and b0 their
respective anchor terms in background ontologies, and Oa0 and Ob0 the respective
background ontologies in which they appear (sometimes Oa0 = Ob0 ). Finally we denote
as ha, b, r, li a mapping between terms a and b, r representing the relation between
them and l the level of confidence of the mapping (see Section 4.1).
6 http://lists.w3.org/Archives/Public/www-rdf-logic/2003Apr/att-0009/SUMO.daml
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Here is our first approach to take into account the semantics of the involved anchored terms in the matching process:
Scheme 1: Filtering candidate mappings by exploring ontological context.
In this first approach, the validity of the anchoring is evaluated, a posteriori, on the
mappings derived by Scarlet system. The similarity between the ontological terms
and their respective anchor terms is measured by analysing their ontological contexts:
simont (a, a0 ) and simont (b, b0 ), where simont (x, y) is computed as in Section 3.2.
To qualify the mapping as a valid one, validity on each side of the mapping is required, hence both confidence degrees obtained must be above the required threshold.
We compute the confidence level for the mapping ha, b, r, li as:
l = min(simont (a, a0 ), simont (b, b0 ))

(4.1)

If l > threshold then the mapping is accepted, otherwise is rejected.
The expected effect of this approach is an improvement in the precision, as many
results erroneously mapped due to bad anchoring can be detected and filtered. Recalling the example discussed at the beginning of this section: for the mapping
hgame, sports, w, li between AGROVOC and NALT ontologies, a value of l = 0.269
is computed. Then, if we have set up a threshold with a higher value, this erroneous
mapping due to bad anchoring will be filtered out.
On the other hand, this approach is unable to improve the overall recall of the
results (as it is unable to add new valid mappings). Furthermore, we cannot discard
a potential negative effect on recall, as some good mappings could also be filtered
out if the computed similarities are not high enough (for example because of a poor
description of the terms in the ontologies).

4.4.2

Improving Anchoring by Exploring WordNet

As a complementary strategy, we have explored the use of a WordNet-based algorithm
implemented as part of PowerMap [López 06b]. This makes possible to establish
comparisons with the technique proposed in Section 4.4.1 (that uses our similarity
measure) and, eventually, to identify a combined use of both.
PowerMap is the solution adopted by PowerAqua, a multiontology-based Question
Answering platform [López 06a], to map user terminology into ontology-compliant terminology distributed across ontologies. The PowerMap algorithm first uses syntactic
techniques to identify possible ontology matches, likely to provide the information requested by the user’s query. WordNet-based methods are then used to elicit the sense
of candidate concepts by looking at the ontology hierarchy, and to check the semantic
validity of those syntactic mappings, which originate from distinct ontologies, with
respect the user’s query terms.
The PowerMap WordNet-based algorithm is adapted and used here to determine
the validity of the mappings provided by Scarlet system. In this approach we do
not perform similarity computation between terms and anchored terms, as we did
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in Scheme 1. Instead, similarity is computed directly between the matched ontology
terms a and b.
In this context, we say that two words are semantically similar if they have a
WordNet synset(s) in common (synonymy), or there exists an allowable IS-A path
(in the hypernym/hyponym WordNet taxonomy) connecting a synset associated with
each word. The rationale of this point is based on the two criteria of similarity
between concepts established by Resnik in [Resnik 95a], where semantic similarity is
determined as a function of the path distance between the terms, and the extent to
which they share information in common. Formally, in the IS-A hierarchy of WordNet,
similarity is given by the Wu and Palmer’s formula described in [Wu 94]. More details
of this technique can be found in [López 06b].
In the following we explain how we apply this WordNet-based method to determine the validity of mappings.
Scheme 2: Filtering candidate mappings by exploring WordNet. We compute the WordNet-based confidence level l = simW N (a, b) for the matching ha, b, r, li
as follows. Given the two ontological terms a and b, let Sb,a be the set of those synsets
of b for which there exists a semantically similar synset of a (according to Wu and
Palmer’s formula). If Sb,a is empty, the mapping b is discarded because the intended
meaning of a is not the same as that of the concept b. Finally, the true senses of b
are determined by its place in the hierarchy of the ontology. That is, SbH consists
only of those synsets of b that are similar to at least one synset of its ancestors in the
ontology. We then obtain the valid senses as the intersection of the senses in SH
b , with
the senses obtained in our previous step, Sb,a . Note that by intersection we mean the
synsets that are semantically similar, even if they are not exactly the same synset. In
case the intersection is empty it means that the sense of the concept in the hierarchy
is different from the sense that we thought it might have in the previous step, and
therefore that mapping pair should be discarded. The same process is repeated for
the term a and its mapped term b.
The obtained confidence level l is in {0, 1}. This is a binary filtering, which only
estimates whether there is semantic similarity between the mapped terms or not. The
ontology mapping pair will be selected (l = 1) only if there is similarity between at
least one pair of synsets from the set of valid synsets for a-b and the set of valid
synsets for b-a. Otherwise, the mapping is rejected (l = 0)
Note that this method is not appropriate to evaluate disjoint mappings, producing
unpredictable results. Also it is affected if the terms has no representation in WordNet. Therefore if r = ⊥ or one of the terms to be mapped is not found in WordNet
(i.e “zebrafish”), we left the value l as undetermined. Otherwise we compute the
WordNet-based confidence level for the mapping hA, B, r, li as:
l = simW N (a, b)

(4.2)

Different strategies can be applied in case l = undetermined. By default we will
not apply the filtering in these cases, thus assigning l = 1.
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4.4.3

75

Combined Approach to Improve Anchoring

Finally, we propose a last strategy to improve anchoring: the combined use of the
two filtering schemes presented in previous sections. We argue that, owing to the
different nature of these approaches, some of the false positives not filtered by one
method could be detected by the other as inappropriate mappings, and vice versa. As
an example, let us remind that the WordNet-based method cannot evaluate disjoint
mappings, thus this type of relations could be inspected by the other method. On
the contrary if the internal structure of background ontologies is not rich enough, the
ontological context based method could not filter properly, while the WordNet-based
one can.
Scheme 3: Filtering candidate mappings by combining WordNet and Ontological Context based techniques. Let us call lont the confidence level based on
ontological context, computed with Equation 4.1 and lW N the WordNet-based confidence level obtained from Equation 4.2. We have identified two ways of combining
both measures in an unified one:
Scheme 3.1: Promoting precision. As reported in Section 4.4.2, lW N cannot
be always computed. In such cases (lW N = undetermined) we assign l = lont . Otherwise we compute the confidence level for the mapping ha, b, r, li as:
l = min(lont , lW N )

(4.3)

Minimizing the confidence degree optimizes precision (but penalizes recall), because the resultant filtering criteria are much more exigent: only mappings that both
methods estimate as valid can pass the filter.
Scheme 3.2: Promoting recall. If lW N = undetermined then l = lont , else:
l = max(lont , lW N )

(4.4)

This alternative scheme, that maximizes the confidence degree, can be used if our
primary target is to obtain as many potentially good mappings as possible (among
the total of valid ones), thus promoting recall instead of precision.

4.5

Experimental Evaluation

In this section we review the experimental results obtained both with CIDER and
Spider alignment systems, as well as the evaluation of our technique to improve background knowledge-based ontology matching.
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4.5.1

Evaluation of CIDER

In order to compare the behaviour of different ontology matching systems, the Ontology Alignment Evaluation Initiative7 (OAEI) has established a periodical controlled
evaluation that comes in a yearly event. In order to evaluate our approach, and compare it to other well established ones, we participated in the OAEI 2008 initiative8 ,
particularly in two tracks of the contest: benchmark and directory.
Benchmark
The target of this experiment is the alignment of bibliographic ontologies. A reference
ontology is proposed, and many comparisons with other ontologies of the same domain are performed. The tests are systematically generated, modifying differently the
reference ontology in order to evaluate how the algorithm behaves when the aligned
ontologies differ in some particular aspects. A total of 111 test cases have to be
evaluated. These are grouped in three sets:
1. Concept test (cases 1xx: 101, 102, ...), that explores comparisons between the
reference ontology and itself, described with different expressivity levels.
2. Systematic (cases 2xx: 201, 202, ...). It alters systematically the reference ontology to compare different modifications or different missing information.
3. Real ontology (cases 3xx: 301, 302, ...), where comparisons with other “real
world” bibliographic ontologies are explored.
We cannot provide results for benchmark cases 202 and 248-266, because our system does not deal with ontologies in which syntax is not significant at all (these cases
present a total absence or randomization of labels and comments). Consequently, we
expect a result with a low recall in this experiment, as the benchmark test unfavours
methods that are not based on graph structure analysis (or similar techniques).
In Table 4.1 we show the obtained results, grouped by type of cases. We have
obtained a very high precision (97%), which is in the top-three best values obtained
in the contest (out of 13 participants), while recall has been lower (62%), owing to
the above mentioned reason. The extended results of the complete dataset has been
published separately by the organizers9 .
1xx

2xx

3xx

Average

H-Mean

Precision

0.99

0.97

0.90

0.97

0.97

Recall

0.99

0.60

0.73

0.61

0.62

Table 4.1: Averaged results for the benchmark dataset.
7 http://oaei.ontologymatching.org/
8 http://oaei.ontologymatching.org/2008
9 http://oaei.ontologymatching.org/2008/results/benchmarks.html
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Alternatively to the official results, we have computed the precision and recall of
the benchmark test, excluding the cases 202 and 248-266 (and their variations 248-2,
248-4, etc.) in which ontology terms are described with non expressive texts. This is
an “internal” exercise, which does not let us direct comparisons with other methods
in the contest, but give us another point of view (more accurate, according to the final
usage of our system) of the behaviour of our method. Results are given in Table 4.2.
1xx

2xx

3xx

Average

H-Mean

Precision

0.99

0.97

0.90

0.96

0.97

Recall

0.99

0.87

0.73

0.87

0.86

Table 4.2: Results for the benchmark dataset omitting cases with no significant texts.

Directory
The objective of this experiment is to match terms from plain hierarchies, extracted
from web directories. It consist of more than 4 thousand elementary alignments. We
consider that our method cannot show all its strengths in this, because the available
information is extremely sparse, lacking semantic descriptions beyond hierarchical
relationships (no instances, no properties, no comments, no synonyms, ...).
Results have been: 60% precision, 38% recall and 47% F-measure, that has been
the second best result in that year competition (out of seven participants). See Figure 4.4 for a comparison with other systems. A detailed comparison has been published by organizers10 . We see that, even directory alignment is not the target of our
system, it behaves reasonably well when matching plain hierarchies.
Comments on the results
As expected, we obtained better precision than recall in the benchmark test (owing
to the above mentioned reasons). However, this is consistent with the fact that our
alignment is targeted to be used in an automatic way, minimizing human intervention.
In this conditions, precision have to be promoted over recall. That is, maybe our
system does not discover all correspondences, but we have to be sure that, in case it
discovers an equivalence mapping between two terms, they are most likely referring
to the same meaning.
Regarding the OAEI datasets, we have found the benchmark test very useful as
a guideline for our internal improvements of the method, as well as to establish a
certain degree of comparisons with other existing methods. On the other hand, we
have missed some important issues that are not taken into account in the systematic
benchmark series:
10 http://www.disi.unitn.it/∼pane/OAEI/2008/directory/result/
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Figure 4.4: Matching quality results in OAEI’08 Directory track.

1. Benchmark tests only consider positive mappings, not measuring the ability of
different methods to avoid links among barely related ontologies (only case 102
of the benchmark goes in that direction).
2. For our purposes, we try to emulate the human behaviour when mapping ontological terms. As human experts cannot properly identify mappings between
ontologies with scrambled texts, neither does our system. However, reference
alignments provided in the benchmark evaluation for cases 202 and 248-266 do
not follow this intuition. We hope this bias will be reduced in future contests.
3. Related to the latter, cases in which equal topologies, but containing different
semantics, lead to false positives, are not explicitly taken into account in the
benchmark.
4. How ambiguities can affect the method is not considered in the test cases either.
This is a consequence of using ontologies belonging to the same domain. For
example, it would be interesting to evaluate how “film” in an ontology about
movies, is mapped to “film” as a “thin layer” in another ontology. Therefore,
the benefits of including certain disambiguation techniques in ontology matching
(as the one we have discussed in Section 4.4) are difficult to evaluate.

4.5.2

Evaluation of Spider

The main components of Spider have been extensively tested separately: CIDER
was evaluated in OAEI’08 (as we have seen in Section 4.5.1), while Scarlet system
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CIDER

Spider

Prec.

Rec.

Prec.

Rec.

301

0.88

0.59

0.27

0.67

302

0.94

0.60

0.26

0.75

303

0.81

0.79

0.08

0.81

304

0.95

0.95

0.16

0.95

Table 4.3: Results computed for the 3xx tests by comparison to the reference alignments.

has been tested in a human evaluation experiment [Sabou 08a] (already commented in
Section 4.3.1) that manually assessed the obtained non-equivalence mappings between
two large ontologies (AGROVOC and NALT), leading to a 70% precision. As we will
see in Section 4.4, this value can be potentially increased up to a 87% (without
affecting the recall too much) by adding certain disambiguation techniques during
the anchoring process.
Regarding the joint system, we also presented Spider for evaluation at OAEI’08
benchmark track. Unfortunately, as discussed in [Sabou 08b], only a very reduced
set of test cases contained non-equivalence mappings in the reference alignment, so
the results were biased by this issue. We have focused mainly on test sets 3xx as
these propose the comparison of real-life ontologies and contain a few non-equivalence
mappings in the reference alignment. The rest of the tests in this set do not make sense
for Scarlet as comparison is sought between modified versions of the same ontology.
In fact, for the few tests cases (denominated 3xx) containing subsumptions, the recall
obtained by Spider (81%) was the highest in the competition, but precision (15%)
was heavily affected by the shortage of non-equivalence mappings in the reference
alignment, not reflecting the true proportion of good mappings obtained. The overall
results for Spider, in OAEI’08 benchmark, were 81% precision and 63% recall. In
conclusion, despite the fact that the Spider alignment is more complex, the results
are worse, numerically speaking, than with CIDER stand alone. This is caused by the
limited coverage, in terms of type of mappings, of the benchmark reference alignments.
Results computed by organizers
The reference alignments for cases 3xx contain mostly equivalence mappings. The
alignments for cases 301, 302 and 303 also contain a few subsumption relations between the matched ontologies but these are not enough to evaluate a significant part
of our alignment which contains non-equivalences. A good way to practically demonstrate this is to compare the results obtained by CIDER and Spider. As it is visible
from Table 4.3, despite the fact that the second alignment is more complex, numerically speaking, the results are worse. Indeed, as expected, while recall increases
for those cases where the reference alignments also contain subsumption relations,
precision is heavily affected.
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We think that OAEI evaluation should be improved to better accommodate nonequivalence mappings, because, as we will see in the following, such mappings can
bring an important addition to alignments made up only of equivalences. Fortunately,
the OAEI 2009 campaign11 already includes, for the first time, a specific track focused
on the evaluation of alignments that contain other mapping relations than equivalence
(called benchmark-subs track).
Manual inspection of the obtained results
One of the most interesting advantages of our approach is the possibility of completing
an equivalence-based alignment with mappings that could not be otherwise deduced
from the source ontologies and the equivalence alignment. To measure this effect, we
have performed a manual evaluation of the non-equivalence mappings obtained for
the 3xx benchmark tests12 .
For each alignment we have assessed the true and false mappings. In the case
of true mappings, we differentiate between redundant and non-redundant mappings.
Redundant mappings are those mappings which could be deduced by considering the
source ontologies and the equivalence alignment. Obviously, one can argue that these
mappings are of little interest as they could be easily deduced. Consequently, we
compute two kinds of precision values. First, the overall precision takes into account
all true mappings, whether redundant or not. Second, the core precision excludes the
redundant mappings and considers only the non-redundant ones.
The results are shown in Table 4.4. The overall precision of the alignment is in
the range of 50% and 70% thus correlating to earlier findings performed in different
domains [Sabou 08a]. If we do not take redundant mappings into account, the precision of the remaining alignment (that we call “core precision”) drops to an average
of 50%. This shows that, on average, at least half of the mappings in the extended
alignment are correct and thus bring an addition to the purely equivalence based
mappings. The number of non-redundant true mappings shows the net increment
that this tool brings to the equivalence based alignment. Even for small ontologies
as those in the benchmark test, we were able to find novel mappings that could have
not been derived from the existing ontologies.
Comments on the results
The results obtained by our in-house evaluation show that it is possible to obtain
alignments containing not only equivalent mappings and that the precision of the
non-equivalence mappings is around 60% if we take into account redundant mappings
and 50% when the redundant mappings are excluded.
11 http://oaei.ontologymatching.org/2009/
12 Given the simplicity of the domain, the evaluation was performed by a single person. Therefore
we regard these results as indicative only until a more extended multi-evaluator evaluation will be
performed.
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Test

Total

True

True - non

Set

mappings

redundant

redundant

301

112

30

41

302

116

11

53

303

458

84

304

386

128

False

Overall

Core

Precision

Precision

41

63%

50%

52

55%

50%

149

225

51%

40%

127

131

66%

50%

Table 4.4: Results for the manual evaluation of the non-equivalence mappings in 3xx benchmark tests.

4.5.3

Evaluation of our Improved Anchoring Technique

Concerning our technique to improve anchoring in knowledge-background ontology
matching methods, we have tested a basic implementation of the Schemes 1, 2 and 3
described in Section 4.4. The results confirm our initial hypothesis (the precision is
increased by solving ambiguity problems) thus proving the value of the approach.
We applied our different filtering mechanisms to a sample of 354 evaluated mappings, out of the total set of data provided by the initial matching experiment mentioned in Section 4.3.1 (which lead to a baseline precision of 70%).
We have measured precision as the number of retrieved valid mappings out of
the total which pass the filtering. Nevertheless, the filtering also rejects a number of
valid mappings. In order to assess this we would need a recall measure but, owing to
the nature of the experiment, we are not able to provide it (our starting point, the
experiment mentioned in Section 4.3.1, did not consider recall). Nevertheless we can
estimate the effect that the filtering of mappings causes on recall (even if we do not
know it), by using this expression:
effect on recall =

number of retrieved valid mappings
number of initial valid mappings

This is a value to be multiplied by the recall of the initial matching process, to
obtain the final recall. We consider as initial valid mappings those out of the utilized
sample that are valid according to human evaluation.
Experiment 1: filtering by using Ontological Context
We have run our first experiment by applying the filtering mechanism discussed in
Section 4.4.1. We want to point out that the particular similarity utilized in this
experiment was an early version of the one discussed in Section 3.2. In this similarity,
described in [Trillo 07], inference is not applied but a recursive exploration of the
contexts. In Figure 4.5 we show (Scheme 1), the precision achieved by the prototype
in the experiment. The worst value coincides with the baseline (70%), with minimum
threshold. As we increase threshold, we reject more invalid mappings than valid ones,
as reflects the increase of precision, which reaches soon values above 80%. At some
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point (thresholds between 0.33 and 0.38) the precision moderates its ascending trend,
fluctuating around 87%. This value is the predicted precision one can reach by means
of anchoring improvement according to [Sabou 08a].

Figure 4.5: Precision (upper) and effect on recall (lower). Baseline precision is 70%.

Figure 4.5 shows also the effect on recall due to the filtering of mappings (Scheme 1).
As we can expect, with the lowest threshold no valid mappings are removed, so the
recall is not influenced (effect on recall=1). As the threshold is raised the effect on
recall decreases because more valid mappings are filtered out.
After a first analysis of the mappings that hamper the method, we have discovered
many ontological terms which are poorly described in background ontologies, and
some other problems that we discuss later in this section.
Furthermore, we have run the experiment with a smaller set of randomly selected
mappings (50), achieving almost identical effect on recall. This shows the feasibility
of a training mechanism to obtain an optimal threshold with a small training set, to
be reused later on the whole dataset.

4.5. Experimental Evaluation
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Experiment 2: filtering by exploring WordNet
We analyse the results obtained from the same sample studied in Experiment 1.
The WordNet-based algorithm evaluated as correct 70% of valid mappings and 22%
of invalid ones, leading to a precision of 88% and an effect on recall of 0.70 (see
Figure 4.5). This sample help us to analyse the drawbacks of exclusively relying on
sense information provided by WordNet to compute semantic similarity on ontology
concepts. Those drawbacks are:
1. Ontology classes frequently use compound names without representation in WordNet. Some compounds are not found in WordNet as such, e.g. “sugar substitutes” corresponds to two WordNet lemmas (“sugar”, “substitutes”). Therefore,
in many occasions the meaning can be misleading or incomplete.
2. Synsets not related in the WordNet IS-A taxonomy. Some terms considered
similar from an ontology point of view, are not connected through a relevant ISA path, e.g. for the term “sweeteners” and its ontological parent “food additive”
(AGROVOC), therefore the taxonomical sense is unknown.
3. The excessive fine-grainedness of WordNet sense distinctions. For instance,
the synsets of “crayfish” (AGROVOC) considering its parent “shellfish” are (1)
“lobster-like crustacean...”; and (2) “warm-water lobsters without claws”, but
while considering its mapped term “animal” (NALT) the synset is (3) “small
fresh water crustacean that resembles a lobster”. This valid mapping is discarded as there is no relevant IS-A path connecting (3) with (1) or (2).
4. Computing semantic similarity applying Resnik criteria to IS-A WordNet does
not always produce good semantic mappings. For instance the best synset obtained for, when computing the similarity between “Berries” and its parent
“Plant” is “Chuck Berry – (United States rock singer)”.
Experiment 3: combined approach
Here we have tested the behaviour of the improved anchoring schemes proposed in
Section 4.4.3. In Figure 4.5 we can see the results (Schemes 3.1 and 3.2), and comparisons among all studied schemes can be established.
As we predicted, Scheme 3.1 promotes precision. This combined approach slightly
increases the precision achieved by Scheme 2, reaching a 92% for a threshold of 0.285.
Nevertheless, we reduce recall almost to one half for this threshold. On the other
hand Scheme 3.2 shows almost the same improvement in precision than Scheme 1,
but with a very good behaviour in recall.
A precision of 92% obtained with Scheme 3.1 is the maximum we can reach combining both methods. At this point the system filters out most mappings considered invalid between AGROVOC and NALT, e.g. hf ruit, dessert, ⊥, 0.25i or hdehydration,
drying, v, 0i. Exploring the invalid mappings that pass our filters (particularly the
ones that cause a slightly decrease in precision for high thresholds) we have found that
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the number of negative mappings caused by bad anchorings is negligible, having found
other types of errors that hamper our method, as bad modelling of relationships (using
for example subsumption instead of part-of relation) e.g. hEast Asia, Asia, v, 0.389i.
Moreover, the meaning of an ontological concept must be precisely defined in the ontology: both similarity measures need to get the direct parents of the involved terms,
but often the ancestor is Resource13 , and therefore the taxonomical meaning cannot
be obtained, which introduces certain degree of uncertainty in the results.

4.6

Automatic Assessment of Ontology Mappings

In the previous sections, we have focused on applying semantic similarity measures
to obtain an alignment between ontologies, as well as to improve the anchoring step
in matching methods based on knowledge background.
In order to close this chapter, we want to give a brief insight into the usefulness
of our web-based semantic relatedness computation (see Section 3.3) when used to
assess the correctness of an obtained alignment. This novel application of relatedness measures can be the first step towards new techniques for automated ontology
evaluation.
In this section, we present two experiments: first, a comparison between the automatic assessment of a set of ontology mappings and the assessment given by humans;
and second, a study of the different relatedness values given by incorrectly mapped
terms according to the type of error.

4.6.1

Correlation with Human-based Evaluation

In our first experiment, we explored the behaviour of our web-based relatedness measure among ontology terms (given by Equation 3.9 in Chapter 3) in the context of an
ontology matching experiment.
We reuse again the data of the experiment described in [Sabou 07], where Scarlet
system performed the alignment between NALT and AGROVOC ontologies to derive
semantic mappings by dynamically selecting, exploiting, and combining multiple and
heterogeneous online ontologies. As it was already mentioned in this chapter, an
extensive manual evaluation was performed in that experiment to assess the quality
of the inferred mappings, obtaining a precision value of 70%.
The goal of our test is to compare human assessment in mapping evaluation with
an assessment based on using our relatedness measure. We expect that, in general,
a valid mapping shows a greater relatedness degree between the involved terms than
an invalid one.
We randomly selected a set of 160 human assessed mappings, equally divided
between invalid14 and valid ones. Different types of relations were present in the
sample (subsumption, disjointness, ...). Then, we computed semantic relatedness
measures between each pair of the mapped ontology terms by applying Equation 3.9.
13 http://www.w3.org/2000/01/rdf-schema#Resource
14 From

the set tagged as “invalid due to incorrect anchoring” in [Sabou 07].
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Using a threshold of 0.19 to assess the validity of mappings according to relatedness
values15 , we obtain that 79% of relatedness-based assessments are correct according
to human based judgment. This result shows that our measure highly correlates with
human assessment of mappings, even when specific domain data are involved (both
ontologies belong to agriculture domain).

4.6.2

Sensitivity to the Type of Mapping Errors

We performed a second experiment, in order to check whether the relatedness between
two ontology terms in an invalid mapping (according to human observers) is dependent
on the type of error, or not.
To illustrate this, we made an experiment on 200 mappings (extracted from the
same data set of the above mentioned experiment [Sabou 07]) that humans assessed
as invalid, and where the type of error were identified by human inspection. We
measured the relatedness degree between each pair of terms in the mappings, and
computed the average values for some kind of errors, as seen in Table 4.5. Compare
the results with the average relatedness obtained for another 200 valid cases, which
was 0.26±0.01.
Type of Mapping Error

Relatedness

Anchoring

0.16±0.01

Subsumption as part-whole

0.31±0.04

Subsumption as role

0.20±0.01

Subsumption as generic relation

0.15±0.01

Table 4.5: Averaged relatedness depending on the error type.

The first error type (largely discussed in Section 4.4) is due to incorrect anchoring, which caused that unrelated concepts were wrongly mapped. These cases are
low scored with our measure, as expected. The subsumption as part-whole error is
caused by modelling errors in the background ontologies, where sometimes hyponymy
relationships are wrongly used instead of part-whole relations. e.g., Branch v T ree.
In this case the high obtained relatedness suggests that, although subsumption is not
correct here, the concepts are still strongly related. The subsumption as role error
appears when mapping bad modelled ontologies in which properties are incorrectly
modelled as subclass relations. The last error type (subsumption as generic relation)
corresponds to the wrong use of subsumption instead of other generally weaker relationships, e.g., Biographies v P eople. The values obtained in this case are clearly
lower than in the case of stronger relations (subsumption, or part-whole).
This experiment confirms that the semantic relatedness value is sensitive to the
particular type of error that affects the invalid mappings. This shows the potential
15 This optimal threshold has been empirically inferred, and can be reused later in larger experiments.
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usefulness of relatedness computation to filter out a particular type of incorrect mappings, or even to guess a particular type of relationship in order to auto-correct a
wrongly inferred one.

4.7

Summary of the Chapter

Based on our semantic similarity measure, we have developed CIDER, a schemabased alignment algorithm that compares the ontological contexts of each pair of
terms (enriched with lightweight inference).
We have also proposed a second system, Spider, that combines two subsystems:
CIDER, for equivalence relationship discovering, and Scarlet for non-equivalence discovering.
In this chapter, we have introduced different strategies to improve the precision of
background knowledge-based ontology matching systems, by considering the semantics of the terms to be anchored in order to deal with possible ambiguities during the
anchoring process.
We have presented here some results of our participation in the OAEI 2008 contest
with our CIDER system. Benchmark results show a very good behaviour of our system
in terms of precision, while keeping an acceptable recall. It confirms the validity of the
semantic similarity measure that we have conceived, and its suitability to be applied
to ontology matching tasks.
The evaluation of Spider system has shown that it can bring an important number of non-redundant and correct non-equivalence mappings to an equivalence based
alignment.
Regarding our method to improve anchoring in background-based ontology matching, our experimental results show that all filtering strategies we have designed improve the precision of the system (initially 70%). For example our Scheme 3.2 can
reach a precision of 87%, affecting the overall recall in only a factor of 0.76.
Finally, we have explored the usefulness of our web-based relatedness computation in order to perform an automatic evaluation of ontology matching results. Our
initial tests show a positive correlation between human-based and a relatedness-based
assessment of mappings, as well as a different behaviour of the measure depending on
the type of error that affects the invalid mappings.

Chapter 5

Sense Clustering
Nowadays, the increasing amount of semantic data available on the Web leads to
a new stage in the potential of Semantic Web applications. However, as we have
already discussed in the motivation of this thesis (see Chapter 1), this also introduces
new issues owing to the heterogeneity of the available semantic resources. One of the
most remarkable is redundancy, that is, the excess of different semantic descriptions,
coming from different sources, to describe the same intended meaning.
In this chapter, we propose a technique to perform a large scale integration of
senses (expressed as ontology terms), in order to cluster the most similar ones, when
indexing large amounts of online semantic information. This can dramatically reduce
the redundancy problem on the current Semantic Web. In order to make this objective feasible, we have studied the adaptability and scalability of our work on sense
integration, to be translated to the larger scenario of the Semantic Web. Our evaluation shows a good behaviour of these techniques when used in large scale experiments,
then making feasible the proposed approach.

5.1

The Redundancy Problem

An increasing amount of online ontologies and semantic data is available on the Web,
enabling a new generation of intelligent applications that exploit this semantic information as a source of knowledge [d’Aquin 08a]. However, the growing amount of
semantic content also leads to an increasing semantic heterogeneity.
Heterogeneity is something inherent to the current and future Semantic Web. Far
from assuming an “ideal” Semantic Web (under the authority of a few high-quality
large ontologies, with maximal coverage and expressivity levels), we advocate dealing
with the “real” one instead, where semantics is constructed by different authors, for
very different domains, and with very different levels of expressivity and richness.
As a direct consequence of heterogeneity in the Semantic Web, the problem of redundancy arises. This is characterized by the excess of different semantic descriptions,
coming from different sources, to describe the same intended meaning.
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Recalling the motivating example presented in Section 1.2 (Chapter 1), if one
searches ontological terms to describe the keyword “apple” in the Swoogle semantic
web search engine1 , 262 different results are obtained2 (see Figure 5.1). Each of
them represents a possible semantic description for a particular meaning of “apple”.
Obviously, this number is quite above the real polysemy of the word “apple”. For
example, WordNet corpus3 identifies only two possible meanings for this word (the
fruit and the tree), while Wikipedia4 identifies around 20. However, this is still far
from the number of possible senses given by Swoogle. If we take a look at the first page
of results in Swoogle, the redundancy problem becomes evident (e.g., the meaning of
“apple” as a kind of “fruit” appears repeated in five, out of ten, ontological terms).

Figure 5.1: First results for “apple” in Swoogle.

In order to solve the problem of redundancy, we propose a method to cluster the
ontology terms that one can find on the Semantic Web, according to the meaning that
they intend to represent.
Achieving such a clustering is not only essential for human users to better apprehend the results of semantic web search engines, and generally the content of the
Semantic Web, but is also crucial for applications that rely on the knowledge from
the Semantic Web [d’Aquin 08a]. Indeed, eliminating redundancy is a way to improve
performance for such applications, but more importantly, knowing which ontological
entities refer to the same sense, and which refer to different meanings, makes possible
the automatic selection of relevant knowledge in a more accurate and precise way.
Such an ambitious goal cannot be tackled without relying on an index of the
ontological elements accessible through the Semantic Web. For this, our work is
1 http://swoogle.umbc.edu
2 Accessed

on 8 July 2009, using the exact match mode (localname:apple) for the query.

3 http://wordnet.princeton.edu
4 http://en.wikipedia.org
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supported by the Watson system [d’Aquin 07]. Watson is a gateway to the Semantic
Web that crawls the Web to find and index available semantic resources, providing a
single access point to online semantic information (see Section 2.2.3).
To tackle the problem of redundancy reduction on the Semantic Web, we define
a clustering technique that we apply to the base of ontological terms collected by
Watson, and that creates groups of ontological terms having similar meanings. The
result is a set of concise senses for each keyword one can find in Watson.
For example, a search of “apple” will return all the ontology terms that refer to
the meaning “fruit”, grouped together as a single integrated sense. Different integration levels are possible, to adapt the “granularity” in senses discrimination to the
requirements of client applications, and to the different points of view of users. Let
us imagine that a user considers that “Apple” as “electronics label” and “Apple” as
“computer company” should be treated differently, while for many others they intend
the same meaning. Therefore, keeping the integration flexible is important, while
preserving the original source of information still accessible, just in case the user is
not satisfied with the proposed integration.
To achieve this goal we adapt the sense integration techniques that we first introduced in the system described in [Trillo 07]. However, this technique was initially
targeted to a small scale context, the one given by the few keywords involved in a
user query. Therefore, an additional goal that motivates this part of our work is to
adapt these small scale integration techniques to be used in a much more ambitious
context: the Semantic Web reachable by the Watson gateway.
The idea of adapting these integration techniques, to be imbricated in the process
of indexing the Semantic Web, leads to another more specific task, that is a scalability
study, in order to check the feasibility of these techniques when applied to a much
larger body of knowledge.
In our study we have tackled both the redundancy and scalability problems. First,
we propose a large scale integration method that applies our semantic techniques in
order to reduce the redundancy problem on the current Semantic Web and, second,
we contribute with a scalability study to evaluate the feasibility of our proposal.

5.2

Large Scale Integration System

In this section we present our proposed large scale redundancy reduction technique.
The idea is to carry out an off-line process that analyzes the whole set of ontology
terms indexed in Watson (classes, properties, and individuals), in order to identify
clusters that group the terms according to their intended meaning, by exploring how
similar they are. These equivalent ontology terms are also integrated, to show a
unified semantic description of the meaning they represent.
A second processing step is carried out at run-time, when the system needs to be
adapted, in terms of the granularity of the provided clustering, to accommodate the
user’s view or the application requirements.
An overview of the approach is shown in Figure 5.2. It starts with a pre-processing
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step that establishes an initial grouping of all ontology terms one can find in Watson
associated with a same keyword. We call these groups keyword maps. Then, the sense
clustering process is as follows:
Keyword maps
Synonym
expansion

Synonym maps
Watson

(each synonym map)
Ontology terms

Sense
clustering

Extraction
Similarity Computation

CIDER
similarity >
threshold?

no

more ont.
terms?

yes

Integration

yes

no

Senses
modify
integration?

yes

no

Integration

rise
threshold?

yes

Modifying
integration
degree

Disintegration

Sense Clustering

Figure 5.2: Scheme of the approach

1. Synonym expansion. We enrich these keyword maps by including also the ontology terms associated with all the possible synonym labels of the keyword. We
call synonym maps these sets of ontology terms.
2. Extraction and similarity computation. An iterative algorithm takes each ontology term from a synonym map, extracts the ontological context that describes
the term in the ontology, and computes its similarity degree with respect to
each of the other terms (and corresponding ontological contexts) in the syn-
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onym map. For this task we use the ability of our CIDER system to measure
semantic similarities and find equivalence relationships (see Section 4.2).
3. Integration. When the obtained similarity value is under a given threshold,
we consider both as different senses, and the algorithm continues comparing
other terms. If, on the contrary, the similarity is high enough, both terms
are considered equivalent and they are integrated into a single sense, and the
comparison process is reinitiated among the new sense and the rest of terms in
the synonym map.
The output of this process is a set of integrated senses. Each sense groups the
ontology terms that correspond to the same intended meaning. The clustering process
is repeated with the rest of synonym maps, to create eventually a pool of integrated
senses which covers all ontology terms in Watson indexes.
Finally, our system is able to carry out a run-time process that further integrates
or disintegrates the initial clusters, by dynamically lowering or raising the integration
threshold, respectively.
In the rest of this section we detail the different steps of the process represented
in Figure 5.2.

5.2.1

Preliminary Steps

We reuse here the common vocabulary defined in Section 3.1. Additionally, a keyword k will represent, throughout this and following chapters, an element of the set
of strings S (sequences of letters of any length over an alphabet), with any special
significance. We will represent the set of all possible keywords as K ⊆ S.
Definition 5.1. Watson search. Let us denote P (C), P (P ) and P (I) the σ-algebras
formed by the power sets (sets of all subsets) of C, P, I respectively. We define the
function Watson Search as:
wSearch(k) : K → P (C) ∪ P (P ) ∪ P (I)
from a keyword k to the set of ontology terms retrieved from Watson for this keyword.
In particular, we employ a dedicated function of the Watson API corresponding to
the search of any ontological term that matches the keyword in its label or identifier.
The matching that is used is said to be exact, as it would discard any ontological term
for which the keyword is only a part of the identifier or label5 . We treat separately
the three σ-algebras just to facilitate a straightforward extension of this definition to
other search functions restricted to more specific type of terms, though this is not a
fundamental issue in this thesis.
5 However, this matching is not case sensitive and relies on simple tokenization techniques to properly match compound terms independently of the employed separators (e.g. “cup-of-tea” matches
“CupOfTea”).
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Owing to the huge amount of available semantic information on the current Semantic Web, it is not computationally feasible to establish comparisons among all
accessible ontology terms, in order to cluster them. We have conceived, instead,
a pre-processing step to reduce the space of comparisons, by establishing an initial
grouping of all ontology terms with identical labels. In the following, we call them
keyword maps.
Definition 5.2. Keyword map. Given a keyword k ∈ K, and a set of ontology
terms OT ∈ P (C) ∪ P (P ) ∪ P (I), we define the keyword map of k as the tuple
hk, OT i, such that OT = wSearch(k)
Here, and in the rest of the paper, we will use the term map to mean any abstract
structure that contains, among other information, an associative array (a collection
of unique keys and their associated values) of ontology terms, where their URIs act
as unique keys.
We subsequently enrich these keyword maps by including all the possible synonym
labels, obtained by the Watson synonymy service6 . We call these sets of ontology
terms direct synonym maps (or simply synonym maps). More formally:
Definition 5.3. Direct synonymy. We define direct synonymy between two different keywords k1 , k2 ∈ K, and denote it as k1 ≡ k2 , as a relationship that satisfies:
wSearch(k1 ) ∩ wSearch(k2 ) 6= ∅

That is, different keywords are considered synonyms if they return the same ontology term in a Watson search.
Definition 5.4. Direct synonym map. We define direct synonym map as the tuple
hSYN , OT i, where SYN ⊆ K and OT ∈ P (C) ∪ P (P ) ∪ P (I), such that
∀ki ∈ SYN ∃kj ∈ SYN | ki ≡ kj
∀ot ∈ OT ∃k ∈ SYN | ot ∈ wSearch(k )

Up to this point, we have grouped all ontology terms corresponding to an equivalent syntactical expression. This is symbolized in Figure 5.3, where a synonym map
is represented, not only grouping the ontological terms that correspond to “apple”
but also to any of its direct synonyms. Note that if multilingual ontologies have been
accessed, terms in different languages could be provided as synonyms, as for example
“manzana”7 :
wSearch(“manzana”) ∩ wSearch(“apple”) 6= ∅
6 http://watson.kmi.open.ac.uk/API/term/synonyms
7 “manzana”

is the translation of “apple” in Spanish.
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Figure 5.3: Synonym map: expanding the keyword map with synonyms.

5.2.2

Sense Clustering

Each execution of this process receives as input a synonym map, containing all the
ontology terms that are candidates to describe the meaning of a certain keyword. An
iterative algorithm takes each ontology term, extracts the ontological context that
describes the term in the ontology, and computes its similarity degree with respect
to each of the other terms (and corresponding ontological contexts) in the synonym
map, by using the semantic similarity measure described in Section 3.2.
The extracted ontological context depends on the type of term, and it includes
synonyms, comments, hypernyms, hyponyms, domains, ranges, etc. A reasoner enhances this extraction step, by adding some inferred facts that are not present in the
asserted ontology. Although different inference levels can be applied, we use simple
inferences based on the transitivity of the subclass relation, because this has shown a
good balance between quality of results and processing time according to our experiments. Also the access methods in the Watson API provide ways to access classes and
subclasses inferred through transitivity (thus saving us much time in local processing
and reasoning).
The similarity computation explores the ontological context of the compared
terms, providing a measure of how similar they are. When the obtained value is
under a given threshold, we consider them as different senses, and the algorithm
continues comparing other terms. If, on the contrary, the similarity is high enough,
the terms are considered equivalent and they are integrated into a single sense. The
comparison process is then reinitiated among the new sense and the rest of terms in
the synonym map. If we find a new equivalence between the new sense and another
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ontology term, a further integration is done. We can consider it as an agglomerative
clustering technique [Liu 07].
The iterative focus of this algorithm and the necessity of restarting the process
after each new integration are better understood by looking at Figure 5.4, where the
ontological context of senses a, b, and c is symbolized by circular sectors. Step 1 in
the figure shows the comparison between senses a and b. Their similarity is below
the given threshold8 (they semantically intersect only in sector C of their ontological
contexts), so there is no integration. Then (step 2), sense a is compared to c. In
this case, as their ontological context overlapping is big enough (sector D), they
are integrated and the result is a0 . Although senses b and c were different enough,
we see (step 3) that a further integration of the new integrated sense a0 with b is
possible. In fact, their common knowledge (sectors B and C) is similar enough to give
a similarity result above the threshold, thus allowing the integration into sense a00 .
In summary, the main idea behind this algorithm is that each new integrated sense
must be considered as candidate to integrate with the rest. For the same reason, new
senses that do not integrate are stored because they could become the missing gap
between two senses that do not integrate.

Figure 5.4: Iterative sense integration: new integrated senses are considered for further
integration.

Figure 5.4 illustrates the intuition behind inspecting the similarity degree (symbolized as the overlapping of the figures representing the ontological context) to determine
whether two senses should be integrated or not. In the following example, given at
Figure 5.5, we illustrate the whole integration process given an initial synonym map.
It represents, from left to right, all the iterations needed by the clustering algorithm to
8 We suppose in this example that the threshold is reached when the overlapping sector has an
angle above 90o in the figure.
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integrate a reduced set of initial ontology terms. It starts (step 1) comparing the first
term (a in the figure) with the others until a similarity raises the threshold (sim(a, d)
in this example). Then, both terms (a and d) are integrated into a single sense and
the exploration is reinitiated. In steps 2 and 3 we see how each new integrated sense
must be considered as candidate to integrate with the rest. Ontology terms that do
not integrate are compared again with the integrated ones. Once the first term or
integration is compared with the rest of the sequence, the second is taken and sequentially compared with the rest (step 4) and so on, until all terms have been examined
and the final integration has been obtained (step 5).
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Figure 5.5: Example of the algorithm with five initial ontology terms.

In the following definitions we clarify what we mean by integration of ontology
terms and equivalence between two terms.
Definition 5.5. Integration. Let us call T either C, P or I. Given a certain
extraction function, we define integration of n ∈ N ontological terms, and denote
int(ot1 , ..., otn ), as the function
int : T n → P (OE)
such that, int(ot1 , ..., otn ) = OCot1 ∪ ... ∪ OCotn
Definition 5.6. Equivalence. Let us call T either C, P or I. Given a similarity
measure sim between two sets of ontological elements, and a certain threshold, we
define equivalence between two different ontology terms ot1 , ot2 ∈ T with respect to
sim, as a relationship, denoted ot1 ≡ ot2 , such that ∃t ∈ T k (k ∈ N) that satisfies
one of the following:
sim(OCot1 , int(ot2 , t)) ≥ threshold
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sim(int(ot1 , t), OCot2 ) ≥ threshold
Note that a consequence of the previous definition is that,
sim(OCot1 , OCot2 ) ≥ threshold ⇒ ot1 ≡ ot2

(in that case t = ∅). That is, two ontology terms are equivalent if their contexts
are similar enough, or if one of them belongs to an integration which is similar
enough to the other. In general, we use sim(ot1 , ot2 ) as an equivalent notation for
sim(OCot1 , OCot2 ).
The output of this process is a set of integrated senses. Each sense groups the
ontology terms that correspond to the same intended meaning, as exemplified in
Figure 5.6. We store the obtained integrated senses in the output structures that we
define in the following:
Definition 5.7. Sense map. We define sense map as the tuple hSYN , OT i, where
SYN ⊆ K, and OT ∈ P (C) ∪ P (P ) ∪ P (I) such that,
∀oti , otj ∈ OT ⇒ oti ≡ otj
∀k ∈ SYN ∃ot ∈ OT | ot ∈ wSearch(k)

Sense maps group together ontological terms that, according to their similarity,
are expected to represent the same meaning. As we have to deal with their integrated
ontological information, they are part of the more complete definition of sense. The
following definition accommodates (and slightly extends) the idea of sense presented
in [Trillo 07]:
Definition 5.8. Sense. We define a sense as the tuple hSYN , OT, int(OT ), descr,
pop, syndgri, where hSYN , OT i is a sense map, int(OT ) is the integration of the
involved ontology terms, including also the graph that describes topologically the
integration, descr is a textual description, pop (popularity) is the number of integrated
ontology terms: pop = |OT |, and syndgr is a value corresponding the resultant
similarity degree of the integration.
Note that, by definition, a sense map only contains ontology terms of the same
type. Therefore classes, properties, and individuals are treated separately, thus never
trying to integrate ontology terms of different nature.
Our process never “destroys” semantic information because, even when the final
sense includes an integration, containing only parts of the involved ontologies, it also
preserves all original ontological terms in a sense map. It makes possible that, when
needed, a particular application traverses the sense map to reach further information
from the original ontologies.
This clustering process is repeated with the rest of the synonym maps, to create eventually a pool of integrated senses which covers all ontology terms in Watson
indexes.
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Figure 5.6: Sense maps obtained for “apple”

5.2.3

Modifying Integration Degree

As commented before, a threshold is given as input of our system, to decide whether
to integrate or not two senses. Later, in Section 5.3, we explore possible ways to
decide a suitable threshold.
However, a fixed threshold leads to a particular integration scheme. That is, the
obtained clusters represent what our application interprets as optimal integration, but
may differ from other opinions or necessities. Therefore, we consider that different
integration levels should be possible, to adapt the “granularity” in senses discrimination to the requirements of client applications, or to the different points of view of
users.
We propose a subsequent run-time process that further integrates or disintegrates
the initial clusters, as represented in Figure 5.7. Without entering into details, the
idea is that, given a new threshold, and given the set of senses associated with a
certain keyword, the system have to explore how to modify the integration, according
to the new threshold.
A rising threshold (newthreshold > threshold) means a lower integration level.
Each considered sense s is disintegrated, and the sense clustering algorithm is applied
again to its ontology terms s|OT . More than one new sense can be created during the
process, covering the meaning that the initial s represented.
A falling threshold (newthreshold < threshold) means a higher integration level.
In this case all senses are candidate for further integration, so the clustering algorithm
is applied again on all the senses (not necessarily on their elementary ontology terms,
as in the disintegration case). A number of senses equal or lower than the initial set
is created.
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Figure 5.7: Integration/disintegration example.

5.3

Optimization Study of the Similarity Threshold

As mentioned before, a threshold is used to decide whether two terms are similar
enough or not. However, one question arises: What is the best threshold value to
identify a correct synonymy between ontology terms? We have different ways to
decide it:
1. Experimenting with ontology matching benchmarks. That is, running our similarity measure with known alignment test cases, and comparing results with
the provided reference alignments.
2. Contrasting with human opinion, in experiments where direct or indirectly some
human evaluators assess the correctness of our measure.
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3. Minimizing response time. As different thresholds lead to different integration
degrees, we expect different execution times as well. We can find the threshold
that minimizes response time.
In the rest of the section, we explore all these possibilities and provide a method to
decide a suitable initial threshold, which relies on the latter point (that is, it prioritizes
time response).

5.3.1

Strategies to Find a Suitable Threshold

In the following paragraphs we study each of the above mentioned methods to find a
suitable threshold for our similarity measure to be used in our clustering method.
Determining the threshold from OAEI benchmarks
Regarding a comparison to benchmarks, we submitted CIDER system (our alignment service) to the OAEI’08 competition9 , in order to evaluate the capabilities of
our semantic similarity measure for ontology matching tasks, as we have seen in Section 4.5.1. We participated in benchmark and directory tracks, obtaining good results
in both of them. As benchmark track was open (organizers provided the reference
alignment), we were able to deduce the threshold for the similarity measure (around
0,13 in an interval [0,1]) that lead to the best results.
Nevertheless, we do not trust this value very much, as the nature of the comparisons in the benchmark data sets is quite restricted10 , not representing the great
variety of real semantic descriptions one can find on the Semantic Web. In general, we
expect higher thresholds when integrate senses because, with benchmark test cases,
it is highly probable that minimal similar information, as for example same labels,
assures that two terms are equivalent (as ontologies are very similar). However, equal
labels are not enough, in general, to assess equivalent meanings when more heterogeneous semantic data are involved. Therefore, we accept the obtained threshold, but
only as a lower bound for a suitable one, to be used in a more general scenario.
Determining the threshold from human assessment
Another possibility, as it was mentioned above, is to devise an experiment where
human evaluation is present to assess the quality of the matching that our measure
provides. We already did such an experiment, as it was explained in Section 4.5.3, to
test our method for background-based ontology matching improvement. Our measure
was used in this experiment to add a confidence level to 354 mappings initially provided for the background-based technique, between two ontologies of the agricultural
domain. We applied different thresholds to this confidence level, to decide the validity
of the mappings, and we compared this to an assessment made by human observers.
9 http://oaei.ontologymatching.org/2008
10 Most

comparisons are between an ontology and itself, with some modification rules applied, and
always in the bibliographic domain.
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A particular optimum threshold did not arise from this experiment, depending the
particular choice on the balance between precision and recall one needs. However, a
range of reasonable good values was found between 0.2 and 0.3.
Determining the threshold from performance optimization
We have measured the variation of the response time of the system, during alignment
and integration, when the threshold is modified. Our goal is to discover in which
ranges our integration works better, in terms of performance. In fact, we expect
different response time depending on the threshold, because the number (and size)
of clusters differs with the integration level, therefore consuming different time when
comparing and merging them during our iterative integration algorithm.
For this purpose we have set up an small experiment with 505 randomly selected
keywords, with a number of associated ontology terms ranging from 2 to 511, which
were used as input of our alignment and integration system. We have experimented
with different levels of integration (that is, corresponding to different thresholds). We
evaluated the integration level as
integration level = 1 −

# f inal integrated senses
# initial ontology terms

(5.1)

The computer used for this test had the following characteristics: 4 x Intel R
CoreTM 2 Quad CPU Q6600 at 2.40GHz, 8GB RAM (with Ubuntu 8.04 Linux).
Figure 5.8 shows the averaged integration levels obtained. As expected, the higher
the threshold, the lower the integration level, which is consistent with the discussion
in Section 5.2.3. We reach an average maximum integration level around 0.6 in this
experiment, that corresponds to threshold = 0.13. In general, we do not expect
a total integration (integration level = 1) because ontology terms of different nature are never integrated (e.g., classes with properties). Just the opposite, there
is a threshold (0.55 in this experiment) above which there is no integration at all
(integration level = 0). Both extremes are not desirable situations, so we expect
that a suitable threshold is within these values.
In Figure 5.9, the average time that our similarity computation and integration
processes took in the experiment, for different thresholds, is shown. Analyzing the
results shown in Figure 5.9, we can see two local maximum values in the graphic,
corresponding to the highest and the lowest integration levels respectively. In fact,
each iteration, in our integration algorithm, needs to compare a new ontology term
to the others already examined. If there are no (or few) clusters, this number of
comparisons could be high, thus consuming more time. On the contrary, if there
is a high integration level, the time is spent merging ontological data, as well as
comparing each new integration with the rest of the ontology terms again. The results
show that the best performance (lowest response time) corresponds to thresholds in
a range between 0.16 and 0.22 in this experiment, which lead to integration levels
(Equation 5.1) around 0.5.
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Figure 5.8: Integration level with different threshold.

5.3.2

Proposed Method for Threshold Selection

As conclusion of our experience, described in previous paragraphs, we advocate for a
threshold established to maximise performance. The main reasons are:
1. It will reduce the response time of the overall system. Figure 5.9 shows how an
optimal threshold selection can easily double or triple the speed with respect to
other thresholds.
2. The threshold we can find this way, is compatible with the range of good ones
found by comparing the results with human evaluations (between 0.2 and 0.3
in the above mentioned experiment).
3. It is not always feasible to have a large enough number of humans, or reference
alignments, in order to assess the behaviour of a similarity measure. On the
contrary the performance-based method is completely automatic, not needing
human supervision.
4. Finally, as explained in Section 5.2.3, the ideal integration level is dependent on
the user’s view and on the requirements of particular applications. Therefore,
it is reasonable to chose an initial integration that can be established quickly,
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Figure 5.9: Response time with respect to threshold.

letting the user, or client application, chose later how it should be modified to
fit his particular needs.
Therefore, we propose to automatically train the system with a large number
of test cases, analyzing the response time with respect to the threshold. Then, we
deduce the threshold that minimize the time value, that will be proposed as the
optimal threshold of our system.
Finally, the information of subsequent “manual” tuning of the threshold can
be stored, and utilized to improve the initial threshold by using machine learning
schemes.

5.4

Experimental Evaluation

In this section we present a scalability experiment conceived to study the validity of
our approach when applied to a large base of knowledge, as well as some experiments
that illustrate the usefulness of our approach and its potential benefits.

5.4. Experimental Evaluation

5.4.1
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Scalability Study

We have empirically studied the scalability of the techniques presented in this chapter, when used to align and integrate ontological information extracted from Watson
indexes. This way, we can check whether the scenario described in Section 5.2 is
feasible or not.
Empirical analysis of costs
Our method for senses integration was originally conceived in a context of use where
only a reduced set of keywords (corresponding to a user query) were involved [Trillo 07].
In this case, the set of tests we run showed a good behaviour of the method, in terms
of performance. However, the new goal we describe in this part of our work is much
more ambitious, as the context of application grows enormously in scale. Therefore,
a scalability study is needed in order to figure out whether our integration algorithm
is applicable to a large scale context (the whole set of online ontologies indexed by
Watson) or not.
Generally speaking, we say that a system is scalable when the cost per unit of
output remains relatively constant with proportional changes in the number of units
(or size) of the inputs. There are two ways of analyzing the cost in time of an
algorithm: theoretically or empirically. We have chosen the second way, because we
already dispose of an advanced implementation of the system. To empirically study
the response time of the system, we need to run it with a statistically significant
sample of input data. Then, we will infer the performance of the system from the
obtained results.
Experimental setup
For these experiments, we used the set of synonym maps that Watson indexes hosted
on June 2008, from which we randomly selected a 10%, taking a representative keyword from each map to be used as input for our experiment, resulting in an initial
number of 28,800 keywords. After removing the keywords with only one ontology
term associated (it makes no sense to apply our integration process on them)11 , we
counted 9,156 different keywords, associated with 73,169 different ontology terms to
be clustered in this experiment. We used a threshold = 0.27 during our sense clustering step.
The computer utilized for this tests had these characteristics: 2 x Intel R Xeon R
CPU X5355 at 2.66GHz, 6GB RAM (with Red Hat Enterprise Linux 5).
Studying the size of keyword maps
The target of this experiment is to study the response in time of our system, with
respect to the number of ontology terms per keyword that have to be processed
11 A small number of keywords that could not been processed, owing to different technical reasons,
was also removed (e.g., not available in Watson indexes at the time the test was run).
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during the clustering step. We expect that the greater the number of ontology terms
associated with a keyword, the longer it takes to be integrated. Our objective is to
figure out whether this time is always limited and controllable, even for a high amount
of terms, or not. This is something hard to predict in advance, owing to the great
variability of input data, in terms of the quantity and quality of semantic information.
In Figure 5.10 we see how final results distribute. It shows the total response
time per number of ontology terms in each keyword map. Each point corresponds to
a test case (a total of 9,156 cases were run, one per different input keyword). We
have adjusted the given results to different curves, finding that the best fit is a linear
regression with equation y = 367x, and correlation coefficient R = 0.97. If we consider
the distribution of time responses, the mean value of all cases is 2.5 seconds, and the
median value is 0.5 seconds

Figure 5.10: Time vs. number of initial ontology terms per keyword.

From the given results we observe:
1. 99% of cases correspond to keywords with less than 100 associated ontology
terms. In all these cases the system’s response takes no more than a few seconds,
thus confirming its capacity of being used for real-time purposes (as it was first
conceived in [Trillo 07]).
2. The expected result time is always controlled and can be approximately predicted for any value of the input, as the ratio processing time/num. ontological
terms remains constant.
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As our alignment and integration algorithms show a controllable behaviour, we can
focus more on technical optimization issues to improve performance (parallelization,
cache schemes, etc.) when the real application scenario requires it (e.g., it is expected
that Watson indexes continue growing with time).
Studying the size of ontologies
As an additional result of our scalability study, we were interested in confirming that,
owing to the use of the Watson inverted indexes, the size of the accessed ontologies
has no effect on the response time of our techniques. Our results confirmed it, as
the cloud shaped dispersion in Figure 5.11 shows (zoomed for convenience), where
the time result according to the size of the involved ontologies appears. After having
statistically analyzed the results, we have not found any dependence between ontology
size and response time of our system.
This independence between the size of ontologies and the response time of our
system, even if expected, shows a remarkable advantage of accessing the ontological
information by using Watson, instead of other sources that require a preliminary load
step before using the ontologies. In that cases, the time taken for downloading (and
querying) the ontologies depends on their size.

Figure 5.11: Time vs. size of accessed ontologies.

5.4.2

Illustrating Examples

The main target of the test series presented in previous sections has been to study the
scalability and performance of our integration techniques. In this section we want to
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give also an idea of the quality of the results, by inspecting some selected clustering
examples. A larger human-based evaluation is pending as future work. Meanwhile,
we have inspected the results given with these polysemic words: “turkey”, “plant”,
and our motivating example “apple”. We detail the first example, summarizing the
results of the other two.
Case 1: Turkey. After synonymy expansion, the synonym map hSYN , OT i contained the keywords SYN = {Turkey, Türkei, Türkiye}, and a set of 58 ontology
terms: |OT | = 58. Our sense clustering step was carried out with threshold = 0.27.
The system grouped the initial 58 ontology terms into 9 different senses (integration
level = 0.84, according to Equation 5.1). Table 5.1 summarizes some aspects of the
integrated senses12 .
In order to experiment with different integration levels, we decreased the threshold
to 0.17, resulting in an integration level = 0.88. In particular senses 6 and 7 were
integrated into a single one (with pop = 37, syndgr = 0.38), as well as senses 3 and
4 (pop = 4, syndgr = 0.38). The others remained the same. On the contrary, if we
increase the threshold to 0.37, the number of obtained senses rises to 12 (integration
level decreases to 0.79). Particularly, sense 4 is split in two, and sense 5 is split in
three new senses.
Case 2: Plant. The obtained synonymy expansion was {plant, plants}. Watson
retrieved 52 ontology terms for these keywords. After running our clustering step,
with threshold = 0.17, 16 final senses were obtained: 14 classes and two individuals
(integration level = 0.73). The most remarkable one was a class that integrated 32
ontology terms, all with the meaning of “plant” as a kind of “living organism”.
Case 3: Apple. Watson retrieved initially 38 terms for this keyword. The synonym expansion did not add significant synonyms. Our sense clustering step, with
threshold = 0.27, grouped the initial ontology terms into nine different senses (integration level = 0.76): five individuals and four classes. Among the possible senses, we
find “apple” as “a fruit”, as an “ingredient”, as an instance of “document” in many
annotated blogs (most of them refer to the meaning of “the electronics company”),
and defined as an annotation tag in a folksonomy13 .
In order to give a further idea of the effect of the integration, we have also explored
12 The

ontologies mentioned in Table 5.1 can be found at:

http://islab.hanyang.ac.kr/damls/Country.daml,
http://139.91.183.30:9090/RDF/VRP/Examples/tap.rdf,
http://reliant.teknowledge.com/DAML/Economy.daml,
http://reliant.teknowledge.com/DAML/Economy.owl,
http://morpheus.cs.umbc.edu/aks1/ontosem.owl,
http://www.berkeleybop.org/ontologies/obo-all/mesh/mesh.owl, and
http://139.91.183.30:9090/RDF/VRP/Examples/epitaph.rdf
13 http://www.aaronland.info/weblog/2004/05/12/5481/flickr.rdf, last accessed on 4th August
2009.
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#

type

pop

syndgr

comments

1

class

1

0

It appears as “a country” in Country.daml
ontology.

2

class

1

0

In tap.rdf ontology (however its ontological context does not clarify its meaning).

3

class

2

0.48

Integration of “turkey” as “a livestock”
from the Economy.daml and Economy.owl
ontologies.

4

class

2

0.28

Integration of “turkey” as “a bird” from
the ontosem.owl and mesh.owl ontologies.

5

individual

12

0.61

It integrates many instances of “turkey”
as “light meal”.

6

individual

34

0.42

It integrates many instances of “turkey”
from annotated conversations in social
webs, most of them referring to meanings
similar to “place”, “country”, “area”.

7

individual

3

0.62

Integration of “turkey” as an instance of
“a place”, from different versions of epitaph.rdf ontology.

8

individual

2

0.41

It integrates “turkey” as an instance of
“document” in annotated blogs.

9

individual

1

0

It comes from a test ontology, being an
instance of “Foo”.

Table 5.1: Summary of the senses obtained for “turkey”.

the application of our method to some selected keywords, by comparing the initial
number of ontology terms with the final number of integrated senses. In Table 5.2
the results of the clustering14 of these keywords is shown, in terms of the cardinality
of their keyword maps and the number of obtained senses. These examples illustrate
the ability of our system to reduce the number of repeated senses one can discover on
the Semantic Web, to represent the meaning of a keyword.
Comments on the results
Our examples show the ability of our system to reduce the number of repeated senses
one can discover on the Semantic Web, to represent the meaning of a keyword. It
is specially useful to cluster terms form different versions of the same ontology. Also
references in social tags, where semantics is quite poor, are easily grouped. We have
14 Run

with threshold = 0.19.
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keyword

# initial terms

# final senses

appalachian

7

1

apple

39

7

free

51

2

mace

7

3

plant

52

18

poll

5

4

turkey

58

8

stein

5

1

Table 5.2: Effect of clustering on some selected examples.

also found that very different meanings are not wrongly mixed easily (e.g., “turkey”
as “country” with “turkey” as “food”).
On the other hand, a total integration of all terms of the same type referring to the
same meaning is hard to obtain, because of the very different semantic descriptions
sometimes used to model the same concepts. We have also found that some expected
meanings do not appear among our results. It is a consequence of the still limited
coverage of the current Semantic Web.

5.5

Summary of the Chapter

We have analysed and exemplified the problem of semantic redundancy in this chapter
(the excess of different semantic descriptions, coming from different sources, to describe the same intended meaning), which is one of the issues caused by the semantic
heterogeneity on the Web.
In order to solve that, we have proposed in this chapter a method to perform a
large scale integration of ontology terms, which clusters the most similar ones into a
set of integrated senses, when indexing huge amounts of online semantic information
in Watson.
We initially group all ontology terms indexed in Watson that have synonym labels
and identifiers. We apply an agglomerative clustering algorithm to all these initial
groupings, examining the semantic similarity of their ontology terms, and producing
a pool of clusters of cross-ontology terms free of redundancy (to a certain extent).
The method is flexible enough to dynamically modify the integration level according
to the user point of view, by tuning the similarity threshold. We have also explored
possible methods to find a suitable initial integration level, finally proposing one that
is based on performance optimization.
A scalability study has been performed in order to investigate the feasibility of
our proposal. The results show that our techniques lead to processing times that are
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controllable and predictable, thus making scalability possible. We have also studied
the application of our techniques to a set of selected keywords, in order to give an
insight into the benefits of the approach and to illustrate its ability to reduce the
number of repeated senses one can find on the Semantic Web.
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Chapter 6

Sense Disambiguation
Many applications of the Semantic Web need to discover the intended meaning of
certain textual resources (e.g., data to be annotated, or keywords to be searched) in
order to semantically describe them. As we discussed in Chapter 1, this is hampered
by the issues caused by the semantic heterogeneity on the Web, namely redundancy
and ambiguity. In previous chapters of this thesis (Chapters 4 and 5) we have examined our proposal to solve the redundancy problem, conciliating and clustering
semantically equivalent terms (by means of ontology matching techniques), in order
to create a pool of inter-ontology terms, each one associated with a different intended
meaning. This enables semantic applications to be more efficient when finding and
selecting suitable semantic descriptions from the Semantic Web.
Nevertheless, the other important issue remains open, which is the ambiguity problem, or the existence of different possible meanings associated with the same word.
Word sense disambiguation, or the ability of computers to automatically determine
the right sense of words according to the context where they appear, can help solve
this issue.
In this chapter we start discussing the interest of disambiguation and the problems that emerge when applied to unstructured web contexts. Second, we analyze
some characteristics and limitations of current approaches, and identify the desirable
features of a Web-oriented disambiguation method. Third, we further discuss the
problem of context selection. Fourth, we detail our proposed disambiguation method
and, finally, we show our experimental results.

6.1

The Ambiguity Problem

Word sense disambiguation (WSD) techniques try to pick the most suitable sense
of an ambiguous word according to the context (usually their surrounding words) in
which it appears [Weaver 55, Agirre 06]. For example, the word plant could mean1
“buildings for carrying on industrial labor” or “a living organism lacking the power
1 According

to WordNet 3.0 definitions (http://wordnet.princeton.edu/).
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of locomotion”. It is expected that, in a text about car manufacturing, plant is used
in the first sense, whereas the second meaning may be the correct one on a web page
about gardening. WSD is a well-known problem in the domain of Computational
Linguistics, Natural Language Processing [Pedersen 05], and others.

6.1.1

The interest of WSD for the Semantic Web

In the Semantic Web domain, disambiguation is a much harder yet fundamental
problem [Sheth 05]. We argue that disambiguation techniques can help bridge the
gap between syntax and semantics needed for the construction of the Semantic Web.
In fact, as previously discussed in this thesis, the Semantic Web is an evolution of the
current Web (consisted largely of human-readable documents) to one that includes
data and information for computers to manipulate [Shadbolt 06]. In order to attain
this goal, the semantics of web resources should be clearly defined. However, it is
unrealistic to expect that the volume of web resources semantically annotated by
hand will someday reach the critical mass that the Semantic Web requires to become
a reality. For this reason, we think that it can largely benefit from methods that help
determine automatically the semantics of textual resources on the Web [Cimiano 04,
Dill 03], which also include WSD techniques.

6.1.2

WSD in Unstructured Web Contexts

Traditional WSD techniques utilize many context features for disambiguation (partof-speech, collocation, discourse, syntactic features, surrounding words, etc.) when
dealing with ambiguities in well-formed texts and sentences [Agirre 06]. Unfortunately, these features are not available in certain Web-based systems, where the context consists of unstructured bags of words, as keywords in user queries, or tags in
folksonomies, for example. In fact, far from using semantic annotations, web users
are becoming more and more accustomed to using tags, mainly in the context of social networks. The definition of tags is a loose and implicit process where ambiguity
might remain [Shadbolt 06, Angeletou 08]. Therefore, user tags provide an unstructured and highly heterogeneous context for disambiguation: usually free text, where
syntactic analysis cannot be applied (as there are not well-formed sentences), and
often referring to subjective impressions of users (e.g., “my favourite”, “amazing”)
or technical details (e.g., “Nikon”, “photo”). Therefore, the problem of determining
what are the context words that better help in the disambiguation arises, as many
user tags are useless (or even harmful) for disambiguation.

6.1.3

Overview of our Proposed Disambiguation Method

In this chapter, we formulate the hypothesis that the most significant words in the
disambiguation context are the most highly related to the word to disambiguate. It
serves as basis for the intelligent context selection technique that we propose. This
context selection technique is used as the starting point in the complete disambiguation method that we also propose in this chapter. Our method combines:
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1. The use of a Web-based relatedness measure.
2. The overlap between the semantic descriptions of the word to disambiguate and
the words in the context.
3. The frequency of use of senses.
Our disambiguation method is not limited to the use of WordNet [Miller 95], or
any other predefined ontology or lexical resource, as a source of word senses. On the
contrary, it dynamically exploits online ontologies, in addition to any other available
resource.
In summary, our disambiguation method is intended to provide well defined senses
for ambiguous terms utilized in unstructured web contexts, expressing these senses by
means of dynamically selected ontology terms. The most remarkable differences with
traditional methods are its independence with respect to a single lexical database,
corpus or dictionary to provide candidate keyword senses, and the use of a semantic
relatedness measure based on a web search engine, to maximize the possible interpretations of words according to the content of the Web.

6.2

Desirable Features for a Web-oriented Disambiguation Method

In this section we review some characteristics of traditional WSD methods, to better
understand some of their limitations and help identifying the desirable features for a
Web-oriented disambiguation method.
First, we remember here that techniques for explicit WSD can be classified in
three groups [Agirre 06] (see Chapter 2 for further details). This classification is
approximate, and combined techniques are not rare (our own method falls between
the first and second group):
1. Knowledge-based or dictionary-based methods, that rely on electronic dictionaries, thesauri and lexical knowledge bases, without any corpus evidence. They
usually rely on semantic measures computation (e.g. [Pedersen 05, Resnik 95a]).
2. Unsupervised corpus-based methods, which avoid external information and work
with raw unannotated corpora. These methods usually induce word senses from
training text by clustering word occurrences, classifying the new occurrences
into the induced clusters/senses (e.g. [Mohammad 07, Ion 07]).
3. Supervised corpus-based methods, that make use of annotated corpora to train
from, or as seed data in bootstrapping process. They have given the best results so far, however suffering from the so-called knowledge acquisition bottleneck [Escudero 00], a major drawback that limits their potential and scalability
(e.g. [Tratz 07, Mihalcea 05]).
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The different periodic exercises carried out by Senseval initiative2 , have confirmed
that the highest ranges of accuracy are only reached by supervised methods [Snyder 04,
Pradhan 07]. As a matter of fact, unsupervised ones usually score below the “most
frequent sense” baseline. Nevertheless, in spite of their difficulties, we advocate for
unsupervised and knowledge-based methods as the most suitable ones for the Semantic
Web. The knowledge acquisition bottleneck problem makes supervised methods less
viable given the fast growth of semantic content currently available online and the
dynamism required by emergent semantic applications.
Many unsupervised methods, however, require pre-processing tasks. For example,
in [Mohammad 07] they construct a co-occurrence matrix with the categories of the
utilized thesaurus, populated with frequency counts from a corpus. This hampers the
use of the method with unrestricted and dynamically selected sources of senses, as
we want to do. Also moderately supervised methods, like SenseLearner [Mihalcea 05]
result of great interest, as they increase generality with respect to purely supervised
ones, while preserving a good performance. However, SenseLearner exploits certain
features, such as collocation or part-of-speech, which are difficult to apply in contexts
with unstructured bags of words.
A majority of traditional disambiguation methods [Agirre 06, Pedersen 05] rely
on specific lexical resources (as WordNet) or certain predefined ontologies to operate.
This leads to coverage problems when dealing with words or meanings not present
in WordNet. On the contrary, we search on the Semantic Web as a source of word
senses, in addition to WordNet (and any other local ontology). For example, the term
developer does not appear in WordNet 3.0 meaning “someone who develops software”,
but can be found in various online ontologies3 .
In summary, we have identified the following desirable characteristics for a disambiguation method to be used on the Web:
1. Non supervised method. We consider dictionary based and unsupervised methods as more suitable for their application in such an open context as the Web,
owing to the problem of knowledge acquisition bottleneck that affects the supervised methods. Of course, they can be combined with supervised techniques
to enrich the given results.
2. Independence of a single lexical resource to provide candidate keyword senses.
Although using a huge lexical database, such as WordNet, provides many benefits, dependence on a particular lexical resource is not desirable because we
depend on its availability, and some possible senses could not appear on it.
We propose the use of a pool of online ontologies (in addition to other local
resources, e.g., WordNet) to discover the candidate senses of a keyword.
3. Independence of a single ontology to compute semantic relatedness. Many traditional disambiguation methods use semantic measures restricted to terms in
2 See http://www.senseval.org/. Its mission is to organize and run evaluation and related activities
for the semantic analysis of text.
3 E.g., http://usefulinc.com/ns/doap#developer
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WordNet [Resnik 95a, Pedersen 05, Leacock 98] or rely on a corpus to compute information content [Resnik 95a], so if a keyword cannot be found in these
resources, its semantic relatedness with respect to other terms cannot be computed. Nevertheless, almost any term we can imagine can be found in the Web,
so we suggest using our web-based semantic relatedness measure (see Chapter 3)
to take advantage of the broad coverage of possible word interpretations implicit
on the Web.
These desirable features have guided our research on a sense disambiguation
method, as we will see in the rest of the chapter.

6.3

The Problem of Context Selection for Disambiguation

In this section we show how selection of context has been treated in WSD, and we
analyse how these traditional approaches are difficult to apply in many web applications, thus needing new solutions.

6.3.1

Context in Explicit Word Sense Disambiguation

Disambiguation methods need the selection of a certain context in order to operate.
This context is usually extracted from a window of surrounding words around the
one to be disambiguated. Frequently, they come from the whole sentence where the
word to disambiguate appears. Weaver, in his early work about machine translation [Weaver 55], already acknowledged that context is crucial. Also Kaplan, in the
1950s, studied the problem of context in ambiguity [Kaplan 55]. He determined that
two words of context on either side of an ambiguous one has the resolving power of
a whole sentence of context. This size of four surrounding words for the window of
context is still commonly used in contemporary methods. Kaplan also showed that
substantive contexts (not entirely composed of articles, prepositions, and other “particle” words) contribute more than particle contexts (entirely composed of “particle”
words) to ambiguity reduction.
Also collocation (words appearing in the same location in a sentence) has been
exploited in WSD. In [Yarowsky 95], Yarowsky explored the strong tendency for words
to exhibit only one sense in a given collocation. For example the ambiguous word
“plant” preserves its meaning in all its occurrences within the collocation “industrial
plant”, regardless of the rest of the context where this collocation occurs. The same
work also explores the property of words of referring to the same meaning within the
same document (one sense per discourse) as a powerful way to disambiguate. For
example, it is highly probable that “plant” refers always to its “life form” meaning
within a text about gardening.
Nowadays, context is well understood in WSD. Each part-of-speech, or even each
word, can benefit from the different types of knowledge to be disambiguated [Agirre 06]:
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for example nouns can benefit from a wide context and local collocations, while verbs
exploit syntactic features better.

6.3.2

The Problem of Context in Web Applications

In explicit WSD, many features can be exploited in order to determine a context
suitable for disambiguation (part-of-speech, collocation, discourse, syntactic features,
surrounding words, etc.). However, we have found that context selection becomes
a major problem when applied to certain web-based systems. For example, the use
of keyword based queries has become almost a standard in web systems to search
for information. When dealing with sets of keywords, we cannot take advantage
of the syntax of a whole sentence, the collocation of the words, the analysis of the
part-of-speech, etc. Furthermore, typical user queries have a very limited number of
keywords [Silverstein 98], commonly no more than three, thus limiting the context
to disambiguate. In information retrieval tasks, an implicit disambiguation is carried
out thanks to co-occurrence of words in similar web documents [Stokoe 03], but this
benefit is not granted when a keyword-based query is applied to other purposes.
There are another scenarios on the Web in which the problem of context selection
becomes even more difficult, as for example the use of tags in folksonomies. The
selection of tags, when users annotate resources on a social network, is completely
unbounded, not following a particular rule, language or style. Amongst user tags
we can frequently find terms which do not describe directly the annotated object,
but perceptions of the user (“my favourite”, “nice”, “cool”) or technical details of
the source (e.g.,“Nikon” or “photo” as annotation of a picture). These terms, even
loosely related to the annotated resource, are not significant enough to determine its
meaning.
To illustrate this, let us suppose that we want to disambiguate the word “turkey”
in the following contexts (extracted from the set of tags that annotate two pictures4
in Flickr5 ):
Example 6.1. roasted, perfect, poultry, son’s, meat, set
Example 6.2. istambul, timothy, mosque, solitude, sofia, hdr
As human observers, we can easily recognize that, in Example 6.1, the word turkey
represents the “flesh of large domesticated fowl”, while in Example 6.2 the intended
meaning is, more likely, the “Eurasian country”. The most helpful words to decide
the meaning are roasted, meat, poultry in the first case and istambul, sofia, mosque
in the second, while perfect, son’s, set and timothy, solitude, hdr are useless to decide
the correct sense of turkey. In the next section we propose a method to emulate
the human behaviour when choosing the appropriate words in the disambiguation
context. It will be the first step of the complete disambiguation method that we also
describe in the next section.
4 http://www.flickr.com/photos/cobalt/67047133/ and
http://www.flickr.com/photos/neesam/873970184/, last accessed on 14 April 2009.
5 A social network application to share pictures on the Web (http://www.flickr.com/).
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As mentioned above, we have found that context selection becomes a major problem
when applied to certain Web-based systems for which well-formed sentences are not
available, as it is the case of sets of user keywords, or tags in folksonomies.
In this section we start presenting our solution for an intelligent selection of the
disambiguation context when no other features than an unstructured set of words
are available. This constitutes the first step of a complete disambiguation process
that determines the right sense of a given keyword, according to the context in which
it appears. According to the classification given in Section 6.2, our technique can
be considered both knowledge-based (it exploits the semantic description of senses
in ontologies) and unsupervised (it uses a non annotated corpus, which is the Web
reachable by a search engine, as a source of semantic relatedness). Our disambiguation
technique reuses some well-established ideas from dictionary-based methods, however
making them fully applicable to such an open context as the Web. Here are some
remarkable aspects that characterize this method:
1. It exploits any pool of ontologies as a source of word senses, particularly online
ontologies from the Semantic Web.
2. It is independent of any particular corpus or lexical resource (as WordNet).
3. It relies on a relatedness measure that exploits the Web as corpus.
Our disambiguation method is not intended to substitute other well-established
ones, but to be used in situations where others have difficulties to operate, for example
when:
1. Dealing with unstructured contexts, as folksonomy tags, search query terms,
etc. instead of well-formed texts and sentences.
2. Knowledge sources are not known in advance, and must be selected dynamically.
3. Maximizing the coverage of possible interpretations of a word (e.g., by accessing
online ontologies to complement other resources such as WordNet).
Figure 6.1 shows the scheme of our approach (to be detailed in the rest of the
section): An ambiguous keyword and its context are introduced as input. Then, a
process selects the more effective context words for the disambiguation. After that,
online and local resources are accessed to provide a set of candidate senses for the
keyword. Finally, our disambiguation algorithm is run and the senses are weighted
according to their likeliness of being the right one. For simplicity, we consider only one
keyword to disambiguate, although the algorithm can be iteratively repeated when
more keywords need disambiguation. The figure represents Yahoo!6 and Watson7 as
sources of web frequencies and online ontologies respectively, but others can be used.
6 http://yahoo.com
7 http://watson.kmi.open.ac.uk/WatsonWUI/
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Figure 6.1: Scheme of the disambiguation method.

As motivating example, let us suppose that we want to disambiguate the keyword
kd = “turkey” in the context given by Example 6.1:
C={roasted, perfect, poultry, son’s, meat, set}.
In the rest of this section, we explain how to select the most suitable words from
the context to disambiguate, how to obtain candidate senses for the ambiguous word
and, finally, how to deduce the most probable one.

6.4.1

Disambiguation Context Selection

We denote K ⊆ S the set of all possible keywords. Let us call C ⊆ K the set of keywords of the disambiguation context, and kd ∈ K the target keyword to disambiguate.
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In the rest of the chapter, we will not further distinguish between words and keywords,
that will be interchangeable.
Definition 6.1. Active context word. Given a context C and a keyword to
disambiguate kd , we define active context word as any ki ∈ C which turns out to be
significant for the disambiguation of kd . It will be denoted as ki → kd .
Whether a word in C is significant for the disambiguation of kd or not, is something unknown in advance that should be inferred empirically after a disambiguation
process, unless one applies some a priori hypothesis to decide it, as the one we will
see later in this section.
Definition 6.2. Active context. Given a context C and a word to disambiguate
kd , we define active context as a set C a ⊆ C such that ∀ki ∈ C a , ki → kd .
We define inactive context to be the dual concept, that is, any subset of C which
does not contain any active context word.
Notice that all the words in C a are active context words, but C a is not constrained
to contain all the active context words in C. This is not necessary since, according
to Kaplan’s experiments [Kaplan 55], there is a number of words above which the
context does not add more resolving power to the disambiguation. Therefore C can
induce different active contexts, giving us the liberty of adjusting the cardinality of
C a to our necessities. In order to construct a suitable active context C a , we rely on
the following:
Hypothesis 6.1. Given a context C and a keyword to disambiguate kd , the likelihood
of any ki ∈ C to be an active context word is proportional to the semantic relatedness
between ki and kd .
The previous hypothesis generalizes the intuition followed in [Espinoza 08] for
the disambiguation of terms in multilingual ontology enrichment, and points out a
simple mechanism for context selection, which is the relatedness computation between
words. In Section 6.5 we confirm the validity of this supposition. This idea can be
compared with the use of relatedness for disambiguation [Pedersen 05], but targeted
to the preliminary and separate task of context selection.
Based on this hypothesis, we propose the following method for the selection of
active context words in the disambiguation of kd ∈ K with a context C ⊆ K:
Algorithm 6.1 (Active context selection).
initialize C a = ø
remove stopterms and repeated terms from C
for each ki ∈ C do
ri = rel(kd , ki )
end for
arrange C in descending order according to {ri }
for each ki ∈ C and while |C a | ≤ max do
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if ri ≥ thres then
add ki to C a
end if
end for
In the previous algorithm, rel(x, y) represents a particular measure of semantic relatedness between two words (we use Equation 3.6 here), thres (threshold) determines
whether a context word is significant enough to be included in the active context or
not, and max is the maximum cardinality of the active context. The output of this
process is an active context C a ⊆ C containing the set of active context words.
When computing the relatedness between turkey and each context word in our
example, we obtain the results given in Table 6.1.
roasted

perfect

poultry

son

meat

set

0.30

0.21

0.29

0.19

0.29

0.19

Table 6.1: rel(x, y) between turkey and the words in the context of Example 6.1.

Therefore, after applying Algorithm 6.1, the selected active context is8 :
C a ={roasted, meat, poultry}
To further illustrate this, we have also run the algorithm with the context given
in Example 6.2, obtaining the results shown in Table 6.2, from which we can deduce
that the active context words would be istambul, mosque, sofia in this case. In these
particular examples the selected active context coincides with human intuition.
We clarify that our intention is to reduce the context for disambiguation purposes
only. Other goals, as data retrieval, could still benefit of words that are irrelevant for
disambiguation purposes. For example, the words “nice picture” could be relevant for
a user looking for photos that others have evaluated positively. Therefore we do not
discard or delete these words from the context, but only ignore them in the process
of selecting the most probable sense of another word.

6.4.2

Obtaining Candidate Senses

In order to define the possible senses of kd , certain semantic descriptions must be
provided, which can be obtained from different sources of knowledge, such as WordNet [Miller 95], local ontologies, and pools of online ontologies (accessed by means of
Watson [d’Aquin 07] or Swoogle [Finin 05], for example).
The output of this process is a set of candidate senses, denoted Skd , that describe
the possible meanings of kd . Each sense si ∈ Skd corresponds to an ontology term
(class, property, or individual), or to the integration of various ontology terms of
8 Using thres = 0.22 (an empirically inferred value, currently used in our prototype) and max = 4
in the algorithm.
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istambul

timothy

mosque

solitude

sofia

hdr

0.39

0.18

0.27

0.17

0.26

0.16

Table 6.2: rel(x, y) between turkey and the words in the context of Example 6.2.

the same type, when some integration technique is applied (as the one described
in [Trillo 07] or in Chapter 5). A sense describes the semantics of the term by means of
its synonyms, hierarchical graphs, natural language description, etc (see Definition 5.8
in Chapter 5).
In our example, different possible senses are obtained to describe turkey. We have
accessed Watson and WordNet 2.0 to obtain candidate senses, integrating the ones
that were similar enough. Table 6.3 shows some of the obtained senses (these are
represented, for simplicity, indicating their source ontologies9 and direct hypernyms
only).

6.4.3

Disambiguation Algorithm

The input to this process is the keyword kd to disambiguate, its active context C a ,
and its set of possible senses Skd . The output will be a weight for each possible
sense si ∈ Skd , denoted si |score , that represents the confidence level of being the right
keyword sense according to the context.
Actually, our disambiguation algorithm is a sequential combination of three subalgorithms, each one corresponding to the three main contributions that we take into
account to compute the confidence level of each sense: 1) the web-relatedness between
the sense and the words in the context, 2) the overlap between the semantic description of the sense and the words in the context, and 3) the frequency of usage of each
sense.
Step 1: Web-based relatedness. First, we want to explore the semantic relatedness among the senses of kd and the words in the context. For this task, we use our
Web-based relatedness measure between ontology terms and words (see Section 3.3.3).
The idea is to establish comparisons between each sense in Skd and the words in the
context, following this algorithm:
Algorithm 6.2 (Initial disambiguation).
for each sense si ∈ Skd do
for each keyword kj ∈ C a do
rj = rel(si , kj )
end for P
si |score = j rj /|C a |
end for
9 The ontologies mentioned in the table can be found at
http://islab.hanyang.ac.kr/damls/Country.daml and http://morpheus.cs.umbc.edu/aks1/ontosem.owl
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sense

type

source

direct hypernyms

s1

Class

WN + Country.daml

country, West Asia

s2

Class

WN + Ontosem.owl

poultry, bird

s3

Class

WN

unpleasant person

Table 6.3: Integrated senses obtained for “turkey” (summary). WN stands for WordNet.

where rel(s, k), computed with Equation 3.12, measures the relatedness between sense
s and keyword k.
Step 2: Context overlap. Sometimes co-occurrence of terms on the Web is not
enough to conclude which sense should be activated in the disambiguation. For this
reason we add to the previous computed relatedness a factor that measures the overlap between the words that appear in the context and the words that appear in the
semantic definition of the sense. For this purpose we use the following algorithm:
Algorithm 6.3 (Adding context overlap).
maxScore = max(s1 |score , .., sn |score )
for each si ∈ Skd do
signature = bag of words in OCsi
a
)
overlap = ComputeOverlap(signature,C
min(|signature|,|C a |)
newScore = si |score + (1 − maxScore) ∗ overlap
si |score = newScore
end for
where OCs denotes the ontological context of s, that is, the set of ontological elements
that characterize its semantics. It comprises synonyms, glosses, and labels, as well
as glosses and labels of other related terms, such as (depending on the type of term)
hypernyms, hyponyms, properties (also meronyms and holonyms, when using WordNet), domains, ranges, etc. In our algorithm, signature is an aggregation of the words
that appear in the ontological context of the sense si . ComputeOverlap(A, B) is a
function that returns the number of words in common, ignoring stop terms, between
the bags of words A and B. The newScore gives 1 when the sense shows maximum
relatedness as well as total overlap at the same time.
The idea of Algorithm 6.3 somehow corresponds to the Simplified Lesk algorithm [Kilgarriff 00], which studies the overlap between the gloss that describes a
sense and the words in its surrounding context, and to the Banerjee and Pedersen’s
extended gloss overlap measure [Banerjee 03]. The main difference is that we do not
only exploit glosses but any other information available in the ontological context.
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Step 3: Frequency of usage. The skewed frequency distribution, or dominant use
of certain senses in text collections, is a strong indication of the importance of frequency statistics for WSD [Stokoe 03]. It justifies considering the effect of frequency
of use of senses in the disambiguation.
At this point of our method, we already have a score for each sense that represents
its relatedness and overlap with respect to the context words. However, sometimes
these values are too close each other to clearly determine which one is the right sense.
Is in this case neither relatedness nor overlap have been conclusive, so we add the
frequency of usage of senses (this information, not present in all sources, is available,
for example, in WordNet):
Algorithm 6.4 (Adding frequency of usage).
maxScore = max(s1 |score , .., sn |score )
for each si ∈ Skd do
if si |score > proximityF actor ∗ maxScore then
newScore = si |score +
(1 − maxScore) ∗ normF req(si )
si |score = newScore
end if
end for
where proximityF actor ∈ [0, 1] helps to indicate whether the existent scores are a
clear indicator of the right sense or, on the contrary, they are too close to each other
and the frequency factor should be applied; and normF req(si ) is a function that
retrieves a value in [0,1] proportional to the frequency of usage of si . The particular
normalized frequency function we use is intended to “smooth” the possible differences
of frequency counts among all senses of a word, by making them linear under a square
root function:
s
f requencyi
normF req(si ) = a P
+b
j f requencyj
where heuristic parameters10 a and b are constrained by a, b ∈ [0, 1] and a + b = 1.
The proposed formula for newScore in the algorithm is intended to give 1 when
si shows maximum relatedness, maximum overlap, and maximum frequency of usage
at the same time.
After applying this process to the keyword senses in our example, we obtain the
following weights for the different senses:
s1 |score = 0.23
s2 |score = 0.93
s3 |score = 0.18
10 We have used a = b = 0.5 in our experiments (empirically inferred from our internal tests), as
well as a proximityF actor = 0.75.
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Therefore, the sense that the application chooses as the most probable one for
turkey, in the given context, is s2 , which represents its meaning as poultry (and corresponds with the human observation, in this case).
Less relevant filtering. Optionally, once the disambiguation algorithm finishes
and all the possible senses of a keyword have been ranked, the system may apply a
less relevant filtering in order to omit the senses with the lowest weights. This feature
is specially interesting if many senses are discovered for a keyword, making easier the
selection task if user intervention is required. This filter is performed in three steps:
1. The highest weight is selected Wmax = max({si |score })
2. The linear function f (si |score ) = (si |score /Wmax ) is computed for all si ∈ Skd .
3. A threshold u ∈ [0, 1] is applied, omitting those senses with f (si |score ) <= u.
In our prototype we use a default filter with threshold u = 0.4 but it is configurable according to the necessities of the user. If the system does not discover the
intended sense, the threshold can be lowered or the filter could be disabled before
trying again.

6.5

Experimental Evaluation

We have performed three different experiments to validate our ideas: First, we show
some simple examples that illustrate the capabilities of our method, pointing out
its benefits with respect to other WordNet-based techniques. Second, a comparison
of our disambiguation results to some reference semantic annotations provided by
SemCor2.0 corpus is provided. Finally, we present a larger experiment that explores
the use of social tags as disambiguation context. In this latter experiment we evaluate
not only our disambiguation algorithm but our context selection technique as well.

6.5.1

Illustrative Examples

In this section we apply our disambiguation algorithm to some particular examples
in order to show the scope of our method and some of its advantages.
Let us suppose that a user wants to find some online tutorials about different programming languages on the Web. The initial query to a web search mechanism could
be composed of the following keywords: {tutorials computer language online}. A
Google search returns 42,500,000 hits11 and among the first results some pages about
courses to learn languages (French lessons, English grammar, etc.) can be found12 .
These unwanted results are caused by the imprecision inherent to that query. Let
us suppose that we want to disambiguate all these keywords in order to construct a
11 On

29 May 2009.
http://www.booksfactory.com/tutorials/languages.htm

12 E.g.,
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semantic query to retrieve data underlying ontologies [Trillo 07, Bobed 08], or simply to enhance the query in order to improve the precision of the final retrieved
information [Stokoe 03]. For these purposes, we apply our disambiguation algorithm
(Section 6.4.3) to any keyword in the query. We postpone however the evaluation of
our context selection technique until Section 6.5.3, so in this particular experiment we
use the rest of keywords in the set as context to disambiguate each one. Let us start
comparing the differences between purely WordNet-based methods and our approach
when tackling the above mentioned example.
1. WordNet-based methods. If the disambiguation is performed by means of any
existing WordNet-based method, some immediate problems arise: 1) “online”
does not appear in WordNet13 , 2) “tutorial” appears as noun in WordNet: “session of intensive tuition given by a tutor to an individual or to a small number
of students” but it could not be the intended sense, so any WordNet-based
disambiguation process would be unsuccessful or incomplete.
2. Proposed method. The previous problems can be solved by our disambiguation
method: even if “online” does not appear in the ontologies, it can still contribute
to the disambiguation process, because it is indexed by web search engines and
Function 3.12 can be still computed and used to disambiguate another keywords. Nevertheless, “online” is retrieved from other ontologies that our system
accesses. For example it appears in iso-metadata14 as a property, or in course
ontology15 . The keyword “tutorial” is also obtained from other ontologies. In
swpg.rdf16 it appears with a sense closer to the user intended meaning (subclass
of “instructional material”).
After the process of obtaining candidate senses, we have obtained seven possible
senses for “language” (six classes, one property), four classes for “computer”, three
classes for “tutorial”, and two classes and one property for “online”. Then, we applied
four times our disambiguation algorithm in order to weight the possible senses of each
of these four keywords. Table 6.4 shows the final disambiguation results which reflect
the intended user meaning for all the query keywords.
To conclude this section, we show in Table 6.5 the disambiguation result of a
second example, with the keyword set: {Astronomy star planet}. Our prototype
discovered 1, 10 and 4 senses respectively for them, and selected the most probable
senses for each keyword in this context.

6.5.2

Comparison to Annotated Corpus

In the following experiment, we illustrate the use of our disambiguation method when
compared to a set of already disambiguated words in an annotated corpus.
13 However

the variant “on-line” appears in WordNet2.0 as an adjective.

14 http://loki.cae.drexel.edu/∼wbs/ontology/2004/02/iso-metadata.
15 http://harth.org/2002/course.
16 http://139.91.183.30:9090/RDF/VRP/Examples/SWPG.rdf.
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Keyword

Ontology

Type

Hypernyms Synonyms

Description

language

WordNet

Class

{Word, language unit,
linguistic
unit}

{language,
terminology,
nomenclature}

“a system of words
used to name things
in a particular discipline”

computer

WordNet

Class

{Machine}

{computer,
data processor,
computing
device, ...}

“a machine for performing calculations
automatically”

tutorial

swpg.rdf

Class

{Instructional
material}

{tutorial}

“...connected
to
the contents of a
Course and provide
helpful tips in order
to achieve certain
goals”

online

course

Class

{location}

{online}

-

Table 6.4: Selected senses for {language computer tutorial online} after disambiguation.

In this experiment we disambiguate the same list of highly ambiguous nouns used
in the experiment described in [Duca 07] (glass, earth, plant). For each word, we have
randomly selected ten sentences from SemCor2.0 corpus17 in which it appears with
well defined WordNet senses. The target of the experiment is to disambiguate each
selected word within each of their ten sentences, thus running 30 different disambiguation processes. We use the other words in the sentence as context to disambiguate, by
merely selecting a window of two significant words around the ambiguous one (again,
we postpone the evaluation of our context selection technique until Section 6.5.3).
We have applied our disambiguation algorithm to each of the 30 cases to obtain
the sense we consider the most relevant, and we have compared it with the SemCor
annotations. In Table 6.6 we show the averaged ratio of successful disambiguations.
We compare it with two baselines: one corresponding to random selection of senses,
and other corresponding to selection of the most frequently used sense (MFS).
This experiment, without being conclusive, also illustrates the usefulness of our
disambiguation algorithm: even dealing with highly ambiguous words we have a high
probability of picking up the most suitable one with our method (almost 40% greater
than a random selection).

17 http://www.cs.unt.edu/∼rada/downloads.html
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Keyword

Ontology

Type

Hypernyms Synonyms

astronomy

WordNet

Class

{physics}

{astronomy, “the
branch
of
uranology} physics that studies
celestial bodies and
the universe as a
whole”

Description

star

WordNet

Class

{celestial
body}

{star}

“(astronomy) a celestial body of hot
gases...”

planet

WordNet

Class

{celestial
body}

{planet}

“any of the celestial bodies that revolve...”

Table 6.5: Disambiguation result for {astronomy star planet}

6.5.3

Evaluation in Social Tagging

We have performed a larger experiment conceived to validate our context selection
technique, as well as our disambiguation algorithm, in a situation close to a real
usage on the Web. The idea is to explore the use of ambiguous terms in web searches,
particularly when looking for pictures in Flickr18 . As expected, many ambiguous
terms can be interpreted differently depending on each obtained picture (e.g., a search
of java in Flickr retrieves photos of “coffee beans”, as well as landscapes of “the
Indonesian island”). We are interested in observing the behaviour of our system
when finding out the right meaning of the ambiguous search keyword, according to
the context (user tags) in which it appears in each photo, in order to compare it to a
human-based reference annotation.
For this purpose, we have used a corpus of 350 pictures extracted from Flickr,
each one with its title and set of user tags. They were obtained from the first 25
results of different Flickr searches on the following ambiguous keywords19 (one search
per keyword): java, plant, star, turkey, film, arm, bush, bank, plane, clipper, nickel,
mail, vessel, and mouse. We asked two external evaluators (both university graduates
and highly skilled in English)20 to annotate the intended meaning of the ambiguous
word in each photo (exceptionally, a second possible meaning could be provided). For
this purpose they considered the picture itself, its title, and the words in the set of tags.
The evaluators used WordNet 2.0 as source of possible senses, but they could leave
the picture untagged when they were not satisfied with any available meaning. We
consider that using only WordNet as a source of senses somehow limits the evaluation
of our approach, which is able to operate with any ontology dynamically selected from
a pool. However, we have chosen WordNet in this experiment to compare with the
18 http://www.flickr.com/
19 Each selected keyword has various senses in WordNet and its most frequent one was present
among the retrieved set of pictures (to allow comparisons with the “most frequent sense” baseline).
20 Here we follow the guidelines of disambiguation benchmarks [Snyder 04, Pradhan 07] that commonly use two human experts to create reference semantic annotations.
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Table 6.6: Disambiguation results

Ambiguous word

Precision

Random baseline

MFS baseline

glass

30%

14%

30%

earth

60%

14%

60%

plant

80%

25%

40%

AVERAGE

57%

18%

43%

“most frequent sense” baseline that it provides.
The inter-annotator agreement was 79% (which is a normal value in this kind
of fine grained WordNet-based experiments). Excluding the disagreements and the
untagged cases, the corpus was reduced to 240 cases. The average polysemy was 4.9
senses per keyword, leading to an experimental lower bound of 20% precision (for a
random disambiguation). For each test case, the input to the process was the keyword
to disambiguate and, as context, the set of tags that annotate each picture. Figure 6.2
exemplifies one of these test cases21 , showing the results given by our system as well.
In order to evaluate our context selection technique, we run our disambiguation
algorithm with two different strategies: 1) selecting the active context (the most
semantically related tags) as input to disambiguate, and 2) selecting as context the
less semantically related tags (that we call inactive context). We have compared the
results with respect to the human judgement and computed precision, that equals
recall in this experiment since we always predict exactly one sense for each test case.
Therefore, we will use the name accuracy to mean both precision and recall. Two
baselines are provided: the use of the “most frequent sense” (MFS) given by WordNet,
and a random disambiguation. The results are shown in Figure 6.3.
Comments on the results
We see from the figure that the best performance corresponds to the use of active context words in the disambiguation (58%), which outperforms an inadequate
selection of context (45%). It confirms our initial hypothesis, and indicates that
our method for context selection behaves well. Another important conclusion is
that our disambiguation algorithm, when combined with our context selection technique, beats both the random and the MFS baselines in this experiment (20% and
43% accuracy respectively). This is a remarkable achievement, because the state
of the art indicates that non supervised techniques rarely score above MFS baseline [Snyder 04, Pradhan 07, Agirre 06]. The obtained accuracy value is not far
from the best results obtained by supervised corpus-based systems in other finegrained experiments based on WordNet, as the English all-words track in SemEval2007 [Pradhan 07] (59%, with 51% MFS baseline) and Senseval-3 [Snyder 04] (65%,
with 61% MFS baseline). This comparison is, of course, merely indicative (owing to
21 http://www.flickr.com/photos/dystopos/18396625/,

last accessed on 14th April 2009.

6.6. Summary of the Chapter

KEYWORD: bank

TAGS:
bank building skyscraper finance city
curtain wall modern glass Birmingham
alabama 35205 2005 10-25-fav most
favorited geo:lat=33.5184
geo:lon=-86.8065 geotagged
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Context Selection

ACTIVE CONTEXT:
city finance building wall

Disambiguation

SELECTED SENSE:
[WordNet#4] “a building in wich
Commercial Banking is transacted…”

Figure 6.2: Example of the given results for one of the test cases.

the different nature of the experiments), but confirms that we advance in the right
direction.

6.6

Summary of the Chapter

In this chapter we have explored how to tackle disambiguation in Web-based applications, solving the problem of context selection when dealing with unstructured and
heterogeneous contextual information.
We have started the chapter with a discussion of some desirable characteristics
to be accomplished by our Web-oriented semantic disambiguation method. In short:
1) the method is not supervised, 2) it is independent of a single resource to provide
candidate keyword senses (in fact we harvest the Semantic Web if the knowledge
sources are not known in advance), and 3) it uses a semantic measure that maximizes
the coverage of possible interpretations of the words (as is the case of our Web-based
semantic relatedness measure).
A discussion of the problem of context selection is also presented in this chapter,
followed by our proposed disambiguation method. Our technique includes a preliminary algorithm for intelligent selection of the disambiguation context, based on the
hypothesis that the relevance of a context word for disambiguation is proportional to
its semantic relatedness with the word to disambiguate. This is followed by our disambiguation algorithm, which is based on: computing Web-based relatedness measures,
overlap between context words and semantic descriptions, and word sense frequencies.
Finally, we have explored some particular disambiguation examples to illustrate
the benefits of our proposal. Also we have showed an experiment to compare the
disambiguation results with those provided by an annotated corpus. We have finished
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70%
60%

58%

Accuracy

50%

45%

43%

40%
30%

20%

20%
10%
0%

Active Context

Inactive Context

MFS baseline

Random baseline

Figure 6.3: Averaged accuracy for the social tagging disambiguation experiment.

with an experiment based on the rather difficult context of social tagging. The results
support our hypothesis for active context selection. In fact, we observed a significant
improvement of the disambiguation performance when this context selection technique
is applied. Furthermore, we have found that, in our experiment, our disambiguation
algorithm beats the “most frequent sense” baseline, which is a major achievement for
a non supervised method.

Chapter 7

Related Work
In this chapter we review some related work, in order to establish comparisons between
our techniques and other existent ones, to better understand the scope and advantages
of our proposal. First, we review some systems created to bridge the gap between
syntax and semantics on the Web, which translate an input expressed in an informal
way (keywords or natural language sentences) into well defined semantics. After
that, we inspect each particular technology that we have discussed in this thesis,
from semantic measures to semantic disambiguation.

7.1

Systems for Semantic Extraction on the Web

A direct comparison of our approach with respect to specific systems is a bit difficult,
as ours is not a system oriented to final user, but core semantic techniques that may
enhance another systems, applicable for several purposes. Nevertheless, we give here
an insight into certain systems that share our same target, which is to discover the
semantics of words in Web-based contexts.
We start reviewing an annotation system based on collective knowledge extracted
from the Web. Then, we review some other systems that translate a certain user input,
expressed as keywords or sentences in natural language, into well-defined semantic
queries to retrieve relevant information. Notice that the latter systems have been
designed to retrieve data that satisfy a user query, while in our case this is only one
of the possible applications of our techniques [Trillo 07]. Nevertheless, all of them
perform some kind of semantic extraction and formalization from a merely syntactic
input, as we do. Other systems that do similar tasks, however more focused on sense
disambiguation, will be reviewed in Section 7.5.
• C-PANKOW [Cimiano 05] is an evolution of a previous system called PANKOW
(Pattern-based ANottation through Knowledge On the Web) [Cimiano 04]. In
this system, a named entity to be annotated is put into several linguistic patterns
that convey competing semantic meanings. The patterns that are matched most
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often on the Web (counting Google frequencies) indicate the meaning of the
entity. C-PANKOW was developed later to alleviate some of the shortcomings of
its predecessor. The most remarkable improvement is that ambiguity problems
are reduced by considering the context of the annotation in order to distinguish
the significance of a pattern match.
• In [Tran 07] a system for mapping keywords into description logics queries is
proposed. This work is an approach to translate a set of user keywords to
description logics (DLs) conjunctive queries, using background knowledge available in ontologies. First, correspondences between the keywords and the terms
in the ontology are found. Then, connections between the ontology terms (up
to a certain depth) are explored, and further ontology terms are identified to
better cover the initial information need. These elements are assembled into a
formal query, following an algorithm that translates each connection graph to
a DLs conjunctive query. Finally, queries are ranked according to the length
of the connection graph, based on the hypothesis that connections over smaller
distances are more likely to contain the suitable answer.
• SPARK system [Zhou 07] translates user keywords to formal queries, producing a list of SPARQL queries as output. The main translation steps are: 1)
term mapping, that maps the keywords to the resources in the knowledge
base; 2) query graph construction, that links the mapped resources so that
the missing relations and concepts are obtained and a complete query graph
can be constructed, with the help of the Kruskal’s minimum spanning tree algorithm [Kruskal 56]; and 3) query ranking, that applies a probabilistic model
to rank the obtained queries.
• PowerAqua [López 06a] is a question answering system that receives a simple
question posed in natural language as input (e.g.: “Who are the members of the
rock band Nirvana?”), and obtains the data that satisfy this question as output
(a list of musicians, in this example). The answer is derived dynamically from
relevant data underlying ontologies on the Semantic Web. It performs first a
linguistic analysis of the input question, transforming it into a set of possible
query triples (e.g., hperson/organization, members, rock band Nirvanai ). Then,
Watson system [d’Aquin 07] is accessed to retrieve online semantic documents
describing the involved entities. The information is augmented by using WordNet synonyms, and a mapping algorithm [López 06b] is applied to find the most
suitable correspondence between the query triples and the information in the
candidate ontologies, deriving the searched information finally.

The above systems share many features with our approach. For example CPANKOW takes advantage of the collective knowledge contained in web pages, in
order to make emerge the semantics of certain entities, as we do in our relatedness
computation.
Nevertheless, most of these systems (with the remarkable exception of PowerAqua)
rely on a single predefined ontology as source of possible senses, and they do not deal
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explicitly with the ambiguity of the keywords. Sometimes the latter is not an evident
issue, as in SPARK, where its tests show no obvious differences in performance between ambiguous and unambiguous keyword queries. In our opinion, the ambiguity
problem is not so evident in this case because the system deals with a single domain
ontology only, instead of choosing among many semantic descriptions in a multiontology environment. Regarding PowerAqua, although it incorporates an advanced
disambiguation algorithm, it adapts WordNet-based techniques [Resnik 95a, Wu 94],
thus being affected of its possible coverage problems.
In the rest of this chapter, we focus on comparisons with other particular techniques that tackle the different technological issues reviewed in this thesis.

7.2

Semantic Measures

Many semantic measures have been proposed in the past to compute the degree
of semantic similarity or relatedness between words, texts or concepts. Among all
possible classifications, we organize the following paragraphs according to the source
of knowledge utilized.

7.2.1

Measures based on Thesauri and other Lexical Resources

Most of traditional methods to compute semantic measures exploit particular lexical resources: corpus, dictionaries, or well structured taxonomies such as WordNet
(see [Budanitsky 06, Pedersen 05]). Some of them explore path lengths among nodes
in taxonomies [Leacock 98, Wu 94, Hirst 98, Rada 89]. Others exploit glosses (textual descriptions of concepts) in dictionaries [Banerjee 03, Patwardhan 03], while a
last group relies on annotated corpora to compute information content [Resnik 95b,
Jiang 97]. These methods result in a limited coverage: for example, as reported
in [Strube 06], WordNet 2.1 does not include many named entities (e.g. The Rolling
Stones) or many specialized terms (e.g. exocytosis).
Latent Semantic Analysis [Deerwester 90] is a statistical technique for analyzing
relationships between a set of documents and the terms they contain by producing a
set of concepts related to the documents and terms. It leverages word coocurrence
from large unlabeled corpus of texts. Its technique relies on a term-document matrix that describes the occurrences of terms in documents (a sparse matrix whose
rows correspond to terms and whose columns correspond to documents). The matrix
is then processed with certain techniques, such as SVD (Singular Value Decomposition) [Golub 65, Furnas 88] in order to obtain the correlation between the terms
according to the corpus of documents utilized. Although Latent Semantic Analysis
can be successfully used for many purposes, its coverage is still restricted to the corpus
used as input, and it needs costly pre-processing tasks.
Contrary to all these methods, our semantic measures do not rely on particular
lexical resources, can use dynamically selected knowledge sources, do not rely on a
particular knowledge representation language, and can deal with any possible ontology
on the Semantic Web.
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7.2.2

Measures based on Wikipedia

Some recent research efforts have focused on using Wikipedia1 to improve coverage
with respect to traditional thesauri-based methods. Nowadays Wikipedia is rapidly
growing in size, and it is not difficult to find new terms and named entities on it.
In [Strube 06], some classic measures (based on path length, information content
and text overlap) are adapted to use Wikipedia instead of WordNet as a source of
knowledge, showing promising results. They show better correlation with human
judgment for large data sets than WordNet-based methods.
A further step in using Wikipedia is found in [Gabrilovich 07]. They propose a
method to represent the meaning of texts or words as weighted vectors of Wikipediabased concepts, using machine learning techniques. According to their results, they
provide even better correlation with human judgment than [Strube 06].
Although its use has clear benefits, Wikipedia is not comparable with the whole
Web in the task of discovering and evaluation of implicit relationships. For example,
at the time of writing this, the terms “stomach disease” and “aspirin” do not appear
together in any Wikipedia page, but can be found together in 1920 web pages (according to Yahoo!2 ), so their implicit relationship could be still inferred by accessing
the Web.

7.2.3

Measures based on the Web

In order to guarantee the maximum coverage, we have focused on methods that exploit
the Web3 as a source of knowledge. In [Bollegala 07] they propose a similarity measure
that combines various similarity scores based on page counts, with another one based
on lexico-syntactic patterns extracted from text snippets. Other web-based semantic
similarity measures can be found in [Chen 06] and [Sahami 06]. They also explore
text snippets, but without adding page counts as they do in [Bollegala 07]. We agree
with all these works in using web content to compute semantic measures. However,
these are designed to capture similarity instead of the more general relatedness.
OntoNL semantic relatedness measure for OWL ontologies [Karanastasi 07] explores semantic relationships by computing path-based conceptual distances, as well
as exploring commonalties of two concepts. A remarkable advantage of this method is
that it considers relatedness between ontological concepts (instead of between words,
as almost all the other methods do). However, it depends on the particular syntax of
OWL (thus not fulfilling our universality requirement), and some of their parameters
have to be experimentally determined for a given domain ontology. Moreover, it only
compares terms belonging to the same ontology.
The Cilibrasi and Vitányi’s Normalized Google Distance [Cilibrasi 07] (NGD) uses
the relative frequency whereupon two terms appear on the Web within the same
documents. NGD is well-founded on a new theory of similarity between words and
phrases, based on information distance and Kolmogorov complexity theories, and it
1 http://en.wikipedia.org
2 Searched
3 At

on 1st June 2009.
least, the Web reachable by current web search engines.
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does not preclude any kind of relationship between the compared words. This fulfils
our desirable requirements for semantic measures mentioned in Chapter 1, therefore
being taken as basis for our relatedness computation method. However, it does not
perform direct comparisons between ontological terms, or between ontological terms
and words (which is a fundamental requirement for some of our methods, such as our
disambiguation algorithm). In Chapter 3 we have shown our application of NGD in
order to construct the relatedness measure between ontological terms that we were
looking for.

7.2.4

Measures based on DL Constructs

Regarding our semantic similarity measure, we consider that the application of reasoning techniques makes it comparable to other semantic measures that exploit the
well-defined semantics of ontologies. In [Borgida 05] a set of existent similarities are
adapted to compare complex descriptions in description logics (DLs). Another remarkable work is [Janowicz 07], where a similarity measure for each DL construct
is defined, aggregating these values to provide a final semantic similarity. A similar
approach can be found in [Hu 06], where a method is proposed that unfolds concepts
into signatures, and weights semantics-bearing signatures to compute distances. The
complex DLs-based measure proposed in [D’amato 08] fulfils a set of criteria that,
according to the authors, a measure has to satisfy in order to be compliant with a
semantic expected behaviour.
These and other equivalent semantic methods define a theory and a set of transformation rules to extract the signatures and features of the ontology terms, in terms
of DL constructs. We, however, completely rely this task (making emerge the implicit
semantics of the ontology) on an external reasoning service. This way, we need neither
to define a particular set of transformation rules, nor to rely on the expressiveness of a
particular DLs. Furthermore, most of these approaches (e.g., [D’amato 08]) compare
between terms from the same ontology only.

7.3

Ontology Matching

Nowadays, there exist many systems that implement the different matching techniques
described in Section 4.1. From among the extensive literature, we illustrate the state
of the art in ontology matching by reviewing some selected systems that exemplify
a variety of techniques. Most of them have participated in the Ontology Alignment
Evaluation Initiative (OAEI) recently.
• Falcon-AO [Hu 08, Hu 07], a system for matching OWL ontologies, consists
of two main components, namely those for performing linguistic and structure matching. The first component associates each ontology term with a bag
of words (containing the label of the term and connected terms, as well as
the ontology term annotations). Then, the linguistic similarity is based on
TFIDF [Qu 06]. The second component considers the RDF representation of
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the ontology as a bipartite graph and performs an iterative structural matching.
Falcon-AO also incorporates an efficient partition-based mechanism to deal with
large ontologies.
• DSSim [Nagy 08, Nagy 07] is a multi-agent ontology mapping framework, which
uses the Dempster-Shafer [Shafer 76] theory in the context of Question Answering. It aims at representing and reasoning with the uncertainty of the ontology
matching process. DSSim deals with concept, property names and hierarchies,
having a specific technique for compound names. It uses WordNet in order to
exploit synonymy at the lexical-level, and also uses different syntactic similarity
measures (e.g., Jaccard similarity), and graph matching for semantic similarity.
• ASMOV [Jean-Mary 07, Jean-Mary 08] is an automatic ontology matching tool
which has been designed to facilitate the integration of heterogeneous systems,
using their data source ontologies. ASMOV produces mappings between concepts, properties, and individuals. Its algorithm iteratively calculates the similarity between entities for a pair of ontologies by analyzing four features: lexical
description (id, label, and comment), external structure (parents and children),
internal structure (property restrictions for concepts; types, domains, and ranges
for properties; data values for individuals), and individual similarity. The measures obtained by comparing these four features are combined into a single value
using a weighted sum in a similar manner to [Euzenat 04b].
• TaxoMap [Hamdi 08] is a tool that performs an oriented alignment (from a
source to a target ontology), taking into account labels and sub-class descriptions. The implementation stresses on terminological techniques, taking into
account synonymy, and multi-label description of concepts. It handles large
ontologies by partitioning input ontologies into modules to align. TaxoMap
aims at finding one-to-many mappings between single concepts and establishing three types of relationships, namely, equivalence, subclass and semantically
related relationships.
• RiMOM [Zhang 08] system implements several different matching strategies:
edit distance, vector space similarity, path similarity, a WordNet-based strategy,
etc. Each strategy is based on one kind of ontological information, and they are
applied differently according to certain features of the input ontologies.
• Lily [Wang 08] is an ontology alignment system able to perform four different
tasks: generic ontology matching, large scale ontology matching, semantic ontology matching, and mapping debugging. The aligner itself extracts a semantic
subgraph for each ontology term. Then, it exploits both linguistic and structural
information in semantic subgraphs to generate initial alignments. If necessary,
using these initial results as input, a subsequent similarity propagation strategy
could produce more alignments.
• GLUE [Doan 03] applies machine learning techniques to semi-automatically discover mappings between elements of two taxonomies. It combines many basic
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matchers that have to be trained, taking advantage of the instances underlying
the compared schemes.
• In [Araújo 07], a purely semantics-based similarity measure, using a limited
DLs, is proposed. To compare the classes between two ontologies, they study the
overlap between the acceptance sets of their respective TBoxes. This similarity
focuses on the ontology as a whole, thus not providing values between single
pairs of ontology terms.
• CtxMatch [Bouquet 03] and S-Match [Giunchiglia 04]. CtxMatch is a semantic
matching approach that performs an initial alignment at element level using only
WordNet to find equivalences between terms. Then, it applies a DLs reasoner to
derive new equivalences and subsumptions. It evolved to S-Match, that performs
a richer preliminary element and structure-level matching. The correspondences
are determined by expressing the entities of the ontologies as logical formulas,
reducing later the matching problem to a propositional validity problem.
Most of the previous systems combine different matching techniques to derive
alignments between ontologies. Other solutions that generalize the problem of combining different ontology matchers have been investigated in the literature. For example, the work in [Eckert 09], which proposes a method for improving matching results
by applying machine learning techniques on an ensemble of matchers (with results
that outperform the median of the used matchers).
Notice the similarities between our CIDER system and some of the systems mentioned above. For example, part of our comparisons are performed by constructing
bag of words containing the relevant features of the entities, as in Falcon-AO. We also
take into account external and internal structure as in ASMOV.
There are also some remarkable differences, as the absence of explicit graph structure analysis in CIDER (such as the graph matcher in Falcon-AO). As it was discussed
in Section 4.5, this penalized our recall in OAEI benchmark test, because we do not
deal with ontologies in which syntax is not significant at all (many test cases in OAEI
benchmark present a total absence or randomization of labels and comments). Nevertheless, we do not consider this as a fault. On the contrary, our method tries to
emulate the human behaviour when mapping ontological terms. As human experts
cannot properly identify mappings between ontologies with scrambled texts, neither
does our system.
Regarding our particular techniques, we reuse some commonly utilized ones (e.g.,
string comparisons, vector space modelling, etc.). However, the use of reasoning techniques during the extraction step, when computing our similarity measure, somehow
reminds other semantic-based techniques, such as [Araújo 07, Giunchiglia 04]. In
our method, however, reasoning is applied during the preliminary steps of ontology
matching instead of as a deductive process. Furthermore, we deduce correspondences
between ontology pairs instead of between the whole ontologies as in [Araújo 07], and
we take into account also properties and individuals and not only graph-like structures
of classes as they do in [Giunchiglia 04]. There are however other advanced semanticbased matchers that rely on approximations not considered in our approach, such

138

Chapter 7. Related Work

as [Stuckenschmidt 07], where the notion of approximate subsumption is introduced
to support the computation of partial matches.
The majority of ontology matching systems (most of the above mentioned ones)
are limited to find equivalence relationships only (there are some exceptions, e.g.,
TaxoMap). This limitation is overcome by Spider system, thanks to its use of Scarlet aligner [Sabou 08a] to provide several types of non-equivalence relationships, in
addition to the equivalences provided by CIDER.
Finally, our disambiguation technique to improve anchoring in background knowledgebased ontology matching is difficult to compare with others, owing to its novelty. In
fact, most of anchoring processes rely on merely syntactical techniques [Aleksovski 06,
van Hage 05]. Others, as S-Match [Giunchiglia 04], explore structural information of
the term to anchor the right meaning. However it only accesses WordNet as source
of background knowledge. In some cases ambiguity in anchoring is a minor problem,
because matched and background ontologies share the same domain [Aleksovski 06],
so it is expected that most polysemous terms have a well defined meaning. On the
contrary, we have focused on using online ontologies as background knowledge. This
constitutes an open and heterogeneous scenario where, consequently, ambiguity becomes relevant.

7.4

Sense Clustering

Concerning sense clustering, our proposal represents the first large-scale effort, so
far, to provide a pool of clusters of cross-ontology terms free of redundancy. Therefore, direct comparison with other alternatives is quite difficult. Clusty4 , for example, is a metasearch engine that groups search results in clusters that group pages
about a similar topic. The general idea could be equivalent, but our search domain is the Semantic Web instead of the Web, and we are interested in clustering
senses instead of web pages. Regarding other systems that index online semantic
content, such as Swoogle [Finin 05], Sindice [Oren 08], Falcons [Cheng 08a], and Multicrawler [Harth 06], neither of them have incorporated semantic redundancy reduction techniques yet. Nevertheless, Falcons [Cheng 08a, Cheng 08b] applies a certain
clustering on the given results. In fact, Falcons groups the retrieved instances by
dynamically grouping and ranking them according to their belonging classes. This
grouping is however mostly syntactic, based on name coincidences.
Technologically speaking, even though we reuse ontology matching and integration techniques, our work on sense clustering is neither solely about ontology matching [Euzenat 07, Ehrig 06], nor about ontology integration or merging [Pinto 99,
Keet 04, Hitzler 05], in the sense of obtaining a new ontology from matched ontologies [Euzenat 07]. It is closer, however, to the idea of ontology construction from
online ontologies given in [Alani 06]. In his work, Alani proposes a general strategy
to dynamically segment, map and merge online ontologies in order to support ontology construction. Our target is not the same, but we share some commonalities, and
4 http://www.clusty.com
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we think that our proposal could indeed support and benefit such kind of systems.
Regarding our particular techniques, notice that our definitions of extraction, ontological context and equivalence, given in Sections 3.1 and 5.2, are general enough to
accommodate other similarity measures, always that they come with a clear notion
of neighbourhood, as for example in [Qu 06] (where they propose the idea of virtual
documents, containing neighbouring information, to describe the intended meaning
of the ontology terms). Also, other segmentation techniques [Seidenberg 06, Noy 04,
Bhatt 04] could substitute the extraction we use. However, the main target of these
techniques is usually to reduce the size of large ontologies, in order to make them
treatable and scalable, instead of characterizing a single sense. Furthermore, the
good results given by the CIDER alignment service, when compared to others in
the OAEI contest [Gracia 08a], confirm the validity of its extraction and similarity
computation.

7.5

Sense Disambiguation

In this section we compare our disambiguation method to other existent approaches.
Recalling the classification given in Section 2.3.2, disambiguation methods can be
classified in knowledge-based (or dictionary-based), unsupervised corpus-based or supervised corpus-based methods. As we discussed in Chapter 6, we have focused on the
first two types mainly, because of the knowledge acquisition bottleneck problem that
hampers supervised methods.
As we already mentioned in Section 6.2, many unsupervised methods, however,
require pre-processing tasks. For example, in [Mohammad 07] they construct a cooccurrence matrix with the categories of the utilized thesaurus, populated with frequency counts from a corpus. This hampers the use of the method with unrestricted
and dynamically selected sources of senses, as we do. Also moderately supervised
methods, like SenseLearner [Mihalcea 05] result of great interest, as they increase generality with respect to purely supervised ones, while preserving a good performance.
However, SenseLearner exploits certain features, such as collocation or part-of-speech,
which are difficult to apply in contexts with unstructured bags of words.
A majority of traditional disambiguation methods [Agirre 06, Pedersen 05] rely
on specific lexical resources (as WordNet) or certain predefined ontologies to operate.
This leads to coverage problems when dealing with words or meanings not present
in WordNet. On the contrary, we search on the Semantic Web as a source of word
senses, in addition to WordNet (and any other local ontology). For example, the term
developer does not appear in WordNet 3.0 meaning “someone who develops software”,
but can be found in various online ontologies5 .
Regarding knowledge-based disambiguation methods, three main techniques can
be distinguished, depending on how the semantic similarity or relatedness is computed:
1. Methods based on glosses: A gloss is a definition or explanation of a word in a
5 E.g.,

http://usefulinc.com/ns/doap#developer
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dictionary. These methods are based on the glosses provided by an electronic
dictionary. For example, the Lesk algorithm [Lesk 86] disambiguate a word by
comparing its possible definitions to the definitions of the words in its context.
The common words between the different glosses of the word and the glosses
in the context are counted and these numbers provide a weight to the different
senses. This idea is the seed of a lot of current methods, one of the most
remarkable is described in [Pedersen 05].

2. Methods based on concept trees: They are based on a tree or is-a hierarchy,
like WordNet. A simple measure of this type is the length of the shorter path
between two terms (number of intermediate edges) in the hierarchy: The less
distance, the more similarity. Different measures based on path lengths have
been developed, as in [Leacock 98], with the inclusion of some correcting factors
to improve this basic idea. A disambiguation method based on edge counts
using WordNet hierarchy can be found in [Sussna 93]. Other methods based on
the WordNet hierarchy have been proposed, as the use of conceptual density
introduced in [Agirre 96] for noun disambiguation.
3. Methods based on information content: These algorithms are based on the idea
of assigning a measure of specificity to each concept in a hierarchy: The more
information content the less specificity. For example, “thing” is more general
than “monkey wrench” and therefore it contains less information. We mention
as example the Resnik algorithm [Resnik 95a] to disambiguate nouns. Resnik
defines a semantic similarity measure between two nouns in WordNet based on
the information content which has their closer common hypernym. To calculate
information content, Resnik uses the frequency of appearance of the words in a
given corpus.
These approaches depend directly on a single hierarchy (usually WordNet) so they
do not consider other possible interpretations for a keyword. Some of these methods
also depend on a proper corpus (as they do in [Resnik 95a] to measure information
content). However, our disambiguation process combines the information provided by
a pool of ontologies available on the Web, as well as WordNet, to provide the senses
of a keyword; so we have more possible interpretations for the same keyword. Other
difference with traditional methods is the use of a semantic relatedness measure based
on Web search engines, which avoids intrinsic dependence on a particular dictionary
or corpus, and it also allows every context word to take part in the disambiguation,
process although they do not appear in the ontology pool.
There have been efforts specifically oriented to disambiguate when searching on
the Web. In [Luca 04] they classify search results into semantic classes defined by
the different senses of a query term. In this system the disambiguation is made after
retrieving the information, classifying it, so it is not an independent process. Senses
are extracted from MultiWordNet ontology6 (and uses hypernyms, hyponyms, and
glosses to characterize them). So they do not benefit from the different semantics
6 http://multiwordnet.itc.it/english/home.php.
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that could be found in an ontology pool. The same observation can be applied to the
system described in [Shaung Liu 05]. They uses WordNet to extend user queries with
the synonyms and hyponyms of the selected senses. In [Klapaftis 05] a method for
automatic disambiguation of nouns in a domain specific corpora is presented. This
is also limited to WordNet for sense selection, but it uses Google searches to build a
semantic measure between a sense of a term and a document collection.
Regarding disambiguation methods for the Semantic Web, although their interest
has been largely recognized [Sheth 05], there have not been many specific efforts in
that direction. Some remarkable exceptions are the works dedicated to entity disambiguation to enhance annotation tasks. For example, in [Hassell 06] a method
is proposed to disambiguate entities in plain texts by using the background knowledge provided by populated ontologies. Other disambiguation methods have been
successfully applied to ontology population, as SSI (structural semantic interconnections) [Navigli 05], a general purpose disambiguator also useful for Semantic Web
tasks; and SemTag [Dill 03], an application to perform automated semantic tagging
of large corpora. In spite of the great interest of these works, some of them need
costly pre-processing tasks (thus limiting generalization), and all of them work with a
single ontology as source of senses. On the contrary, we propose in this work the use
of an unrestricted pool of ontologies, to maximize the possible interpretations one can
find for the words to disambiguate. Furthermore, work on disambiguation applied to
the Web has not explicitly tackled, so far, the problem of selecting a better context
for disambiguation as a general and separate task, as we do.

7.6

Summary of the Chapter

In this chapter we have extensively compared the different techniques involved in our
approach with other existent ones, to better understand our main contributions.
We have started reviewing a sample of systems intended to make explicit the
semantics of words, as we do. They comprise different scenarios such as: web pages,
user keywords, and queries posed in natural language. We have mentioned the benefits
and some limitations of these methods, as well as their commonalities and differences
with respect to our own approach.
Secondly, a review on many other semantic measures has been performed, in order
to compare them with our own semantic similarity and relatedness computation.
We have classified them according to the utilized source of knowledge (WordNet,
Wikipedia, the Web, ...) including also some others based on DL constructs.
We have also reviewed the state of the art on Ontology Matching, by studying
some contemporary systems that exemplify a variety of techniques, in order to compare them with our techniques. Many of these systems participated in the Ontology
Alignment Evaluation Initiative in recent years. They comprise both structure-based
and semantic-based ontology matchers, as well as methods based on intensional and
extensional information.
Our large scale sense clustering has also been compared, to some extent, with some
other related approaches that index online semantic content. The use of alternative
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extraction and segmentation techniques has also been commented.
Finally, we also include a review on semantic disambiguation methods that comprises traditional thesauri-based ones, as well as others that are more focused on the
Web and the Semantic Web.

Chapter 8

Conclusions
In this last chapter, we present some conclusions about the topic presented in this
thesis. First, we summarize the main contributions of this thesis with respect to the
state of the art, pointing out the features that we consider the most relevant and
innovative in our work. This is followed by an evaluation of our scientific results, in
terms of publications and other parameters. Finally, we consider some future work
to further improve and apply the ideas presented in this thesis.

8.1

Main Contributions

In this thesis we have presented our approach to discover and represent, in a nonredundant way, the intended meaning of words in web applications, taking into account the context in which they appear. We have mainly focused on unstructured
contexts which are composed of bags of words. Our work thus helps in bridging the
gap between syntax and semantics for the Semantic Web construction.
In order to accomplish this goal, an extensive study of semantic similarity and relatedness measures was necessary (Chapter 3). Based on this, we developed ontology
matching, clustering, and disambiguation techniques (Chapters 4, 5, and 6, respectively), to solve the problems caused by the heterogeneity of the current Semantic
Web. The combined use of these techniques enables the processing of any word on
a Web context whose sense we need to discover (i.e., for semantic annotation, query
processing, enhancement of tags in folksonomies, etc.), by retrieving its set of possible senses, expressed as concise ontology terms, and indicating which one is the most
probable one.
The validity of our approach has been supported by a series of experiments, using benchmarks when available or designing suitable tests cases when not. All our
experimental results point out the feasibility of our techniques and their potential
use to overcome the limitations imposed by the inherent heterogeneity of the current
Semantic Web.
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Our main contributions are summarized in the rest of this section, pointing out
their main innovative features.

8.1.1

Semantic Measures

An extensive study of semantic measures has been proposed in this work. We have
particularly worked on:
1. A method to compute the semantic similarity among ontology terms (called
context and inference-based semantic similarity measure), based on the exploration of their ontological contexts. It applies lightweight inference (transitive
or RDFS entailment rules) during our semantic similarity computation. This
allows the inclusion of this technique into the still limited set of measures that
truly exploit the semantic content of ontologies, in addition to using linguistics
and structure-based comparisons merely.
2. A measure that computes the more general semantic relatedness, based on web
frequency counts (that we call web-based semantic relatedness measure). As far
as we know this is the first approach in which the following coincide: 1) the use
of the Web as corpus, 2) the ability of measuring the degree in which semantic
relationships hold, not only between words but between ontology terms and
between ontology terms and words, and 3) the ability of working between any
two dynamically selected ontologies.
Both measures are general enough for their use on the Web, because they do not
depend on particular ontologies or lexical resources, and they are not restricted to a
specific domain of application either.

8.1.2

Ontology Matching

We have explored two different approaches to ontology matching:
1. We have studied the use of our semantic similarity measure for ontology matching purposes, thus creating a new ontology aligner system called CIDER. Our
schema-based alignment algorithm compares each pair of ontology terms by
applying our context and inference-based similarity measure, and proposes as
equivalent those that score above a certain threshold.
2. The large majority of existing ontology matching systems focus on deriving
equivalence mappings, to the detriment of other possible relationships. On
the contrary, we have contributed in this thesis to the development of Spider, which combines the use of CIDER with Scarlet1 (a system that provides
non-equivalence mappings), thus resulting in a matching technique that covers
various types of mappings (equivalence, subsumption, disjointness, etc.).
1 http://scarlet.open.ac.uk/
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Additionally, we have also explored in this thesis some complementary and novel
uses of our semantic measures, such as the improvement of background-based ontology
matching techniques by solving their ambiguity problems during anchoring, as well as
the application of our semantic relatedness to the automatic assessment of ontology
mappings.

8.1.3

Sense Clustering

We have proposed a method to perform a large scale integration of ontology terms,
to cluster the most similar ones into integrated senses, when indexing huge amounts
of online semantic information. Its main features are:
1. The method is applied to the base of semantic content indexed by Watson2 .
2. For each keyword one can find in Watson, our method integrates its associated ontology terms when they are considered semantically equivalent, giving a
unified description for each possible keyword sense eventually.
3. Our clustering method utilizes CIDER to discover these equivalences among
terms.
4. The method is flexible enough to dynamically modify the integration level according to the user’s point of view, by tuning the similarity threshold.
We have explored possible methods to find an optimal integration level, finally
proposing one that is based on performance optimization.
The work presented here is quite innovative in some aspects. For example, it can
be considered the first effort, so far, to provide a large scale pool of clusters of crossontology terms with reduced redundancy on the Semantic Web. We have proved the
feasibility of our idea in this thesis, which can dramatically reduce the problem of
redundancy on the Semantic Web when it will be fully deployed in Watson system.

8.1.4

Sense Disambiguation

We have proposed a disambiguation method based on three aspects: computation
of web-based relatedness measures, overlapping between context words and semantic
descriptions, and word sense frequencies. It operates in combination with a novel
algorithm for intelligent context selection, which is based on relatedness computation.
Some remarkable features that characterize this method are:
1. It exploits any pool of ontologies as a source of word senses, particularly online
ontologies from the Semantic Web.
2. It is independent of any particular corpus or lexical resource (such as WordNet [Miller 95]).
2 http://watson.kmi.open.ac.uk
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3. It relies on a relatedness measure that exploits the Web as corpus, thus maximizing the coverage of possible interpretations.
The multiontology focus of our approach, besides the dynamic access to the Semantic Web (in combination with WordNet and local ontologies) as a source of senses
in semantic disambiguation tasks, are some innovative features not considered by
other earlier approaches.

8.1.5

Experimental Evaluation

We have performed a series of experiments to evaluate the suitability, behaviour, and
feasibility of the different techniques involved in this thesis. They are briefly reviewed
in the following.
1. We performed an experiment that studied the web-based relatedness measure
between words utilized in this thesis, showing a good correlation with respect
to human opinion (0.78 Spearman correlation coefficient).
2. Our CIDER system participated in the Ontology Alignment Evaluation Initiative (OAEI) 20083 . The results of the benchmark track showed a good behaviour
(97% precision, 62% recall), while the results of the directory track were the second best in the competition that year (60% precision, 38% recall).
3. Spider was evaluated showing that, on average, at least half of the non-equivalence
mappings added by Scarlet were valid and non redundant, bringing an addition
to the purely equivalence-based mappings.
4. Our experiments to improve background-based ontology matching showed that
the precision of Scarlet system could be easily raised, with the addition of our
technique, from an initial 70% up to an 87% without penalizing recall too much
(75%).
5. Our proposed experiment for the automatic assessment of ontology mappings
showed a good correlation with a human based evaluation (79%) and confirmed
that, for invalid mappings, the relatedness values are sensitive to the type of
error.
6. We tested the scalability of our sense clustering method by integrating a pool
of 73,169 different ontology terms. We obtained a strong linear dependence of
the time response with respect to the size of the keyword maps (R=0.97).
7. We also carried out a disambiguation experiment, trying to determine the sense
of ambiguous nouns associated to 350 annotated pictures in Flickr. It was found
that the resultant 58% accuracy beats both the random and the “most frequent
sense” baselines in this experiment (20% and 43% accuracy respectively).
The above results support the validity of our different techniques, and encourage
us to continue improving them.
3 http://oaei.ontologymatching.org/2008/
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Results of our Research

The research work presented in this thesis has been supported by several publications
in relevant international conferences, workshops, and journals. In the rest of the
section we present our results in terms of publications, commented in approximate
chronological order. We also include a brief insight into the external vision of our
work, based on the use and quotations that other researchers have made.

8.2.1

Publications

In [Espinoza 06a], we described an early version of our similarity measure, as well as
the idea of integrating redundant senses when they are similar enough. Our disambiguation algorithm and an early version of our web-based relatedness measure appeared in [Gracia 06] for the first time. Our following publication was [Espinoza 06b],
where we focused on the idea of applying ontology matching techniques to merge redundant keyword senses.
These previous works were the result of a collaborative effort in our research group
to develop a system that is able to discover the intended meaning of a set of user search
keywords. An overview of such a system was given in [Espinoza 07] and a detailed
description was published in a journal article [Trillo 07]. The following publications
described our efforts (some of them in collaboration with researchers at Knowledge
Media Institute4 ) to improve and generalize these initial techniques, making them
applicable for other purposes, thus broadening the scope of our research in a line
closer to the final goal of this thesis.
Our work in [Gracia 07] presented our approach to improve a Semantic Webbased ontology matching system, by solving ambiguity problems during anchoring.
In [Sabou 07] we studied some aspects of the current Semantic Web based on a taskbased evaluation (comprised of ontology matching, disambiguation, and folksonomy
enrichment experiments). Again, we took up the research on semantic relatedness,
publishing our latest proposal and experimental results in [Gracia 08b]. Regarding
our approach on ontology matching, our CIDER system was presented at OAEI’08
competition, yielding good results in the tracks in which it participated. The details and experimental results were published in [Gracia 08a]. We also described Spider [Sabou 08b], which complements CIDER with Scarlet, the Semantic Web-based
ontology aligner developed at KMi laboratories. Concerning our clustering techniques,
our proposal for a large scale redundancy reduction technique, as well as a scalability
study, was published in [Gracia 09a]. An overview of our latest disambiguation algorithm and relatedness-based context selection technique is available in [Gracia 09c],
although a more detailed version was published in [Gracia 09b].
Finally, a journal article that summarizes this thesis has been recently submitted
for peer review5 [Gracia 11].
4 http://kmi.open.ac.uk/
5 Already

accepted, at the time of preparing this revised version of the thesis.
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Other External References

At the time of writing this6 we have counted over 40 external cites to the previous publications. Our techniques have been repeatedly referenced as a remarkable
example of a new generation of intelligent applications that harvest the Semantic
Web as a source of knowledge [d’Aquin 08a, d’Aquin 08b], being rather innovative in
their dynamic and multiontology focus. Our most quoted work so far (over 15 external citations) is the approach on multiontology disambiguation that we presented
in [Gracia 06]. It has been mentioned in very different contexts, ranging from journals (such as the IEEE Intelligent Systems [d’Aquin 08a], the International Journal
of Computer Science and Network Security [Lee 08], and the Journal on Data Semantics [Sabou 08a]) to conference papers (e.g., [Tesconi 08, Smith 08, d’Aquin 08b]) and
blogs specialized in search science7 .
As it was mentioned along this thesis, we have developed different prototypes
that implement our ideas. Some of them have been satisfactorily utilized by other
research groups, such as the Temporal Knowledge Bases Group (TKBG)8 at Universitat Jaume I, Spain (see, for example, their use of CIDER in [Jiménez-Ruiz 08]); the
Knowledge Engineering Group9 at Prague University of Economics, Czech Republic;
the Ontology Engineering Group10 , at Universidad Politécnica de Madrid, Spain; and
the Knowledge Media Institute (KMi)11 at Open University, United Kingdom. In
fact, various research lines at KMi are using our techniques actively (while others
plan to use them in a near future). The most remarkable ones, already mentioned
in this dissertation repeatedly, are Watson [d’Aquin 07], a gateway to the Semantic
Web, and Scarlet [Sabou 08a], an innovative Semantic Web-based ontology aligner.
The CIDER system has also been successfully utilized in [Nikolov 09], where it was
applied to enhance a system for data fusion in a multiontology environment. In this
case, CIDER clearly outperformed other ontology alignment approaches.

8.3

Future Work

In this last section of the thesis, we discuss some ways in which our approach could be
further improved and exploited in the future. We distinguish between features that
can be improved and some future applications of our techniques:

8.3.1

Future improvements

We identify here some features that can be improved to overcome some of the current
limitations of our approach.
6 August

2009.

7 http://reader.feedshow.com/show

last accessed on 13 July 2009.
8 http://krono.act.uji.es/
9 http://keg.vse.cz/
10 http://www.oeg-upm.net/
11 http://www.kmi.open.ac.uk/

items-feed=9cc0f6723d0c9519363f0602902a4d17,
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1. Automatic adjustment of parameters. There are many components of our techniques that require the application of empirically inferred parameters and thresholds, such as the weights that ponder the contribution of the different components that take part in our semantic measures. In our current prototypes we
have tuned these values manually, based on empirical evidence after training our
systems with data coming from benchmarks (as OAEI) or in-house experiments.
In order to facilitate a quick adaptation of our techniques to future changes and
their application into different domains, we are currently studying the inclusion
of automatic training methods to derive these weights. Our first try will be
the use of artificial neural networks, an adaptive type of systems, composed of
interconnected artificial neurons, which change the structure based on external or internal information that flows through the network during a learning
phase [Smith 93, Hagan 02].
We think that the optimization of parameters should go beyond a static approach, where unique values are used along the execution of the system. On the
contrary, we will explore the addition of mechanisms to auto-adjust weights to
the characteristics of the involved ontologies (as in [Jean-Mary 07]). A further
study on the effect of ontology size and expressivity level in the quality of our
results is needed to devise such a mechanism.
The ability of automatically deriving optimal threshold values is particularly
important when computing semantic measures based on web frequency counts.
In fact, the indexes of web search engines grows in size with time, and their
methods for the estimation of frequency counts may change without notice.
Therefore, any threshold applied to our web-relatedness measure is only valid
for a particular search engine and possibly for a limited period of time; so, any
automatic mechanism to derive optimal threshold values will be also very useful
for the different techniques based on the relatedness measures described in this
thesis.
2. Extensional information in similarity computation. Our method to compute
semantic similarity does not consider extensional information when comparing
concepts, focusing only on the semantic description of the terms in the corresponding ontologies. The main reason is that our method was initially conceived
as a way to compare ontologies at scheme level, independent of the knowledge
bases or underlying data that point at these ontologies.
However, there is no intrinsic reason not to considering extensional information
when available. Furthermore, there are a huge amount of individuals already
defined in online ontologies. All this motivate us to consider extensional information in order to improve our similarity computation in the future.
3. Alignment of large ontologies. Currently, our CIDER system is targeted to the
alignment of small or medium sized ontologies, owing to the fact that it was
originally conceived for sense integration tasks, where comparisons of just a
limited portion of the ontologies (the extracted ontological contexts) were re-
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quired. However, to fully convert CIDER into a general purpose aligner, it
should be able to deal with large ontologies as well. Therefore, although the
similarity measure that it uses has been optimized in terms of time response,
the overall alignment process in CIDER can still be subject to further improvements. For example parallel processing can be increased and, more interestingly,
ontology partitioning techniques [Hu 08] can be introduced. The partitioning
would reduce the space of comparisons between the aligned ontologies, making
comparisons among the most related subsets of each ontology, instead. It will
optimize the time response when dealing with large ontologies.

4. Improved non-equivalence alignment. We will also develop a more advanced
prototype of the Spider system. In fact, now that we have a better insight into
the additions that one can bring to the alignment based on equivalence mappings
only, we will consider building a hybrid matcher which better integrates CIDER
and Scarlet instead of just running them sequentially. For example, we wish to
include the process of checking whether a mapping is redundant or not within
the matching process itself (and not just running it on the final alignment).
Also our techniques to improve the anchoring step in Scarlet should be fully
integrated into the matching process, instead of being used, as we currently do,
as filtering schemes.
We have pointed out in the previous paragraphs the most important modifications
that we have devised to improve our approach. Many other technical improvements
can also be tackled, of course, such as the addition of other ontology repositories
(e.g., Sesame12 ), the addition of other online content searchers (e.g., Sindice13 ), the
development of more complete application interfaces and web services to facilitate
reusability, etc.

8.3.2

Future applications

In the rest of this section we review some other possible applications of our techniques.
1. Watson clustering service. We will work to provide our large scale clustering
technique as a new service in Watson [d’Aquin 07] in the near future. This way,
the applicability of our clustering technique will be enormously broadened, as
any client application or user who will utilize Watson can potentially benefit
from it. This will constitute an invaluable scenario, where many real use cases
will be tested, thus allowing us to further enhance our method.
2. Folksonomy enrichment. We have shown in this thesis the potential benefits of
our disambiguation technique when applied to such unstructured contexts as
sets of tags in folksonomies. The next step will be the integration of this technique with systems that deal with the semantic enhancement of folksonomies,
such as FLOR [Angeletou 08], where ambiguity is, precisely, an open issue.
12 http://www.openrdf.org/
13 http://sindice.com/
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3. Query answerying. Other semantic applications may benefit from our disambiguation method, such as PowerAqua [López 06a], a query answering system.
In fact, PowerAqua operates by dynamically accessing a multiontology pool, as
we do, so it also needs to perform a disambiguation to select the right ontology
terms in order to solve the initial query. As far as we know, its solution for disambiguation is mainly based on the exploration of WordNet, by adapting the
Resnik [Resnik 95a] and Wu-Palmer [Wu 94] methods. We think that the complementary use of our technique, applied when the limited coverage of WordNet
is a problem, could improve the potential of this method.
4. Semantic queries construction. A straightforward application of our techniques
has been the extraction of the semantics of a set of keywords in order to provide
a formal query that represents their intended meaning [Trillo 07]. As a matter
of fact, this motivating use case was the starting point of our research. Now that
the general techniques studied in this thesis are mature enough and have been
successfully applied for other purposes, we plan to enhance and complete the
system proposed in [Trillo 07], adding also the recent work in semantic query
construction developed in our group [Bobed 08].
5. Access to web data from semantic queries. In the previous paragraph we have
mentioned the application of our techniques to the problem of semantic query
construction. We plan to continue our research from this point, taking a formal
semantic query as the starting point and trying to extract relevant data from
the Web that satisfy this query. Our target is quite ambitious, as it is not only
about obtaining data underlying ontologies, but also includes data extracted
from “traditional” Web pages. For this purpose, we will combine (among others)
ontology population [Cimiano 06] and web mining techniques [Liu 07].
In addition to these examples, our approach can be applied in general to any web
context where semantic ambiguity and/or redundancy are a problem and methods to
reduce them are required.
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Vaudoisedes Sciences Naturelles, vol. 37, pages 241–272, 1901.

[Jacobs 04]

Ian Jacobs & Norman Walsh. Architecture of the World Wide Web,
Volume One. Technical report, W3C, December 2004.

[Janowicz 07]

Krzysztof Janowicz, Carsten Keler, Mirco Schwarz, Marc Wilkes,
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