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The ability to retrieve software in an easy and efficient way confers competitive advantage on
computer users in general and, even more especially, on users of wireless devices (like some
laptops, PDAs, etc.). In this article, we present a software retrieval service that allows users
to select and retrieve software in an easy and efficient way, anywhere and anytime. Two relevant components of this service are: 1) a software ontology (software catalog) which provides users with a semantic description of software elements, hiding the location and access
method of various software repositories, and 2) a set of specialist agents that allow browsing of the software catalog (automatically customized for each user), and an efficient retrieval
method for the selected software. These agents automatically adapt their behavior to different
users and situations by considering the profile and preferences of the users and the network
status.
In summary, our software-obtaining process based on an ontology and autonomous and adaptive
agents presents a qualitative advance with respect to existing solutions: our approach adapts to
the features of users, relieving them from knowing the technical features of their devices and the
location and access method of various remote software repositories.
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1. INTRODUCTION
One of the most frequent tasks of computer users is to obtain new software.
Different kinds of users need different kinds of software. A common procedure
to obtain software is to visit some of the Web sites that contain freeware, shareware, and demos (such as Tucows [Tucows.Com Inc. 2006], Shareware.com
[CNET Inc. 2006a], and Download.com [CNET Inc. 2006b]). However, this procedure presents problems for many users because they must:
(1) know the different programs that fulfil their needs, not only their names
but also where to find them in the vast Web space. Web sites are moved
and redesigned which makes links and bookmarks become obsolete very
frequently.
(2) know the features of their devices in order to select the most appropriate version of the software needed. This task implies having technical knowledge
about the system (CPU, OS and version, free storage space available, RAM
memory, etc.) and the software installed previously (whether to request a
full version or just an update).
(3) be aware of new software and/or new releases of interest. Although a few
commercial programs currently alert users about new releases, users need
to keep an eye on the Web if they want to be informed about new software
that could benefit them.
Previous problems become even more important for users of wireless devices because many of them are naive users (the use of Personal Digital Assistants (PDAs) by noncomputer specialists is growing) and so their knowledge
about software is limited. Moreover, the use of wireless media should be minimized during the software selection process due to its high cost and unstability.
Tucows-like systems show the same information to all the users and, furthermore, they do not try to minimize the size of the data transmitted.
In this article we present an alternative procedure, namely, a Software Retrieval Service (SRS) based on the use of an ontology and an agent technology
that allows users to find and retrieve software in an easy, efficient, and adaptive
way, anywhere and anytime. Easy because, with the help of knowledge-driven
agents, users can locally browse the ontology that describes semantically the
content of a set of data sources containing pieces of software, so they can select
the software from it (the service makes transparent for the users the technical features of their devices and the location and access method of various
remote software repositories). Efficient because, by taking advantage of the
capability of mobile agents to deal with disconnections and to move to other
computers [Milojicic et al. 1998], agents optimize the use of the wireless media by customizing software catalogs to the user needs. And adaptive because
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Fig. 1. The software retrieval service agents.

agents take into account the network status (to decide the communication
method and the amount of data transferred), past user actions (to anticipate future user requests), and they also learn of their own mistakes (wrong decisions).
1.1 Overview of the Software Retrieval Service
The Software Retrieval Service is part of a more global system called ANTARCTICA [Goñi et al. 2001] whose goal is to provide users with different wireless
data services that enhance the capabilities of their mobile devices.1 The architecture of ANTARCTICA is based on the use of the Client/Intercept/Server
model [Pitoura and Samaras 1998] and incorporates modules and agents both
at the wireless devices and at intermediary elements (or proxies) located at the
fixed network. The number of proxies in the network depends on the number
of users. Typically a proxy covers an area controlled by several base stations
(BS)2 [Pitoura and Samaras 1998; Barbará 1999], however, the proxies could
even reside in the BSs.
In order to achieve the goal of our software retrieval service a set of agents has
been defined (their interactions appear in Figure 1). The operational behavior
1 The

Software Retrieval Service requires that target mobile devices have some features like a color
hi-res screen and the capability of executing JSDK 1.2.2 or later (i.e., laptops, PDAs, etc.).
2 BSs provide moving objects under their area with connectivity. The communication between a
moving object and the BS that provides it with coverage is wireless, and the communication among
BSs is wired.
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of these agents is summarized next. The user agent Alfred requests a piece
of software (step 1 in Figure 1) after a user request. For the creation of the
user software catalog, the Software Manager consults the SoftOnt ontology to
obtain a catalog of the available software that satisfies the needs expressed
by Alfred (on behalf of the user), that is, the Software Manager is capable of
obtaining customized metadata about the available software. Then, the Software Manager agent creates the Browser agent (step 2) and provides it with
the user software catalog. The goal of the Browser agent is to travel to the user
device (step 3) and to interact with the user in order to help him to browse
the catalog of software (step 4); new information requested by the user will
be retrieved by the Catalog Updater agent which is created by the Browser
(step 5) to update the user catalog with software (step 9). The process of updating the user catalog could be done by traveling to the software place and
interacting with the Software Manager (steps 6, 7, and 8). When the browsing
process ends because the user finally chooses a concrete piece of software, the
Salesman agent is created by the Browser (step 10) which first consults the
Software Manager concerning the selected software (step 11), and then carries
the program selected by the user to his device (step 12) in order to install it
(step 13).
A key component of the proposed service is the SoftOnt ontology. The explanation of the process to build this ontology is beyond the scope of this article
(see Mena et al. [2000] for details). Briefly, we can say that two specialized
agents take part in the building process: the Knowledge Engineer agent and the
Integrator agent. The Knowledge Engineer agent mines (local or remote) software repositories with the help of specialized wrappers. The Integrator agent
performs the integration of all the ontologies obtained by the Knowledge Engineer with the goal of obtaining the ontology SoftOnt; during the integration
process, it uses a thesaurus to perform an automatic resolution of the vocabulary problems.
In summary, the main contribution of the work presented in this article is
the development of a Software Retrieval Service based on the use of an ontology
and the agent technology, that we propose will allow users to find and retrieve
software in an easy, efficient, and adaptive way, anywhere and anytime. The
specific contributions associated with this service (and presented in this article)
are:
(1) the development of the following four kinds of autonomous agents which
react in context in order to achieve a better performance.
— Alfred, which is able to manage two types of knowledge (independent of
the service and related to the service) and probabilistic information of
user answers in order to better serve the user. Hence it automatically
complements user requests with restrictions concerning the user device
and the preferences of the user.
— the Software Manager agent which obtains a software catalog customized
for the user, according to 1) the constraints specified by the user and
Alfred, and 2) the current network speed (the higher the speed, the higher
the level of detail in the software catalog).
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— the Browser agent which adapts to the behavior of the user for the
purpose of anticipating his actions and helping him to find the wanted
software in the catalog presented as quickly as possible.
— the Catalog Updater agent which autonomously selects, on the fly, the
best strategy to update the software catalog presented to the user by
taking into account the current network status.
These agents optimize the use of wireless communications and deal
with network failures autonomously by applying a retry policy.
(2) the comparison of our system, from two different perspectives (analytically
and empirically), with a more classic approach based on HTML navigation.
Finally, the feasibility of our proposal has been demonstrated in a concrete
scenario. Hence we show empirically how agents that adapt themselves to the
context and user features improve the performance of the system.
The rest of the article is organized as follows. In Section 2, we explain the
initialization of the service. The processes to obtain and browse a software catalog are detailed in Sections 3 and 4, respectively. An analytical and empirical
comparison between the performance of our approach and a Tucows-like system is presented in Section 5. Related works are presented in Section 6 and,
finally, conclusions can be found in Section 7.
2. INITIALIZATION OF THE SOFTWARE RETRIEVAL SERVICE:
ALFRED, THE MAJORDOMO AGENT
Alfred is an efficient majordomo agent, situated at the user device that serves
the user, and is in charge of storing as much information about the user device
and the user himself as possible. Let us start with the situation in which the
user wants to retrieve some kind of software. Two cases can arise.
(1) The user knows exactly the program he needs, for example, Windows Media
Player 8 for Pocket PC 2002. Thus, expert users could directly pose the
request, with the help of a GUI, as a list of constraints <feature, value>
describing the software they need. In the previous example, the data entered
would be [<name, Windows Media Player 8>, <OS, Pocket PC 2002>].
(2) The user only knows some features of the program, for example, its purpose.
In this case, the user needs some kind of catalog concerning the software
available that fulfils the specified features in order to navigate it and find
the wanted program. With the help of a GUI, the user can write a list of
constraints to express his needs the best he can; however, the information
provided can be imprecise. In Figure 2, the user does not know either the
MP3 player name or the concrete Windows version of his device. The SRS
system also deals with situations where the user does not know any feature
of the software. He could have seen it in the past but now he is not able to
remember the name, the exact purpose, etc. However, if the system presents
a software catalog to the user, maybe he could recognize it.
In addition to the user constraints, Alfred can add more constraints concerning the user device (e.g. OS, RAM memory, video card, etc.) and previous
executions of the service (e.g. previous MP3 players downloaded). Indeed, all
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Fig. 2. Alfred’s GUI for the SRS requesting MP3 players for Windows.

the information provided by the user is stored by Alfred. Thus, with each user
request, Alfred stores more information about the user device and about the
user.
After the user specifies his requirements, Alfred sends a software catalog
request to the Software Manager agent residing at the proxy (whose behavior
is explained in Section 3).
2.1 Alfred’s Knowledge
Basically we make a general distinction between the general knowledge of Alfred and the specialized knowledge related to the considered service.
(1) Knowledge independent of the service. This is technical knowledge related
to the user device, such as hardware components available (RAM memory,
sound and video card, CPU, type of network connection, and other peripherals installed), resource availability (free memory, memory cards, etc), software currently available (applications needed to install other software, such
as Java, etc), and general user preferences (common to all the services like
GUI features, logging level, etc). Alfred obtains this information by consulting the operating system. If the operating system does not allow the
automatic retrieval of some data, Alfred would request them of the user
(only when needed).
(2) Knowledge related to the Software Retrieval Service. a) This can be technical knowledge concerning the service, information about other agents and
their execution contexts (places) needed to achieve the goal of the service
such as residing nodes, agent names, available services, etc.; b) historical
traces for such a service which is a very important part of Alfred’s memory.
The most important information of these traces are the interactions with the
user since we want to minimize them. All the information provided by the
user from requests to other agents is stored; see Mitrovic et al. [2004]; and
c) user preferences related to the concrete service that have been extracted
from the historical traces; for example, Alfred can detect that whenever the
user needs an MP3 player, he always selects the last version of WinAmp.
However, it is important to stress that these preferences can change over
time, for instance, the user could look for a different MP3 player the next
time. One is wanted.
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Concerning traces and the user preferences, Alfred manages probabilistic information of user answers in order to deal with the problem of different answers
provided to the same question in different situations. For example, Alfred could
store that the user selected WinAmp as these MP3 player 85% of the time. As
we said before, the user can change his mind due to whatever reason. Thus,
whenever Alfred can suggest different choices to the user, the most probable
one will be selected taking into account 1) the number of times that it was provided by the user, and 2) the fact that recent answers could match better with
current user preferences. Anyway, Alfred always reports to the user the reason
for its proposal and the final decision depends on the user.
3. OBTAINING A SOFTWARE CATALOG: THE SOFTWARE MANAGER
After receiving a request from Alfred (on behalf of the user), the Software Manager agent performs two main tasks: The first one is to obtain a catalog corresponding to the user request by pruning the SoftOnt ontology, and the second
one is to create a Browser agent that travels to the user device, presents the
catalog to the user, and helps him to find the wanted software. The main contribution of our ontology pruning algorithm is that, in addition to the selection of
nodes that verify the specified constraints (as most of the pruning algorithms
do), the system shows the user only some of them according to 1) a certain percentage (level of detail) selected automatically by the system after considering
the network status and the user profile, and 2) a certain pruning strategy that
is also automatically and dynamically selected by the system taking into account the user behavior. Therefore, it avoids presenting to the user categories
and pieces of software that cannot be installed on his user device; it avoids
presenting very specialized categories and pieces of software that could surely
make naive users spend a lot of time reading the catalog; and it minimizes the
communication cost by sending only interesting information.
3.1 Steps Followed During the Pruning Process
The following steps are followed by the Software Manager to perform a pruning
of the SoftOnt ontology.
(1) Selecting the node to prune. For the first catalog, it will be the root node
of SoftOnt, that is pruned since it is the first time we consider the whole
ontology. In future catalog updates, a concrete node can be pruned.
(2) Choosing the node type. If no constraint was specified by the user (no information about what he wants), the system will only include software categories in the first catalog that help the user to choose the kind of software
wanted. In other cases, the catalog will include nodes describing both categories and programs.
(3) Pruning the SoftOnt ontology according to the constraints (if any was specified by the user) that each node must satisfy. Let us call Ontconstr to the
ontology after considering the constraints:

prune(SoftOnt, constraints) if any constraint
Ontconstr =
SoftOnt
otherwise
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(4) Setting the level of detail which is a percentage automatically calculated
that indicates the amount of data that should be included in the result. For
example, a level of detail of 30% indicates that only the 30% of the nodes
satisfying the constraints should be included in the result. This estimation
is based on the current network status (see Section 3.3) and a concrete
percentage %incr specified by Alfred (see Section 3.2). The Software Manager adjusts the level of detail to the charging unit3 in order to minimize
communication costs.
(5) Applying a pruning strategy on Ontconstr . The pruning strategy indicates
which nodes of the ontology will be selected first; it is the selection criteria.
Several pruning strategies have been implemented in our prototype (in
Figure 5, Section 4.2, we show an example of the different results obtained
after applying different pruning strategies to the same ontology):
— The most requested nodes. The Software Manager updates global statistics about the retrieval of each node in SoftOnt. Every time a node is
included in the catalog for some user, its count is increased. Thus, when
this strategy is used, the most requested nodes are selected first.
— The most requested nodes by the user. The Software Manager also stores
which nodes are sent to each user (user statistics). Thus, by using this
strategy, the Software Manager first selects the nodes most requested by
that user in the past.
— The proportional strategy. Brother nodes4 have the same priority, in other
words, when a node must be pruned using a certain level of detail of
n%, then all the immediate descendants of such a node will be pruned
using a level of detail of n%. This strategy is very useful when the system has no idea of what the user is looking for as all the branches have
the same priority and so a global overview of the node descendants is
provided.
— The heaviest strategy. Nodes with more underlying pieces of software are
selected first. This strategy is based on the idea that the user could be
looking for software under very populated categories (e.g., like games).
The proportional pruning strategy is automatically selected for the first
catalog because it prunes brother nodes proportionally which is a good idea
for the first catalog. The system will show a global overview of the main
software categories. In future catalog updates, the system automatically
selects the most suitable strategy (see Section 4.2). Let us call Ontpruned the
result of this task.
(6) Obtaining an incremental update. The first catalog will be the complete
Ontpruned . To avoid sending data that are already on the user device, the
Software Manager stores the ids of the nodes sent to each user5 (nodesuserk ),
3 By

charging units (CU) we mean, in GSM, the time unit (per second, minute, etc.) used to charge
the user on the phone bill. In GPRS, CUs are based on size units (per byte, KB, etc.).
4 We define brother nodes as these with at least one common immediate parent node (subsumer).
5 This information is stored by the Browser agent at the user device; when the user moves to
another proxy (handoff), the Browser tells the new Software Manager which nodes have been
already retrieved.
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and, in future catalog updates, it removes these nodes from the catalog
obtained. Thus, only new information is sent.
(7) Compressing the catalog obtained. The information obtained in the previous
step is compressed to reduce the use of the network when a catalog is sent
to the user device, and thus the cost is reduced.
3.2 Selecting the Most Appropriate Level of Detail
As we explained before, the level of detail is a percentage that indicates the
amount of data that should be included in the resulting catalog. Parameters
such as the user profile and the network status are considered to select the
level of detail. Thus, the following steps are followed:
—To obtain the time needed to make a remote refinement. By considering the size
of Ontconstr and the nodes already sent to the user, nodesuserk , only incremental
answers are sent to the user.
nodesuserk = {nodei ∈ SoftOnt | nodei on device of userk }
  |Ontconstr |× percent 

−|nodesuserk |
100
tneeded = tretry
netspeed ping
where |x| is the size in bytes of set x, percent is %incr (for the first pruning)
or the previous level of detail (in later prunings), netspeedping is the run-time
measured network speed, and tretry (t) is the resulting time after considering
the estimated number of retries when maintaining an open connection during
t seconds (see Section 3.3). %incr is a concrete percentage specified by Alfred:
different users could have different increments depending on their expertise,
device capabilities, network link, etc. With the exception of the first pruning,
percent is increased in %incr .
—To obtain the new level of detail. By considering the time needed to return the
catalog (tfinal ), the real netspeed, the averaged node size (|node|), the number
of nodes on the user device (#(nodesuserk )), and the number of nodes in the
constraints-pruned catalog (#(Ontconstr )):


tfinal ×netspeed real (tfinal )
+ # nodesuserk × 100
|nod e|
level of detail =
#(Ontconstr )
where netspeedreal (t) is the run-time estimated network speed by considering
the probability of disconnection during time t as explained in Section 3.3.
3.3 Estimating the Network Status
Whenever an agent in our system wants to establish a wireless connection
between the user device and the proxy or vice versa, the real network speed is
estimated to calculate the time needed for any data transfer; see Mena et al.
[2002] for more details. The network speed is measured right before the transfer,
let us call it netspeedping . However, in addition to the network speed, it is very
interesting to estimate the reliability of the network link between the user
device and the proxy when sending data during a certain time, that is, the
real network speed, netspeedreal (t). Thus, we are interested in estimating the
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Fig. 3.

p(t), the network failure probability.

probability of maintaining a network connection open during a certain time t.
For this task, we consider past network connections since we assume that the
user device will always connect to the proxy using a similar kind of network.
This probability is used to estimate in run-time the number of retries needed
to completely send a concrete amount of data, #retries(t):


#retries(t) = 1−p(t)
p(t)
 F (t)
T >0
p(t) = T −S(t)
0
T =0
netspeedping
netspeedreal (t) = 1+#retries(t)
where p(t) is the probability of network failure for connections that take t
seconds, F (t) is the number of past connections that failed before or exactly at
t, S(t) is the number of past successful connections equal or shorter than t, and
T is the total number of past connections (of any time length). In Figure 3, we
can observe how the failure probability p(t) varies as new connections fail or
finish without errors. For instance, after four connections p(12) = 0.25, that is,
there is a probability of 75% of maintaining future network connections open
for 12 seconds.
We finally define
tretry (t) = t × (1 + #retries(t))
that is, a function that, given a time t, returns the total time needed (in the worst
case) to maintain a network connection open for t seconds after considering the
number of retries estimated. For instance, in Figure 3 after four connections
tretry (12) = 24 seconds (we have to retry once).
4. CATALOG BROWSING: THE BROWSER AGENT
After the first catalog is obtained, the Software Manager creates a Browser
agent initialized with this a catalog. This specialized agent will travel to the
user device, and it will help the user to find the wanted software. The Browser
agent presents the catalog as a rooted acyclic digraph where nodes are software
categories (see Figure 4). In order to help the user, under each node in the
catalog, there is a bar that represents graphically 1) how much information
about that node is shown (shown in Figure 4 in light grey) and 2) how much
new information about that node could be requested from the Software Manager
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Fig. 4. Browsing the catalog: PDA screenshot.

(shown in dark grey). For example, for the node Java in Figure 4, the Browser
shows 22% of all the information available in the ontology; the remaining 78%
could be remotely requested from the Software Manager.
In the following, we explain the different actions that the user can perform
with the software catalog (see Mena et al. [2002] for more details), how the
Browser analizes the user behavior to anticipate future actions, and how it
manages the catalog refinements that request new information about a particular node.
4.1 Navigating the Catalog: User Actions
The following are the different actions that a user can perform after studying
the catalog presented to him.
(1) Ask for information about a node. Just by clicking on a node, the Browser
shows (on the right side of the GUI) all the features of a node, including the
list of programs under the software category that it represents.
(2) Open/close a node. By double clicking on a node, its immediate descendants
are shown/hidden.
(3) Prune the software catalog. By clicking on “+” and “−” of the bar under a
node, the user can request a higher or lower level of detail for that node. By
right clicking, the user can also provide new constraints for that node and
its descendants. We explain next why the user might take these different
actions.
— To request less detail of a node because too many descendants below that
node are shown which makes the task of finding the wanted software too
confusing for naive users.
— To request more detail of a node if the user suspects that the wanted
program could be under a specific a node. The Browser could already have
the requested information no remote communication would be needed) or
ACM Transactions on Autonomous and Adaptive Systems, Vol. 1, No. 1, September 2006.
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the Browser would have to remotely request these data from the Software
Manager at the proxy. Sections 4.3 and 4.4 detail both cases.
— Provide new constraints. The user could remember some feature of the
needed program and want to provide a new constraint (a new pair
<feature, value>). The Browser has pruning capabilities so this task can
be done locally,6 on the user node without any remote connection.
(4) Download a program. When the user has (fortunately) found a piece of
software that fulfils his needs, he can download it. To achieve this task, the
Browser agent, just before ending its execution, remotely creates a Salesman agent on the proxy which will visit the user device carrying the selected
program.
4.2 Automatic Pruning Strategy Selection: Analyzing the User Behavior
We explained in Section 3 that software catalogs can be pruned in different
ways, what we call pruning strategies. Thus the pruning strategy indicates
which nodes of the ontology will be selected first. The result of applying different
pruning strategies is different, although the same number of nodes is selected.
Therefore, different pruning strategies first select certain kind of nodes (the
most frequently requested, these with more programs, etc.).
In order to minimize the number of user refinements (i.e., the number of user
actions needed to find the wanted software), the Browser tries to anticipate
future user actions by analyzing his past behavior (see Mena et al. [2002] for
more details). For this task, the Browser stores the nodes in which the user had
some interest in the past. When the Browser detects that the user seems to
follow a pattern that corresponds with the nodes that would have been selected
by some of the known pruning strategies, then that pruning strategy will be
used in the next prune when the user requests a different level of detail for a
node.
In Figure 5, we show how the catalog presented to the user changes when
applying different pruning strategies. We use the following notation to indicate
str
the different prunes. Nlod
means that node N was pruned using the str pruning
strategy (abbreviations: p = proportional, h = heaviest) and a level of detail of
l od %. In this example, a threshold of three7 is used to change the pruning
p
strategy, and the proportional prune is used by default. In < A13 >, we show
the first catalog presented to the user (the whole ontology is pruned for the
first catalog). Then the user requests a higher level of detail of node C; the
pruning strategy remains the same as in the first prune, and the result is
p
p
< A13 C15 >. Finally the user requests yet a higher level if detail about the
node E, and it is the third time that the user selects the yet path that would
have been shown if the root node had been pruned using the heaviest strategy
h
(< A13
>). Therefore, the Browser automatically selects the heaviest pruning
strategy in order to make the task of finding the wanted software easier for the
6 In our prototype, the different constraints on a node are implicitly joined by a logical AND operator.
7 The

default threshold should be a small value, three or five, that will increase each time the
Browser detects an error in its estimation. The system stores a threshold for each user and pruning
strategy.
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Fig. 5. Analyzing user behavior and selecting new pruning strategies.

user. As he seems to be interested in nodes with many programs; the result is
p
p
h
< A13 C15 E45
>. However, with the proportional strategy, the result would be
p
p
p
< A13 C15 E45 >. Notice that, if the user were looking for programs under node
K , changing to the heaviest pruning strategy would help the user to find them
in only three refinements. Notice also that, by using the heaviest strategy from
the beginning, nodes under node K would have been selected in just two user
h
h
refinements < A13
E45
>. However, selecting the heaviest strategy from the
start is a very risky choice because there are many chances to fail in helping a
user when the system has no information about what he is looking for.
Therefore, the Browser counts the nodes for which the user shows some
interest and, whenever the user seems to follow a recognized pattern during
a certain time, the corresponding strategy will be selected. Whenever the user
does not follow the pattern of the current pruning strategy, the Browser will
select the proportional strategy (which is the least risky) until a new pattern
is followed. The Browser remembers previous mistakes, and the threshold of
a rejected strategy is increased whenever the user stops following its pattern,
thus the Browser tries to improve its predictions by modifying its behavior
autonomously. In Section 5.2, we show empirically how this adaptive behavior
improves the performance of our system.
4.3 Treating a New Refinement Locally
Some actions selected by the user can be performed by the Browser itself, without using network resources.
—The user requests to open/close a node. The Browser simply shows/hides the
descendants of such a node, no new information is needed.
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— The user requests a lower level of detail of some node. As no new information
is needed and the Browser has pruning capabilities, it prunes the selected
node by considering the new level of detail.
— The user requests a higher level of detail below the Browser buffer8 limit. The
Browser already has all the needed information and can prune the catalog
properly.
Notice that, by using the Browser pruning capabilities and an internal buffer,
many user refinements can be performed without using network connections
(see Section 5.2).
4.4 Treating Refinements That Imply Using the Network
Some refinements requested by the user cannot be performed by the Browser
itself. The user might request information that the Browser does not have so a
remote request to the Software Manager is necessary. For that task, the Browser
locally creates a Catalog Updater agent9 whose goal is to retrieve from the proxy
the needed information by requesting the Software Manager to prune the node
subject of the user refinement with the specified level of detail and constraints.
In order to update the user software catalog, the Catalog Updater agent can
choose from two alternatives: 1) make a remote call from the user device to
the Software Manager at the proxy or 2) travel to the proxy, communicate with
the Software Manager locally, and travel back to the user device. To select a
choice, the Catalog Updater considers the network status (see Section 3.3). We
define tremoteCall as the time needed to update a catalog using a remote call to
the Software Manager, and tmobileAgent as the time needed to update a catalog by
traveling to the proxy, where tnewCat is the time spent by the Software Manager
to obtain the requested software catalog, and tretry (s) is the resulting time after
considering the estimated number of retries when maintaining a connection
open during s seconds (see Section 3.3):
tremoteCall = tretry (tcall + tnewCat + treturn )
tmobileAgent = tretry (tgoToProxy ) + tnewCat + tretry (treturnToPDA )
Both choices are estimated, and the best one will be performed by the Catalog
Updater agent in order to update the software catalog. Concerning the cost
in GPRS connections, notice that the time spent in obtaining a new catalog
is not relevant as the network is not used (we are billed by the size of data
transmitted). However, the total time spent should be optimized to update the
catalog as soon as possible because the user is waiting.
We can see (by looking at what tretry affects) that, if a connection is broken, a remote call must be reinitiated from the beginning. However, when using agents, network disconnections only affect the agent while it is traveling
8 The Browser agent stores in an internal buffer all the catalog information provided by the Software

Manager; the catalog presented to the user could be a subset of such information.
Catalog Updater could be remotely created on a proxy but, if that remote creation failed due
to network unstability, the Browser would have to retry such a task. Creating the agent locally
permits the Browser to depute the Catalog Updater to manage network communications problems.

9 The
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between the user device and the proxy. Therefore, in unstable networks (like
wireless), the mobile agent approach behaves better than remote calls. At any
rate, the Catalog Updater chooses one of these two alternatives in run-time by
considering the network status at the moment when it needs the new data.
As explained in Section 3, new catalogs are returned in an incremental way
(only new information is returned to optimize communication costs). Thus, the
Catalog Updater properly merges the previous user catalog with the new information and then finishes its execution. In this way, the Browser upgrades its
knowledge with each user refinement, making the need for remote connections
less frequent. So future refinements can be attended to faster, avoiding the use
of the network.
5. PERFORMANCE: TUCOWS VS SOFTWARE RETRIEVAL SERVICE (SRS)
In this section, we present a comparison between a Tucows-like approach and
our proposal. We first model both systems in order to compare them analytically,
and then we show an empirical comparison based on the testing of both systems
by different users.
5.1 Comparison Based on Cost Models
First, we define a cost model for a Tucows-like system (based on HTML page
navigation), and second, we define a cost model for our system. Finally, we
compare both approaches analytically.
5.1.1 Software Retrieval Based on HTML Page Navigation. As noted previously, the most common way to obtain new software is by navigating categorized HTML pages in (public or pay-per-download) software repositories. The
user selects a category, reads the information, clicks on another link, and repeats this process until he requests a piece of software. The network is accessed
at each click. In the following, we describe CHTMLnav , the cost associated with
the retrieval of a piece of software by navigating HTML pages.
CHTMLnav = n × (CnewPage + CreadPage ) + Cdownload
where n is the number of links that the user navigates until, he finds the
wanted program; CnewPage is the cost associated with accessing a new HTML
page; CreadPage is the cost corresponding to the time spent by the user to read a
Web page in order to find the program to download or to request a new HTML
page; Cdownload is the cost associated with the downloading of the requested
piece of software.
Notice that in the previous model we do not distinguish between GSM and
GPRS network links. In GSM, the cost depends on how much time the network
is used, therefore CW = TW × CperSec , where TW is the time spent in performing
the working task W , and CperSec is the cost of the communication per second. In
GPRS, the cost depends on the size of the data transferred through the network,
therefore CW = |W | × CperByte , where |W | is the number of bytes transmitted
through the network during the working task W , and CperByte is the cost of
the communication per byte. For the user, in our context, the only difference
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between using a GSM or GPRS connections is that, in GSM, CreadPage =TreadPage ×
CperSec (as the network connection remains open while the user reads a new
HTML page), and in GPRS, CreadPage = 0 (no data is transmitted while the user
reads a new HTML page).
In summary, a system based on HTML page navigation depends mainly on
1) the network transmission speed (using GSM or GPRS) and 2) the number
of iterations needed to select the piece of software (i.e., n). The first problem
is beyond the scope of software system developers, and the second parameter
is minimized in the most popular software repositories by classifying the enormous amount of available software in a hierarchy of categories. However, in
general, users need several clicks, n ≥ 5, even when they are familiar with the
software repository as well as what they are searching for.10 Naive users that
do not know the category of a piece of software nor even its name could navigate
many links before finding the wanted software; some could even get lost in the
taxonomy of categories. Our system tries to minimize the number of iterations
by anticipating the information needed by the user.
5.1.2 Our Proposal: The Software Retrieval Service. The process in our
approach is the following. First, the user receives a visit from an agent (the
Browser) which helps the user to select the most appropriate software by browsing a catalog customized for that user. The user can request more detailed information until he finally selects a piece of software. Then, a new agent arrives
at the user device (the Salesman) with the selected piece of software. In the
following, we describe CSRS , the cost associated with the Software Retrieval
Service:
CSRS = CBrowserCat + CreadCat + m × (Crefine + CreadCat ) + CSalesmanSoft
where CBrowserCat is the cost associated with the arrival of the Browser agent
with the first catalog, CreadCat is the cost associated with the time spent by the
user to study a software catalog in order to request a new refinement or select
the program to download, m is the number of catalog refinements requested by
the user, Crefine is the cost associated with the petition of a new catalog refinement, and CSalesmanSoft is the cost associated with the arrival of the Salesman
agent with the selected software. As commented before, in GPRS, CreadCat = 0.
We refine the above expression by considering the next properties:
(1) CBrowserCat = CBrowser +Ccat , that is, the cost associated with the arrival of the
Browser agent to the user device plus the cost associated with the transfer
of the software catalog that it carries.
(2) Similarly, CSalesmanSoft = CSalesman + Cdownload , that is, the cost associated
with the arrival of the Salesman agent at the user device plus the cost
associated with the transfer of the piece of software that it carries.
(3) Concerning the number of refinements requested by the user (m), we consider m = l + r, where l is the number of catalog refinements that can
be answered locally (by the Browser itself), and r is the number of catalog
10 We

are not considering the use of search engines available in some software repositories, as both
approaches provide it.
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Fig. 6. Number of refinements in Tucows and SRS in the tests.

refinements that imply that the Browser uses the network to obtain such
an information. Thus, m × Crefine = l × ClocalRefine + r × CremoteRefine .
Therefore, the cost expression for the Software Retrieval Service results is as
follows:
CSRS = CBrowser + Ccat + CreadCat + l × (ClocalRefine + CreadCat )
+ r × (CremoteRefine + CreadCat ) + CSalesman + Cdownload
5.1.3 Analytical Comparison of Costs of Both Approaches. We consider the
following assumptions for the SRS and the HTML approach to find out the keys
to the success of each approach:
(1) CreadCat ≡ CreadPage (the time spent by the user reading a catalog is considered
similar to the time spent reading a Web page with categories).
(2) n ≡ 1 + m (the first catalog retrieval and the m refinements in the SRS approach are equivalent to n Web pages in the HTML navigation approach).
Thus, n ≡ 1 + l + r. We can see in Figure 6 the number of refinements obtained in real tests (see Section 5.2) to retrieve different programs. Notice
that on average users made 7.1 clicks (remote refinements) using Tucows
and 7.5 (local or remote refinements) using the SRS,11 therefore this assumption is quite trustworthy.
(3) CremoteRefine ≡ CnewPage , since the information transferred by the Browser
through the network to perform a new refinement is similar in size to a
Web page.
(4) ClocalRefine ≡ 0, as local refinements are performed by the Browser on the
user device without using the network.
Therefore, we conclude that
CSRS < CHTMLnav ⇐⇒ |Browser| + |catalog| + |Salesman| < (l + 1) × |newPage|.
11 The

SRS sometimes needs a little higher total number of refinements than Tucows, but the
number of remote refinements is always lower using the SRS.
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Fig. 7. Time-consuming tasks for different (a) Tucows and (b) SRS sessions in a wired network.

Notice that all the costs are affected by the network speed so we can rewrite
the expressions in terms of size. We can observe here that, considering that the
size of code of the two agents does not change (in our prototype, |Browser| =
40Kb and |Sal esman| = 8Kb), the keys to the success of our approach are the
size of the catalog initially carried to the user device and the number of refinements that the Browser is capable of performing locally (l ), which also depends
directly on the size of the initial catalog as well as on the intelligence of the
agents. It is not easy to do a theoretical estimation of the relationship between
the size of the initial catalog and l . For this reason, we have performed a set
of experiments explained in Section 5.2, where the average size of the catalog
initially carried to the user device was 1.8Kb, the average l was 4.5 refinements
attended by the Browser without using the network, and the average Web page
size when using Tucows was 20Kb (the size of the smallest retrieved Web page
was 11Kb); these empirical data, when applied to the previous comparison formula, confirm that CSRS < CHTMLnav .
5.2 Empirical Performance Evaluation
In this section, we empirically compare the use of the Software Retrieval Service
(SRS) with the use of Tucows. Our prototype was developed using Voyager [Recursion Software 2006] as the mobile agent platform. Test data were obtained
after testing both software retrieval methods with different types of final users
(47 users in total). Each user retrieved several pieces of software, first with the
SRS and then with Tucows. Most of the users had used Tucows before the test.
In Figure 7, we show how the total time was spent on different tasks when
using Tucows and when using the SRS, in a wired network; in Figure 8, we show
the same experiments in a Bluetooth network, using a PDA as the user device.
Axis-x shows the different software that users were requested to find, and axisy shows the average time spent finding it. Notice that, although using Tucows
can sometimes be faster, using the SRS reduces the network communication
cost (for example, in Figure 7 when looking for a DBMS).
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Fig. 8. Time-consuming tasks for different (a) Tucows and (b) SRS sessions in a Bluetooth network.

Fig. 9. Byte-consuming tasks with (a) wired and (b) Bluetooth network.

In Figure 9, we show how Tucows and the SRS behave from the point of
view of the size of the data transferred through the network. We distinguish
the behavior of the SRS in four different situations: 1) when it considers the
network status (see Section 3.3) and automatic selection of pruning strategy
(see Section 4.2); 2) when it only considers the network status; 3) when it only
considers the automatic selection of pruning strategy; and 4) when none of the
adaptive mechanisms are used. We observed that a user with a GPRS connection would pay less money using the SRS (when the options to consider the
network status and automatic pruning strategy are active) than using Tucows.
In this case, the SRS transfers less data than the Tucows approach in all the
experiments.12
In Merseguer et al. [2003], we can find an analytical comparison between the performance of a Tucows-like system and our SRS; both systems
were modeled first in UML and then using Petri nets. As a result of this
12 The

page size only includes the HTML code, that is, we have not included in the graphs the size
of images and the advertising in Tucows HTML pages.
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Fig. 10. Analytical comparison between Tucows and the SRS (labeled ANTARCTICA) approach.

analysis (see Figure 10),13 it was concluded that the SRS behaves better than
Tucows when at least 40% of the refinements are managed locally.
In Figure 11(a), we can see the percentage of user refinements managed
locally by the SRS in the real tests. In a wired network, whether considering
the network status and the automatic pruning strategy selection or not, it is
always above 40%. Figure 11(b) shows the same fact for a Bluetooth network.
6. RELATED WORK
To our knowledge, there is no other work that uses agents and ontologies in a
wireless environment to help users find and retrieve new software onto their
wireless devices. Therefore, we describe in this section works with different
goals but related to our work in some manner.
6.1 Ontologies in Pervasive Computing
In Chen et al. [2003], the authors present the features of the CoBrA ontology described in OWL that models the basic concepts of people, agents,
etc. in intelligent meeting room environments. Our work coincides with their
13 Data

were obtained for a scenario with a net speed of 1Kb/sec (a wireless network), a
Web page/catalog size of 50Kb, and a user delay between refinements of 60 seconds (naive users).
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Fig. 11. Percentage of user refinements handled locally by the SRS in real tests in (a) wired and
(b) Bluetooth networks.

approach in the reasoning about the ontology (in our case, the user software
catalog) is performed as a stationary element, shifting it away from wireless devices. In Ranganathan et al. [2003], the authors show how the use of ontologies
can help overcome three major issues that confront the development of pervasive computing environments (discovery and matchmaking, interoperability
between different entities, and context-awareness). We agree with most of their
conclusions, however, our work is focused in one specific application domain.
6.2 Use of Ontologies/Agents in Component Reuse
The goal of ORES (Online Repository for Embedded Software) [Yen et al. 2001]
is to facilitate component management and retrieval. Some similarities between
their work and our approach are: 1) the use of an ontology to organize software
elements (although the process to build the ontology differs substantially), 2)
the development of a pruning algorithm for guiding the user towards the desired
search results, and 3) the use of keywords by the user to formulate his requests.
However, there are differences they do not consider a pervasive environment
nor the use of the adaptive agents as we do.
The goal of ODYSSEY [Braga et al. 2000] is to provide support in the development and reuse of components in all phases of software construction. Our
approaches coincide in the use of specialist agents that utilize information about
user preferences, past searches, navigation paths, and most frequent keywords
to improve and refine the search. Nevertheless, one relevant difference concerns
the ontology, that is, they advocate several mediators, each one associated with
a domain ontology, and the user selects the one to work with. On the contrary,
we advocate dealing with a global ontology that is related to several preexisting
software repositories, and we show the user only the subset of the ontology that
he is interested in.
AGORA [Seacord et al. 1998] uses a variety of agents for locating and indexing component information. However, in order to search the components, the
user must know a set of keywords and must provide the names of methods,
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properties, etc, of the components he is interested in. There is no ontology that
contains the names of methods and properties that the user can browse.
6.3 Use of Ontologies/Agents in Search and Retrieval of Software
In IBM Corporation [2006] the researchers explain a mechanism to update
software on several remote clients connected to a server, taking advantage of
a mobile agents capability of dealing with disconnections. However, this work
is more related to push technology than to services created to assist users in
the task of updating the software on their wireless devices. JavaWebStart [Sun
Microsystems, Inc. 2006] allows users to install and update software easily.
The user only has to click on a link in his Web browser and then the application will be downloaded and installed. However, JavaWebStart does not take
into account the problems of the wireless network and neither does it considers helping users to search software as in our approach. Chris Drummond and
Holte [2000] focus on the task of searching for software in large, complex, and
continuously growing libraries. They introduce the concept of active browsing
where an active agent tries to infer the search goal and delivers components
that match that goal. Ye and Fischer [2001] also focus in the task of locating software components and present the concept of context-aware browsing by using
information delivery techniques. To decide which components may be relevant
for the user, they make use of a measure of concept similarity. The aim of these
approaches is different from ours: they try to help software developers by anticipating their needs (showing them software components that are supposed
to be interesting to them). In our case, the goal of the approach is to facilitate
the searching of software by using an ontology.
In summary, most of the related works are focused on the searching, indexing, and browsing of reusable software components. They try to help software
developers that should be experts in software. The aim of our approach is different; we try to help users (naive or experts) in finding software applications
(instead of software components). Nevertheless, if an ontology of software components were defined, then it could be integrated with our ontology, and this new
ontology could be used to find different kinds of software (including software
components) at a semantic level, that is, without the need to know technical
details concerning what the user is looking for.
7. CONCLUSIONS
Taking into account the widespread use of mobile devices, we have presented in
this article a service that allows users of these devices to retrieve software from
existing software repositories in an easy, guided, and efficient way, anywhere
and anytime. Easy because the service allows users to express their software
requirements at the semantic level, that is, they express what they need but
not how to obtain it. Guided because the service, using specialist knowledgedriven agents, only presents to the user these software categories related to his
requirements (a customized catalog) and helps him to browse these categories
until the wanted software is found. Finally, it is efficient because, although
the service can be used on any kind of devices, it puts a special emphasis on
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mobile users, saving wireless communications. The reported performance results obtained using the implemented prototype corroborate this when the service is compared with a more classical way of obtaining software such as accessing a Tucows-like Web site.
A relevant contribution within our system is the role played by agents which
autonomously adapt their behavior to different users and situations. In particular, they:
— estimate the time needed for any data transfer considering the real network
speed and the reliability of the network link between the user device and the
proxy during a certain period of time;
— estimate the level of detail of software catalogs most appropriate for each
user and situation by considering the user profile and the network status;
— observe the behavior of the user and prune the software catalog according to
the pruning strategy that helps the user to find the wanted software faster;
— learn from their mistakes when anticipating user actions, modifying their
behavior autonomously when the decision taken does not help the user.
All of these features have been shown to be true advantages in the performance evaluation of the system.
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MENA, E., ILLARRAMENDI, A., AND GOÑI, A. 2000. Automatic ontology construction for a multiagentbased software gathering service. In Proceedings of the 4th International Workshop on Cooperative
Information Agents (CIA’00), Boston, Lecture Notes on Artificial Intelligence MA, 232–243.
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