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Abstract. Information Extraction (IE) is a pervasive task in the industry that allows to obtain automatically structured data from documents in natural language.
Current software systems focused on this activity are able to extract a large percentage of the required information, but they do not usually focus on the quality
of the extracted data.
In this paper we present an approach focused on validating and improving the
quality of the results of an IE system. Our proposal is based on the use of ontologies which store domain knowledge, and which we leverage to detect and solve
consistency errors in the extracted data. We have implemented our approach to
run against the output of the AIS system, an IE system specialized in analyzing
legal documents and we have tested it using a real dataset. Preliminary results
confirm the interest of our approach.
Keywords: Information Extraction, Natural Language Processing, Ontologies,
Data Curation, Legal Document analysis

1

Introduction

Nowadays, many organizations are fully engaged in the development of software systems focused on extracting information from documents. Information Extraction (IE)
is an area of Natural Language Processing (NLP) devoted to obtain specific information from unstructured or semi-structured texts. When this activity is performed by
humans, it involves a high cost in time, staff, and effort. Therefore, automation represents great savings for businesses. In order to face this problem, different algorithms
and approaches have been developed for over 40 years, and there are many software
companies that offer adaptable solutions to different use cases. However, they are still
far from finding efficient and comprehensive solutions applicable to any context. On the
other hand, although these systems make the work much easier, most of them extract
data without checking their quality and searching for possible errors. In this context, the
most common errors [1] are: the appearance of empty or duplicate data, the presence
of poorly structured data, the existence of entities with data distributed among other
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entities, and the appearance of sets of entities whose data correspond to a single one.
The task in charge of checking and ensuring the quality of the data is well known as
Data Curation [2].
In this work, we propose an ontology-based approach to improve the quality of the
outcomes from automatic IE systems, and so perform Data Curation on the extracted
data. Once the extraction process is completed, our proposal leverages the knowledge
stored in a domain ontology (an ontology, as defined by Gruber, is a formal and explicit
specification of a shared conceptualization [3]) to: 1) perform a review of the extracted
data, curating possible errors, and 2) improve substantially the quality of the results by
correcting and enriching them exploiting the available knowledge.
Our approach is implemented on top of the AIS system [4]. AIS is an OntologyBased Information Extraction (OBIE) system [5] which aims at extracting relevant information from documents in natural language [6, 7]. While AIS is specialized in legal
documents, its extraction process is guided by an ontology which stores the knowledge
about the structure and the content of different types of documents, as well as appropriate extracting operations. This decoupling makes it possible to adapt it easily to other
domains, reusing much part of the modeling efforts. Currently, AIS is being used by
OnCustomer3 , a Customer Relationship Management (CRM) platform, developed by
the InSynergy Consulting (ISYC) company4 , whose goal is to anticipate, meet, and respond to the needs and expectations of potential customers. Regarding the company,
ISYC is focused on the innovation and the development of new technologies, and offers national and international integral solutions and services. ISYC is part of Tessi5 , a
multinational leader in Business Process Outsourcing (BPO) in multiple countries, and
it has its headquarters placed in Madrid (Spain), having several offices in other Spanish
cities, and in Italy.
Hence, to show the feasibility and the benefits of our approach, we have performed
a set of preliminary tests with data extracted by AIS from a real legal document dataset,
composed of notarial deeds of constitution of mortgages (in Spanish). These type of
documents are usually very large, verbose, and use a very formal language that make it
difficult to find the relevant information to extract, even for a human reader. A sample
page can be seen in Figure 1. The results of such experiments are promising and they
encourage us to continue working in this line.
The paper is structured as follows. Section 2 gives an overview of the state of the
art concerning our approach. Section 3 describes our system, including the kind of
knowledge described in the ontology and the data curation process performed. Section 4
presents the results of the empirical study conducted to assess our proposal. And finally,
Section 5 offers some concluding remarks and directions for future work.
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https://www.isyc.com/es/soluciones/oncustomer.html
https://www.isyc.com
https://www.tessi.fr
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Fig. 1. Sample page (in Spanish) of a notarial deed of constitution of a mortgage, the type of
document used in our dataset. Content has been partially blurred or deleted for privacy reasons.
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Related Work

In this section, we present the main works related to our approach from the point of view
of the two main tasks performed by our system: Data Curation, and Data Enrinchment.
Data Curation is a set of processes responsible for ensuring the quality of data.
Most of the developed approaches are focused on assist manual or semi-automatic processes [2]. In our case, we propose an automatic approach to handle this goal after
IE processes. Related to the field are the Data Cleansing [8] processes which aim is
detecting and correcting (or removing) corrupt or inaccurate records from a dataset.
They identify incomplete, incorrect, inaccurate, or irrelevant parts of the data and then
replace, modify, or delete the dirty or coarse data. However, Data Curation and Data
Cleansing processes are both focused on working over databases or data warehouses [9].
In these scenarios, IE processes have been already perform and the extracted data is already stored. The most similar approach that we have found is the xCurator Project6 .
This project is focused on analyzing large volumes of user-generated data on the Web.
For that purpose, the authors enhance the quality of the data by extracting entities; identifying their types and their relationships to other entities; merging duplicate entities;
linking related entities (internally and to external sources); and publishing the results
on the Web as high-quality Linked Data [10]. While we focus also on managing the
information of extracted entities, our approach performs the data curation over the results returned by IE processes which manage documents in natural language and before
storing the extracted information.
Data Enrichment is another related field which comprises activities that allow adding
extra information to the extracted data. In this scope, we can find works as “Linking
Tweets to News” [11], a framework for enriching short texts from the social network
Twitter7 with long texts from event news, or works as [12] where the authors enrich
a corpus to improve word sense induction. This kind of systems usually focus on recognizing Named Entities (NE) [13] in the text8 , which serve as entry points to consult
ontologies which are populated with such NEs, their properties, and the relationships
between them [14, 15]. Our approach follows a similar strategy, but also leans on other
external services in case the ontology used does not store related information.

3

System Overview

Our approach has been implemented as an independent module on top of the IE process
of the AIS system. As above mentioned, AIS extracts information from text-based documents in a flexible way to adapt to different domains; however, it currently lacks a data
post-processing module to clean, correct, and enrich the extracted data. Our proposal
starts there, after the extraction process, taking the data extracted by AIS as input, and
curating such data to improve the outcome of the overall IE process. In this pipeline,
the whole IE process is guided by the information stored in the domain ontology, i.e.,
6
7
8

http://dblab.cs.toronto.edu/project/xcurator/
https://twitter.com/
A Named Entity is a unique identifier of an entity in a text, e.g., ’Marie Curie’ is a NE of a
person.
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AIS uses the ontology for the extraction, and this approach uses it for data curation
purposes. In this section, first, we will detail the contents of the domain ontology used,
and, then, we move onto the details of our data curation process.
3.1

The ontology

The ontology which guides both the extraction process of the AIS system, and our data
curation process, stores the following information (see Figure 2):
– Document taxonomy and structure: The different types of documents are classified
hierarchically in a taxonomy. Each document class contains information about the
sections that shape their kind of documents, and each of these sections includes
further information about which properties and entities appear within them.
– Entities and management operations: The ontology also stores which entities and
their attributes (modeled as properties) have to be identified, how they should be
processed, and how they relate to other entities in the context that they appear.
Besides, the key attributes (i.e., the set of attributes which define an entity uniquely)
for each of the entities are marked as such (e.g. the name, the surname, and the
national identity document of a entity Person). This decoupled knowledge makes
it possible to reuse and adapt easily both the extraction operations, and the access
points to data curation methods developed for each entity among different types of
documents.
– Entity instances: Finally, the ontology also stores information about previously extracted and curated data as instances of the different entities defined in the model.
This information is the extensional knowledge that our proposed approach uses.
We have designed and implemented this ontology as an ontology network [16]. We
choose this methodology because most documents are classified following a hierarchy
with different features. This model allows us to define a modular knowledge-guided
architecture, so new document types can be added dynamically.

Figure 2 shows an excerpt of our ontology that defines a notarial document. Black
boxes represent high level definitions that are used regardless of the document typology: document, sections, and entities. Gray boxes represent data that are shared among
notarial documents regardless of their particular purpose (i.e. the introductory section
and the appearances). White boxes represent instances stored for this kind of typology.
Regarding to the relations defined in the ontology, straight lines represent the ‘is-a’ relation, while dashed lines represent the ‘contains’ relation. The white circles represent the
access points to the standardization and enriching operations which are modeled in the
ontology as annotations of the corresponding classes. Here we can also see how each
‘Appearance’ entity contains two key attributes (modeled with ‘Has key’ and ‘Has property’ relations respectively): ‘Name’ and ‘ID document’, and the ‘Address’ attribute.
The ontology is populated with the information stored in the repositories of real
environments where AIS is currently being used. This information corresponds to previously extracted data from different processed documents. We included a periodic
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Fig. 2. Ontology of a notarial document

process in charge of recollecting these data, and populating the ontology. This periodic update of the information in the ontology is done by using an R2RML mapping9 ,
which basically maps each of the entities and the properties in the domain ontology to
a set of SQL queries which accesses the appropriate data, and allows to format the data
according to our ontology, updating the knowledge leveraged by our system.
3.2

The data curation process

The data curation process proposed in this work analyzes the structured data returned by
AIS. These data include the information about the entities and their attributes extracted
from the documents. An example of the results returned by the system after processing
a document is as follows10 :
<Data>
<Parameter name="DOC_Title"
value="Declaration of loan with mortgage guarantee and
constitution of exchange, granted by Bank S.A.
in favor of Marketing Services S.L."/>
<Parameter name="DOC_Signing_Date"
value="May 15th, two thousand fourteen"/>
<Parameter name="DOC_Notary"
9
10

R2RML: RDB to RDF Mapping Language, https://www.w3.org/TR/r2rml/
This example is directly taken from the experiments dataset. Proper names and specific data
have been altered for reasons of privacy.
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value="Vicent Rogers"/>
<Entity name="DOC_Appearing">
<Attributes>
<Parameter name="PROP_Person_Name" value="Julia"/>
<Parameter name="PROP_Person_Last_Name" value="Pearson"/>
<Parameter name="PROP_Id_Number" value="012345678G"/>
<Parameter name="PROP_Marital_State" value="single"/>
<Parameter name="PROP_Address" value="street Gran Vı́a"/>
<Parameter name="PROP_City" value="Madrid"/>
<Parameter name="PROP_Country" value="Spain"/>
<Parameter name="PROP_Location" value="Madrid"/>
</Attributes>
</Entity>
</Data>

The data curation process takes these results and curates and enriches them following
six steps (see Figure 3):

Fig. 3. Steps of the data curation process

1. Basic cleaning: First, the process cleans empty fields and duplicated information.
We dedicate the first step to these two type of errors due to their frequency and their
particularly nocive effects in subsequent steps.
2. Data Refinement: This step is focused on refining those entity attributes whose
content is corrupted, e.g., the first name of a person contains the full name of one
or more different persons. For each attribute of each entity, this step searches instances stored into the ontology, if it detects that an attribute is not valid, it modifies
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the attribute with the appropriate value stored in the ontology. If it does not find an
equivalent value, the process does not change it. For example, AIS returns the following results for an ‘Appearing’ entity:
<Parameter name="PROP_Person_Name" value="Julia Pearson"/>
<Parameter name="PROP_Person_Last_Name" value="Julia Pearson"/>
<Parameter name="PROP_Id_Number" value="012345678G"/>

So, this step identifies the correct value for each attribute corrupted (i.e., the ‘Person
Name’ and the ‘Person Last Name’) and changes them to:
<Parameter name="PROP_Person_Name" value="Julia"/>
<Parameter name="PROP_Person_Last_Name" value="Pearson"/>
<Parameter name="PROP_Id_Number" value="012345678G"/>

3. Validation and Enrichment: In this step, the data is standardized, validated, and
enriched exploiting different sources of information. In our current proposal, these
sources mainly include: 1) previously extracted and verified data included as instances in the ontology, and 2) available external information services (e.g., Google
Maps API 11 ). We apply this step to standardize and validate the value of the attributes of the entities, with the goal of solving later duplicities. For example, the
type of a street can be extracted as ’St.’ or ’Street’, but they are representing the
same concept; or the system could extract from a certain postal address only the
street and the city, but the zip code could be obtained from Google Maps.
4. Entity Division: Once the data is validated and enriched, this step: 1) detects attributes which belong to different entities, but are assigned to a single extracted
entity, and 2) separates such attributes assigning them to the appropriate ones. The
detection is focused on the set of attributes that uniquely define an entity (i.e., their
key attributes), e.g., the data extracted for a person could include two driving license numbers. In order to detect potentially unified entities, the process searches
entities in the ontology using combined key attributes. In case of success, it creates
a new entity with such data, and deletes those attributes from the rest of entities. If
no entity is found or the attributes of other entity remain in the result, the process
creates a number of entities equals to the maximum number of occurrences of a key
attribute, and each attribute is assigned to an entity. For example, AIS could return
the following results for an ‘Appearing’ entity:
<Entity name="DOC_Appearing">
<Attributes>
<Parameter name="PROP_Person_Name" value="Julia"/>
<Parameter name="PROP_Person_Last_Name" value="Pearson"/>
<Parameter name="PROP_Id_Number" value="012345678G"/>
<Parameter name="PROP_Person_Name" value="Richard"/>
<Parameter name="PROP_Person_Last_Name" value="Smith"/>
<Parameter name="PROP_Id_Number" value="11111111H"/>
<Parameter name="PROP_City" value="Madrid"/>
<Parameter name="PROP_Country" value="Spain"/>
<Parameter name="PROP_Location" value="Madrid"/>
</Attributes>
</Entity>
11

https://developers.google.com/maps/documentation/geocoding/start
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We can see that two actual entities have been returned as a single one by the system.
Therefore, this step divides it into two different entities in the following way:
<Entity name="DOC_Appearing">
<Attributes>
<Parameter name="PROP_Person_Name" value="Julia"/>
<Parameter name="PROP_Person_Last_Name" value="Pearson"/>
<Parameter name="PROP_Id_Number" value="012345678G"/>
<Parameter name="PROP_City" value="Madrid"/>
<Parameter name="PROP_Country" value="Spain"/>
<Parameter name="PROP_Location" value="Madrid"/>
</Attributes>
</Entity>
<Entity name="DOC_Appearing">
<Attributes>
<Parameter name="PROP_Person_Name" value="Richard"/>
<Parameter name="PROP_Person_Last_Name" value="Smith"/>
<Parameter name="PROP_Id_Number" value="11111111H"/>
<Parameter name="PROP_City" value="Madrid"/>
<Parameter name="PROP_Country" value="Spain"/>
<Parameter name="PROP_Location" value="Madrid"/>
</Attributes>
</Entity>

5. Entity Fusion: This step is just the opposite to the previous one: It finds extracted
entities which share key attributes and merge their attributes into a single one. As an
example, consider that the information of a particular person might be distributed
along the document: An straight-forward extraction process might return the data
as belonging to different people. AIS could return the following entities which correspond with the same person:
<Entity name="DOC_Appearing">
<Attributes>
<Parameter name="PROP_Person_Name" value="Richard"/>
<Parameter name="PROP_Person_Last_Name" value="Smith"/>
<Parameter name="PROP_Id_Number" value="11111111H"/>
<Parameter name="PROP_City" value="Madrid"/>
</Attributes>
</Entity>
<Entity name="DOC_Appearing">
<Attributes>
<Parameter name="PROP_Person_Name" value="Richard"/>
<Parameter name="PROP_Id_Number" value="11111111H"/>
<Parameter name="PROP_Country" value="Spain"/>
</Attributes>
</Entity>

At this step the process identifies that these data correspond with the same ‘Appearing’ entity and merges them:
<Entity name="DOC_Appearing">
<Attributes>
<Parameter name="PROP_Person_Name" value="Richard"/>
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<Parameter
<Parameter
<Parameter
<Parameter
</Attributes>
</Entity>

name="PROP_Person_Last_Name" value="Smith"/>
name="PROP_Id_Number" value="11111111H"/>
name="PROP_City" value="Madrid"/>
name="PROP_Country" value="Spain"/>

For this purpose, our approach uses an Entity Aligner module which includes different functions and methods to measure the similarity between two entities [17–19].
More details about this module are described below in this section.
6. Final Review: We include this last step to remove those attributes or information
which remain at the end of the process and which have not been assigned to any
entity or validated, or do not cover the minimum cardinality specified in the ontology.
Our approach uses intensively the information stored into the domain ontology to support the data curation process in different steps, relying on its already validated information and trusted information services to improve the quality of the extracted data. Note
how this approach could be easily adapted to other domains whenever there is available
curated information to be leveraged, which is usually the case of general CRM systems
where users review and validate data.
Entity Aligner As we have seen, in the fusion step, our proposal needs to assess
whether two different entities are the same one or not. The Entity Aligner (see Figure 3) centralizes all the methods to compare different elements during the curation
process (e.g., it compares how much two entities resemble each other), and determines
whether two entities must remain separated, or two different attributes must be merged.
In particular, this module offers the following functionalities:
– Comparison between attributes. Two attributes which correspond to different types
are considered totally different. Otherwise, we calculate a similarity distance between the values of both attributes, which are extracted in string format. For this
purpose, we use the Levenstein distance [20] which is a a string metric for measuring the difference between two sequences. It calculates the minimum number
of single-character edits (insertions, deletions, or substitutions) required to change
one sequences into the other, and it returns a value in the range [0, 1], 0 meaning
that they are completely different and 1 meaning that they are totally equal.
We have also to take into account that two attributes which share the same type,
despite being extracted correctly, can be extracted in a different format. For example, a monetary value can be represented as ’forty-five euro’ or ’45 euro’. To solve
this, this module transforms values into their canonical form before performing any
comparison.
– Comparison between entities. In order to compare two entities, they must fit the
same type. The module calculates a similarity measure between them which depends on the Levenstein distance between the attributes they contain. It takes into
account the distance of all the key attributes (or non-key attributes if at least one of
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the entities which are being compared not contain attributes of this type), and averages the measures obtained. If the average score overcomes a configurable threshold, the entities are considered that they reference to the same entity. When all the
attributes of an extracted entity are equal to all the attributes of a different extracted
entity, the entities are considered equal.

4

Experimental Evaluation

We have implemented our proposal on top of AIS. We have used Open Refine12 for
standardizing, validating, and enriching the extracted data in the Validation and Enrichment step of our approach. Open Refine is an open source framework that enables
processing large amounts of datasets. It allows to apply over the data a cleansing process to standardize fields and eliminate duplications. This framework also includes rules
called General Refine Expression Language (GREL)13 which make it possible to clean
and enrich the data through Web services (we have used Google Maps). The framework
only processes tables, and it is unable to solve all detected errors; however, it offers
interesting functions that we have wrapped and incorporated into our solution.
Experimental Settings and Results
To evaluate the improvement of the results offered by our data curation process, we have
prepared a dataset of 100 real notarial documents in Spanish which have been manually processed to obtain the actual data which have to be extracted. These documents
have been processed by the AIS system and then the extracted data obtained have been
handled by our data curation process.
To assess the quality of our approach, we have used the well-known metrics used
to evaluate the performance of information extraction systems: Precision (P), Recall
(R), and F-Measure (F) [21]. As we wanted the evaluation to focus on the extraction
of well-structured entities, we tested our preliminary evaluation on the data extracted
about person entities. Person entities are the most complex to extract from notarial documents, and they usually suffer more extraction errors. A person entity has been defined
with a set of attributes that corresponds to its first name, last name, national identity document, marital status, and address, being the first name, last name, and national identity
document the key attributes. In our evaluation, we have assumed that a extracted person has been processed correctly if it contains at least all the key attributes (i.e. name,
surname, and ID) and they are complete equal to the expected ones. An example of
the information extracted can be found in Figure 4, where we have highlighted the data
corresponding to the names of the person entities and the seller; it can be seen that first
and middle names, being both compound in this case, can easily be confused with the
two last names when they are extracted14 .
12
13
14

http://openrefine.org/
https://github.com/OpenRefine/OpenRefine/wiki/General-Refine-Expression-Language
In Spain, people have a first name, an optional middle name, and two mandatory last names,
the first one if the father family name and the second one is the mother family name, although
legally this order can be interchanged.
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Fig. 4. Sample page (in Spanish) of a notarial deed of constitution of mortgage. Content has been
partially blurred or deleted, and original names have been replaced for privacy reasons.

Figure 5 shows the results obtained in our experiments. Applying our proposal allows the system to improve its F-Measure from 0.5 to a value of 0.61 (we have to bear in
mind that we were dealing with the most complex entities in the domain). Analyzing the
intermediate steps, we have seen that both the Basic Cleaning and the Data Refinement
steps participates almost in every extraction preparing the values of the attributes before
the following steps. The GREL standardization rules helps to remove successfully all
the duplicate appearances. On the other hand, the GREL validation rules do not offer a
great improvement because the invalid attributes are deleted if a valid attribute exists in
the ontology to replace it.
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However, whenever GREL enrichment rules and Google Maps were used (e.g., to
obtain zip codes), we have obtained a great increase of the recall. Also, the enrichment
of entities with the ontology fixes many structure mistakes. Finally, in general, the steps
that further improve the results are the Entity division and Entity fusion, as they restructure those person entities which have been extracted wrongly.
1
0.8
0.63
0.6

0.52

0.61

0.59
0.5

0.5

0.4
0.2
0
Precision

Recall

Without data curation

F-Measure
With data curation

Fig. 5. Results obtained without applying and applying the data curation

5

Conclusions and Future Work

In this paper, we have presented our proposal for improving the results of information
extraction processes, which is based on leveraging the knowledge stored in a domain
ontology with the aim of performing data curation processes. Our approach has been
implemented in a real industrial environment (automatic legal document analysis) yielding good results: an improvement of 11% in F-Measure. The knowledge-based nature of
our approach, as it is completely guided by the domain ontology, enhances its flexibility
and adaptability, and ensures its portability to other use cases. In particular, its application to other business contexts would only require to adapt the data and knowledge
expressed by the ontology; the rest of the system would remain unchanged.
As future work we plan to work in 1) expanding the tests in order to improve the
quality data extracted, and 2) detecting and extracting other kind of information, including relevant document-type relevant individual data (see Figures 6 and 7) as well
as more complex data when different individual data must be combined into more complex information (see Figure 8). Moreover, another important work line is the detection
of co-references between the entities extracted.
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[16] Suárez-Figueroa, M.C.: NeOn Methodology for building ontology networks: specification,
scheduling and reuse. PhD thesis, Universidad Politcnica de Madrid (2010)
[17] Euzenat, J., Valtchev, P.: Similarity-based ontology alignment in owl-lite. In: Proceedings
of the 16th European conference on artificial intelligence, IOS press (2004) 323–327
[18] Bollegala, D., Matsuo, Y., Ishizuka, M.: Measuring semantic similarity between words
using web search engines. www 7 (2007) 757–766
[19] Jiang, Y., Wang, X., Zheng, H.T.: A semantic similarity measure based on information
distance for ontology alignment. Information Sciences 278 (2014) 76–87
[20] Yujian, L., Bo, L.: A normalized levenshtein distance metric. IEEE transactions on pattern
analysis and machine intelligence 29(6) (2007) 1091–1095
[21] van Rijsbergen, C.J.: Information Retrieval (2nd. ed.). Butterworth-Heinemann, ISBN
0408709294 (1979)

Improving Information Extraction using Ontologies

15

Fig. 6. Example of fragment of a real notarial document (in Spanish) with key information to extract: “The total amount of the mortgage is e38.000,00”. Content has been
partially blurred or deleted for privacy reasons.
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Fig. 7. Example of fragment of real notarial document (in Spanish) with relevant information
to extract: “The mortgage duration is 30 years beginning on next June
10”. Content has been partially blurred or deleted for privacy reasons.
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Fig. 8. Example of fragment of real notarial document (in Spanish) with relevant and combined information to extract: “The mortgage can be partially refunded in
amounts not lower than e300.51, paying a fee of 0.50% when done
within the first 5 years”. Content has been partially blurred or deleted for privacy
reasons.

