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Chapter  25

Mobile Agents for a 
Mobile World

ABSTRACT

Mobile devices such as smartphones and tablets have become very popular and together with the enhance-
ments on mobile networks have changed the way the users interact. New applications and paradigms 
(such as social and collaborative networks) have appeared, and their development is now more important 
than ever. In this scenario, the technology of mobile software agents is an adequate option, since mobile 
agents can be used to overcome the difficulties and limitations of such an environment. Mobile software 
agents need a middleware (the agent execution platform) that allows them to exist and provides them the 
means to develop their potential. There exist a number of such platforms with different features but also 
some limitations. In this chapter, the authors discuss in detail all these questions and survey the most 
popular agent platforms from the point of view of their potential use in mobile environments.

1. INTRODUCTION

In the last years, the demand of mobile applications 
has grown considerably (Andersson et al., 2006) 
thanks to the miniaturization of devices (which 
are more and more powerful and cheaper) and the 
deployment of global wireless communication 
networks. It is now possible to access an increasing 
number of Internet-based services and applica-
tions, anytime and anywhere, in a fast and easy 
way. However, the development of more omplex 

and efficient services can be a challenging issue 
in such a mobile environment due to the existence 
of a high number of users, a variety of devices (in 
terms of features and computational capabilities), 
and mobile communication limitations. In order 
to deal with these issues, mobile agents (Milojicic 
et al., 1999) have been proposed as a promising 
technology that allows the development of distrib-
uted and intelligent systems in both a flexible and 
robust way. The great number of possibilities they 
offer has led to significant research in this field.
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An agent (Woolridge & Wooldridge, 2001) is 
a software entity characterized by having a high 
autonomy and intelligence, which allows it to 
execute in a self-contained way. Agents can take 
their own decisions based on information received 
from their execution environment, from other 
agents, or from a previously existing knowledge 
base. Besides, their communication capabilities 
allow them to exchange efficiently information 
with other agents by means of the use of especially-
structured communication languages. Moreover, 
there is another feature that, although it is not 
mandatory for agents, makes them special. This 
feature is mobility, which allows an agent to travel 
through a computer network from one execution 
environment to another. These are the so-called 
mobile agents (Braun & Rossak, 2005; Milojicic 
et al., 1999), in contrast to those that are executed 
always in the same environment and do not move, 
which are called stationary/static agents. A key 
component needed to build mobile agent-based 
systems is the middleware that they need to be 
executed (the mobile agent platform).

Many applications can take special advantage 
of the features of agents (Ferber, 1999; Luck et 
al., 2003; Valckenaers et al., 2007). For example, 
in the case of:

• Problems where a solution can be reached 
after some kind of negotiation, which can 
be achieved thanks to the intelligence and 
communication capabilities of agents.

• Problems that can be decomposed in dif-
ferent parts, which can be solved indepen-
dently in parallel, and where the partial re-
sults can then be gathered to build the final 
solution.

• Tasks where a large amount of data lo-
cated in different places must be processed 
and where, due to different reasons (e.g., 
the need to minimize the communication 
cost), these data cannot be transmitted to a 
central location for processing.

• Tasks where the data to process are scat-
tered among many places or stored in many 
different formats, being very hard to find or 
process them in a uniform way.

For example, in the last case, mobile agents can 
visit the different places (thanks to their autonomy 
and mobility capabilities), evaluate locally their 
conditions (thanks to their intelligence), and bring 
the most appropriate algorithm to process that 
particular data format in the best possible way. In 
general, mobile agents can bring the processing 
wherever it is required.

In this chapter, we focus on mobile agents 
and their mobile agent platforms. The success or 
failure of mobile agent applications depends, in 
many cases, on the features provided by the mobile 
agent platform used. Thus, a mobile agent platform 
can ease the development and implementation of 
a system and will also have a great influence on 
its final performance.

The rest of the chapter is organized as follows: 
In Section 2 we explain why mobile agents can 
be useful in mobile environments. In Section 3 
we describe general concepts about mobile agent 
platforms and their characteristics, highlighting 
the challenges arising in mobile environments. In 
Section 4 we focus on platform features that are 
desirable in a mobile environment. In Section 5 we 
present a survey of some mobile agent platforms. 
Finally, in Section 6 we present our conclusions.

2. MOBILE AGENTS IN 
MOBILE ENVIRONMENTS

Mobile environments have a number of limitations 
and variable conditions that make the implementa-
tion of conventional applications difficult. In this 
section, we will first provide an overview of the 
limitations of mobile devices and then motivate 
the importance of mobile agent technology in 
this context.
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2.1 Limitations of Mobile 
Environments

First, we must highlight the heterogeneity and 
limited capabilities of mobile devices. Thus, there 
exist different types of devices, such as smart-
phones, tablets, or laptops, which run applications 
on different environments and operating systems 
-such as Android (Hasseman 2008), iOS (Sadun & 
Wardwell 2014) or Windows Phone (Whitechapel 
& McKenna 2013) in the case of smartphones 
and tablets; and Windows or OS-X in the case of 
laptops-. These devices have different processing, 
storage, and user interface capabilities. According 
to these capabilities, they can execute different 
applications that work with different data formats; 
for example, applications for e-mail, calendar, 
contacts, web browsing, spreadsheets, documents, 
etc. Besides, the devices are portable and they are 
powered by batteries with a limited lifetime, so 
different energy-saving strategies must be applied 
in order to extend their autonomy (e.g., shutting 
down some components –such as the screen or 
the communication interfaces– when they are not 
used for a certain period of time).

In general, there is a wide range of communi-
cation technologies that mobile devices can use, 
although all of them have some drawbacks. On the 
one hand, GPRS (Lindemann & Thümmler, 2003) 
or 3G/4G (Dahlman et al., 2013) mobile phone 
networks can be used almost anywhere and at any 
time, but they usually imply high economic cost 
and a relatively low bandwidth with high latency. 
Moreover, the communication can be unexpect-
edly interrupted at any time if the device moves 
to an area without coverage, such as a tunnel or 
an underground place. On the other hand, Wi-Fi 
(Ohrtman & Roeder, 2003) or Bluetooth (Mor-
row, 2002) communications have no economic 
cost and exhibit high transmission rates, but they 
are constrained to a limited communication range 
(a few tens of meters), so in principle only other 
nearby devices can be contacted. Of course, it is 
possible to extend the communication range by 

using some support infrastructure (e.g., a Wi-Fi 
hotspot), provided by a third party, that allows 
the connection to a wider area network (such as 
an enterprise LAN or the Internet). However, this 
infrastructure implies an additional cost.

2.2 Benefits of Mobile Agents 
in Mobile Environments

In such a heterogeneous, unstable, and prone to 
failures environment, mobile agents can per-
form their tasks efficiently (Spyrou et al., 2004), 
dealing with all those inconveniences. Their 
special features do not require high computa-
tional resources. Thus, neither their autonomy, 
environment awareness, or communication and 
moving ability have high cost in terms of CPU, 
memory, or bandwidth, so these features are not 
an important overhead (Becker et al., 2007) for 
the applications that benefit from them. As the 
CPU usage is limited, the energy consumption 
will also be kept low. Besides, agents are aware 
of their execution environment, so in case the 
battery indicator falls below a certain threshold, 
they could react by, for example, entering an idle 
state, suspending their execution, or migrating to 
another device if possible.

Mobile agents cope well with heterogeneity 
issues. Thus, they can often be executed on many 
different hardware architectures and operating 
systems without the need of changing their code, 
since they usually run on top of an interpreter. 
Some of the most popular programming languages 
work on this way (e.g., Java), with interpreters 
available on many hardware platforms, so the 
existence of different classes of devices is not in 
general a problem.

Another advantage is that any data stored on 
the devices can be processed with independence 
of its format. If there exists an agent capable of 
understanding one particular format, that agent 
can move to the device to process the data. If 
new formats are introduced, new mobile agents 
can be programmed to process them and move 
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whenever and wherever they are required. In this 
way, applications gain in flexibility by means of 
the reutilization of code that can autonomously 
move to any place.

Despite the limitations of wireless communi-
cations, mobile agents can still be useful due to 
several reasons:

• Because their program size is usually 
small, they do not need a fast or wide-band 
network connection.

• Instead of communicating a large amount 
of data from a computer to a mobile de-
vice, a mobile agent could move from the 
device to that computer to process the data 
locally. In this way, it would filter the non-
relevant data, which should not be commu-
nicated through the network.

• The behavior of a mobile agent does not 
need to be very complex, which would en-
large its code, since it can cooperate with 
other specialized agents to perform its 
tasks.

• An agent can adapt itself to communica-
tion failures. For example, if an agent 
needs to communicate with others and it 
is not possible to establish a connection, it 
can adopt different retry policies (in terms 
of retry frequency and maximum amount 
of time to retry before assuming that the 
communication is not possible and an al-
ternative course of action must be taken). 
As another example, it can decide to move 
to other computers/devices or not depend-
ing on the reliability of the network.

For all of these reasons, mobile agents are a 
serious option to consider when designing a dis-
tributed system for a mobile environment.

3. MOBILE AGENT PLATFORMS

Agents rely on the existence of another software 
component called the mobile agent platform. This 
platform provides agents with all the services they 
need to run, communicate, and move securely 
from one device to another, among other func-
tionalities (Viroli et al., 2007; Trillo et al., 2007). 
The platform software must run on all the devices 
where agents are going to be present, acting as 
an abstraction layer between the agents and the 
underlying hardware and operating system.

3.1 Traditional Services 
Provided by Platforms

There are many mobile agent platforms available, 
which differ in different aspects (such as their 
general architecture, communication style, etc.) 
and compare differently in terms of performance, 
reliability, or scalability (Trillo et al., 2007). 
However, all of them are very similar in the basic 
services offered to their agents: execution, mobil-
ity, communication, object tracking, and directory.

In the first place, all platforms provide an ex-
ecution environment. It is the most basic service 
and allows agents to run their code and access the 
rest of the services offered by the platform. The 
use of bytecode-based languages like Java eases 
the implementation of this service and its porta-
bility between different hardware architectures. 
Every device can execute one or more instances 
of these environments (usually known as places, 
containers, or contexts, depending on the specific 
mobile agent platform considered), where several 
agents can be running simultaneously.

The mobility service allows agents to move 
to other execution environments. The process 
involves three steps. First, the agent determines 
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the destination place and invokes the mobility 
service to be transferred. Then, its code and data 
are transferred across a network connection to 
the destination, where another running platform 
receives them. Once the transmission has finished 
without errors, the copy of the agent in the origin 
is destroyed and a new one is created in the des-
tination from the code and data that compose the 
agent. This process is fail-proof: if there is any 
problem with the trip of the agent, the agent that 
attempted to travel will get the control back and 
decide what to do next.

One of the strongest points of agents is their 
communication capability, so the existence of a 
communication service is also very important. 
When an agent starts a communication, it needs 
to determine the message to be transmitted and 
the destination where it must be sent (i.e., the 
target agent/s). The message must contain the 
information to transmit and must be intelligible for 
both the sender and the receiver. To achieve such 
mutual comprehension, there exist different agent 
communication languages (ACLs) that make the 
communication between different agents possible 
(Kone et al., 2000; Labrou 2001). The destination 
of the message can be a single agent or multiple 
agents, which can be located in the same execu-
tion environment as the sender or in a remote 
location. The goal of the communication service 
is to provide agents with a common mechanism 
to build and deliver the messages to their destina-
tion, independently of where the target agents are 
located. It should be noted that this task is even 
more difficult when a message has to be routed 
to an agent that is moving.

The object tracking service keeps a record of the 
locations of all the objects present in a multi-agent 
system (Roth & Peters, 2001), such as the agents 
themselves or the places/containers available in 
the distributed system. Whenever a new object is 
created, destroyed, or moved, the service must be 
aware of such an action and update its location. It 
is very important for the agent programmer that 
this service provide a truly location transparency 

so that, once a reference to an object is obtained, 
it will be kept up-to-date by the system as long 
as necessary (the programmer will not need to 
refresh/update this reference).

Agents can be programmed to offer different 
services to other agents or software components. 
Conversely, agents may also need to use a number 
of services, offered by other agents, to achieve 
their goals. The directory service allows the reg-
istration by agents of a description of the services 
they provide, and a common way to query, locate, 
and access the services included in the registry.

Thanks to all these services, mobile agents 
can live in a generic distributed environment and 
perform their tasks effectively. In the next sec-
tion, we will examine some special difficulties 
introduced by mobile environments. A mobile 
agent platform should take these difficulties into 
account in order to be usable in such environments.

3.2 Challenges of Mobile 
Environments for Mobile 
Agent Platforms

Existing mobile agent platforms have a relatively 
good performance when they are used in fixed 
environments, i.e., those formed by conventional 
desktop and server computers linked by wired 
network connections. However, because of the 
limitations and special characteristics of mobile 
environments, the platforms may not perform well 
in such contexts and a number of issues may arise. 
For example, we highlight: scalability, intermittent 
availability of the devices, changes in the network 
topology, exploitation of different communication 
technologies, and the need to distribute services.

Regarding scalability, it should be noted that 
the number of devices present in a fixed environ-
ment (like an enterprise LAN or a campus) is 
known and its growth is sustained and predictable. 
In a mobile environment, however, the number of 
operating devices can vary along time and increase 
or decrease very quickly in certain places and at 
different moments. Mobile agent platforms should 
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scale well in order to face situations like this, but 
not all of them behave well in high-load scenarios 
(Trillo et al., 2007).

From the point of view of availability, it is 
clear that the connection status of devices and 
equipment in fixed environments is generally 
known (e.g., servers are always connected and 
desktop computers are powered on only during 
office hours). However, in mobile environments, 
as wireless communications are used, the avail-
able devices/computers are more unstable and can 
be available or not in a very unpredictable way. 
Dealing with objects that can be intermittently 
available may be problematic for a mobile agent 
platform (e.g., when routing messages to agents 
on mobile devices that may become unavailable).

Some network issues are also very important. 
Thus, the network topology in a fixed environment 
is based on wired networks and any node can 
potentially establish a direct connection to any 
other node, maybe traversing transparently some 
intermediate elements like firewalls and proxies. 
On the other hand, in mobile environments wire-
less communications with short-range interfaces 
(such as Wi-Fi or Bluetooth) are usually used, 
which can only establish a connection with other 
nearby devices. To solve this, other topologies 
could be used, such as ad hoc and mesh networks 
(Murthy & Manoj, 2004; Roth & Peters, 2001), 
but existing mobile agent platforms are not ready 
to use them directly.

Finally, it is important to mention that in many 
mobile agent platforms some services (e.g., the 
directory service) are usually centralized in a well-
known location. In mobile environments, some 
nodes can be offline, change their IP address, 
or be accessible only during some time or for a 
limited number of devices/computers depending 
on their location, so conventional mobile agent 
platforms cannot perform properly in such situa-
tions. Providing reliable and distributed platform 
services is an important aspect to consider.

To sum up, a mobile environment presents new 
challenges for the design of an appropriate mobile 

agent platform. For example, a fixed environment 
has a system administration staff and a group of 
known users, which usually does not occur in a 
mobile environment. Moreover, it is more con-
trolled and secure than a mobile environment, 
which –due to its distributed, dynamic, and mobile 
nature– is more chaotic and potentially insecure. 
In the next section, we will study some features 
that mobile agent platforms should ideally provide 
to solve these difficulties.

4. REQUIREMENTS OF PLATFORMS 
FOR MOBILE ENVIRONMENTS

We have seen how the services provided by mo-
bile agent platforms in fixed environments may 
not work properly when they are used in mobile 
environments. In order to take advantage of mobile 
devices and wireless communication possibilities, 
mobile agent platforms should be improved with 
a number of features (Urra et al., 2009). In this 
section, we expose a relation of these desirable 
features, independently of whether they have been 
implemented in any platform or not.

4.1 Security

Security is always a major concern (Alfalayleh 
& Brankovic, 2004; Bagci et al., 2005). Besides 
security problems with mobile agents in fixed 
networks, other problems particular to wireless 
environments arise (Vasudevan et al., 2013). In 
order to control such issues, some strategies should 
be adopted, such as encrypting communications, 
checking the integrity of the agent code, and using 
trust mechanisms.

First, it should be emphasized the need of 
data encryption. This is motivated by the fact that 
wireless communications usually broadcast the 
transmitted data in an omni-directional way. The 
disadvantage is that these data will be received 
not only by the intended destination but also by 
anyone within the range of the originating com-
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munication device. Although most wireless com-
munication protocols (such as Wi-Fi or Bluetooth) 
can encrypt data, it is not mandatory and in some 
circumstances an unencrypted communication can 
be the only possibility available (e.g., with public 
access points or hotspots). If a mobile agent is 
transferred using an insecure channel, its code 
and data will be exposed to any nearby device 
and it can be modified. To avoid this problem, the 
mobile agent platform should be able to encrypt 
all communications when it connects to others.

On the other hand, it is also important to 
protect the integrity of the agent code. Thus, it 
could otherwise be altered, either intentionally or 
accidentally. For example, in the first case, a mali-
cious platform could modify it while it is running 
on its device. In the second case, a failure such 
as a memory leak or a problem with the wireless 
transmission of the agent could lead to a corrup-
tion of its code. The execution of an agent whose 
code has been altered can lead to unpredictable 
consequences and should be avoided. Thus, the 
mobile agent platform should verify the agent code 
integrity before starting its execution, for example 
by requiring that its code be signed with a X.509 
digital certificate, or using other mechanisms 
like those described in Dragoni et al. (2007) and 
Dutta et al. (2006).

Finally, trust mechanisms are required to 
control the access to the limited resources avail-
able on a mobile device (such as the CPU, the 
memory, the file system, the user interface, etc.). 
To avoid abuses on the use of these resources, the 
platform should state the extent to which it trusts 
an incoming agent; indeed, this is critical in an 
open environment. Depending on it, the platform 
should allow, limit or deny the mobile agent the 
access to the resource, or even deny the execu-
tion of the agent. There already exist authentica-
tion mechanisms for distributed environments 
(Gokhale & Dasgupta, 2003; Wang et al., 2007) 
that could be used to determine the owner of an 
agent. Once it is authenticated, different access 
control policies can determine the resources that 

the agent is allowed to use. This trust mechanism 
should be bi-directional, so not only the platform 
should be able to determine if it can trust an 
incoming agent, but also a mobile agent should 
know if it can trust a certain place as an execution 
environment to move there. This is particularly 
important in a mobile environment, where new 
devices can appear at any time.

4.2 Network and Communications

Existing mobile agent platforms assume the exis-
tence of a TCP/IP network where every node can 
potentially connect to any other. This approach 
has the advantage of its simplicity, but it prevents 
the possibility to consider explicitly other forms 
of communication that could be beneficial in 
a context with wireless mobile agents. To take 
these aspects into account, a number of features 
should be included in a platform, such as node 
discovery, access to link-layer information, and 
multi-hop routing.

The first desirable feature, node discovery, 
derives from the fact that devices in a mobile envi-
ronment can connect/disconnect at any time. When 
a mobile agent needs to move to another node, 
it should be able to obtain (from the platform) a 
list of the places available as destination. Wireless 
communication protocols (such as Wi-Fi or Blue-
tooth) broadcast continuously an identification to 
let other devices know about their presence. The 
platform should check whether it is possible to 
establish a connection with nearby devices (they 
can require some password) and if a platform is 
running there. This check should be done periodi-
cally to keep this information up-to-date.

It would also be interesting if a mobile agent 
platform has direct access to the link layer (at a 
lower level than the TCP/IP protocol) to obtain 
information such as: whether the connection is 
fixed or wireless, the bandwidth available, if an 
established link (e.g., a Wi-Fi connection) is en-
crypted or not, the coverage level or the strength 
of the received signal in the case of a wireless 
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communication, etc. With all this information, 
the platform would be able to take different use-
ful decisions. For example, it could select the 
most appropriate communication link if there 
are several options available, it could avoid 
encrypting the communicated data when using 
a secure channel (reducing the CPU utilization 
and therefore saving battery power in the mobile 
device), it could decide not to retry a failed com-
munication if the coverage is poor, etc. Making 
this information accessible to the agents would 
also be interesting. For example, an agent could 
decide to jump to another device/node if its cur-
rent device is getting out of coverage. Moreover, 
in mobile environments there could be multiple 
communication technologies that can be used at 
different times (e.g., 3G/4G, Wi-Fi, Bluetooth, 
etc.). Ideally, all these technologies should be 
managed transparently, as well as switching to 
the most appropriate one.

Finally, one important limitation of mobile 
devices is that their communication interfaces 
(usually Wi-Fi or Bluetooth) have a relatively 
short range (a few tens of meters). Therefore, in 
a mobile ad hoc network (MANET) a multi-hop 
routing protocol (Biswas & Morris, 2005; Bruno 
et al., 2005; Couto et al., 2005) should be used to 
allow two distant nodes to communicate. Mobile 
agents could be explicitly programmed to travel 
across a network in this way, but it would better 
that the platform itself implements the multi-hop 
routing. Thus, the mobile agents could reach their 
destination transparently and their code would 
be simpler.

4.3 Automatic Discovery of Services

As opposed to a fixed distributed infrastructure for 
mobile agents, a mobile context usually presents 
an open environment where many different com-
puters/devices may appear and disappear at any 
time. Therefore, the capabilities/services offered 
by these nodes should be advertised to allow the 
agents to decide a convenient target node. There 

exist several service discovery protocols, such as 
the Service Location Protocol (SLP), the Univer-
sal Plug and Play (UPnP), or the use of the Jini 
technology. The suitability of these protocols for 
ambient intelligence is analyzed in Preuveneers 
& Berbers (2004). Mobile agents should be pro-
vided an automatic discovery mechanism to allow 
them the detection of services of interest. Given 
the nature of mobile environments, this service 
should be decentralized to avoid the problems 
stated before when there is not always a direct 
connection between any two nodes.

It is also important to highlight the importance 
of providing a semantic matching of services 
(Sycara et al., 2002), not only syntactic matching, 
in order to enable dynamic and flexible interactions 
among the mobile agents. Thus, Agent Commu-
nication Languages (ACLs) (Kone et al., 2000) 
could play an important role. The language pro-
posed by the Foundation for Intelligent Physical 
Agents (the FIPA ACL, see http://www.fipa.org) 
is the most popular proposal nowadays and it is 
supported by several mobile agent platforms, such 
as JADE (Bellifemine et al., 2007). If services for 
mobile agents are implemented as web services, 
as suggested in Zhang et al. (2007), then exist-
ing techniques for web services -UDDI, WSDL, 
SOAP, etc. (Hewitt, 2009)- could also be adopted.

4.4 Resource Management

Computational resources on mobile devices are 
limited and the utilization of the CPU, the memory, 
or the network bandwidth can grow too high under 
some circumstances. It would be difficult for the 
platform to prevent their use in absolute terms, 
because it is a task of the operating system, but the 
platform could monitor the use of such resources 
(Sugiura et al., 2002) by agents and react appro-
priately if some abuse is detected. For example, 
the platform could limit the number of agents 
being executed simultaneously, or even suspend 
or finish their execution if they are consuming 
too many resources.
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Besides, a platform executing on a mobile de-
vice should be energy-aware. Thus, as commented 
before, battery is the most precious resource for a 
mobile device. The platform should know at any 
moment the battery charge level (e.g., using the 
ACPI standard, see http://www.acpi.info), and if 
it falls below a certain threshold perform some 
action. For example, not allowing the arrival of 
new mobile agents, or sending a message to those 
being executed on the device at the moment in 
order to allow them to move elsewhere. Some 
devices, such as laptops and tablets, can enter a 
low-consumption state where all the system activi-
ties are suspended, which in the case of mobile 
agent platforms would include the execution of 
the platform itself and the network connections. 
The platform should keep working properly after 
returning from such a state, taking into account 
that the system environment could be not the 
same as before; for example, network connections 
could be broken and the system time and date will 
have changed.

5. SURVEY OF MOBILE 
AGENT PLATFORMS

We have seen how mobile agent technology can be 
used to build mobile applications, and how these 
applications can take advantage of the special 
features of agents. We have also seen that agents 
need an execution platform to perform their tasks, 
and the features that such a platform should have 
when executed in mobile environments. In this 
section, we will give an overview of some mobile 
agent platforms to study if these features have 
already been implemented on them.

The platforms examined are: JADE with LEAP, 
Voyager, SPRINGS, and Tryllian. They have been 
chosen because they all support mobile agents, they 
are quite popular, and/or have some interesting 
features. We will first present the features of these 
platforms and then a comparison among them.

5.1 The JADE-LEAP Platform

JADE (http://jade.tilab.com), developed by Tele-
com Italia Lab since July 1998, was released as 
open source in February 2000 (latest version: 
JADE 4.3.1 June 2013), and has become probably 
the most popular FIPA-compliant agent platform. 
An agent is composed of different concurrent 
(and non-preemptive) behaviors, which can be 
added dynamically. Among the benefits, we 
could indicate that there exist a wide variety of 
tools provided (e.g., for remote management and 
monitoring of agents, and to track interchanged 
messages) and it can be integrated with different 
software, such as Jess (a rule engine which allows 
JADE agents to reason using knowledge provided 
in the form of declarative rules). Finally, it is also 
worth mentioning its support for the development 
of ontologies to represent the knowledge of agents.

Probably, the main disadvantage is that agent 
mobility is not a key element in JADE. Thus, it 
focuses on other functionalities relevant to the 
development of multiagent systems. The JADE 
built-in Agent Mobility Service supports mobility 
among containers within the same JADE platform. 
Agent proxies (references needed to establish a 
communication) are obtained by querying the 
AMS (Agent Management System) about the 
current location of its target, according to the 
FIPA specifications.

JADE has an optional “plugin” called LEAP 
that, once installed, allows the platform to be ex-
ecuted on Java ME-compliant devices, like phones 
and personal digital assistants (PDAs). There is 
also a plugin to accomplish the same purpose 
on Android devices, which raises the number of 
supported devices for this platform. Thus, mobile 
agents could move among devices regardless of 
their type, although some tests reported some 
implementation bugs when an agent travels outside 
a mobile device (Urra et al., 2008).

Regarding the desirable features for mobile 
environments, it has adequate security options 
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implemented by using SSL (Secure Socket Layer), 
which provides encryption for communications 
and allows the detection of any data alteration 
during a transmission. It also provides a mecha-
nism to verify the identity of agents and grant 
different privilege levels. Regarding networking 
issues, it can get simple information about the link 
status (connected, disconnected, or reconnected), 
but it is not possible to obtain more detailed in-
formation. It can neither natively discover other 
nearby nodes nor use multi-hop routing protocols 
in a transparent way, although some non-official 
modifications have been proposed to add some of 
these functionalities (Lawrence, 2002).

With respect to automatic service discovery, 
JADE-LEAP has a federated Yellow Pages (YP) 
service, but allocating it to a node is not transparent 
to the programmer and the changes of location of 
the mobile device may invalidate the convenience 
of using that allocated YP service. A search for a 
service in the yellow pages can only be performed 
by name; thus, there is no way of using a semantic 
matching (matching requests with services taking 
into account not only the syntax of the request 
but also its semantics) unless the programmer 
develops it explicitly.

5.2 The Voyager Platform

Voyager (http://www.recursionsw.com), devel-
oped initially by ObjectSpace in 1997 and currently 
by Recursion Software (latest version: Voyager 
Edge 8.0.2, September 2011), is a distributed 
computing middleware focused towards simplify-
ing the management of remote communications 
of traditional CORBA (Common Object Request 
Broker Architecture) and RMI (Remote Method 
Invocation) protocols. Voyager is a commercial 
product, although in the past there was also a Com-
munity Edition that was freely available valid dur-
ing one year (latest version: 7.2.1, October 2009).

It offers facilities such as the dynamic genera-
tion of CORBA proxies, mobile code, and mobile 
agents. Agents communicate via traditional remote 

method invocations using proxies. According to 
Moreau (2002), Voyager provides location trans-
parency through forwarding chains of proxies. 
Voyager is an interesting platform, with many 
functionalities that ease the development of dis-
tributed systems. However, the forwarding chain 
mechanism used to track mobile agents could 
sometimes be inefficient (the whole chain must be 
traversed in order to locate an agent) and weak (a 
single broken link makes the agent unreachable); 
these disadvantages could be especially important 
in a mobile environment, where some of the links 
in the chain can correspond with mobile devices.

One strong point of Voyager is that it can be 
executed on a wide number of mobile devices, 
including Java ME-compliant devices and those 
based on Android and the .NET Compact Frame-
work, which makes it a very interesting option for 
development and testing in such environments.

Regarding security, it includes a very complete 
API that allows the implementation of mechanisms 
to verify the identity of agents and grant different 
privilege levels. Similarly to JADE, it also uses 
SSL to encrypt communications and guarantee 
their integrity. Related to the network status 
awareness, Voyager can measure the network 
latency and detect that a communication is broken 
when an abnormally high value is obtained, but 
it does not have any other mechanism to obtain 
more information about it. Advanced features 
such as battery control, transparent multi-hop, or 
semantic and decentralized search of services are 
not implemented either.

5.3 The SPRINGS Platform

SPRINGS (http://sid.cps.unizar.es/SPRINGS/) 
(Ilarri et al., 2006), developed by the Distributed 
Information Systems Group at the University of 
Zaragoza in Spain, focuses on scalability and 
reliability in scenarios with a moderate and high 
number of mobile agents. The features of other 
popular platforms, such as Voyager, have inspired 
its development.
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Similarly to other platforms, it proposes a 
hierarchical architecture. An important feature 
is that it provides full location transparency: 1) 
for agent travelling, as the programmer does not 
need to specify network addresses but just the 
name of the destination (the mapping is dynamic 
and does not rely on static configuration files 
setting the correspondences); and 2) for calls, 
through the use of dynamic proxies. Moreover, 
it attempts to minimize the livelock problem that 
can arise when agents move quickly. Finally, 
agents can be configured to follow different retry 
policies in case of failed communications, which 
is particularly important in mobile environments 
(as mentioned in Section 2.2). The experimental 
results in Ilarri et al. (2006) show that SPRINGS 
outperforms other platforms in scenarios with 
a high number of very dynamic mobile agents. 
A potential disadvantage of SPRINGS is that it 
does not support agent communication using the 
standard FIPA. Besides, the current release does 
not provide sophisticated security mechanisms. 
Although it is easy to use, it does not offer either 
currently any graphical tool to the user.

Thanks to the simplicity of SPRINGS, it has 
been shown that this platform can be executed 
in both fixed and mobile devices with the same 
capabilities (Urra et al., 2008): in the case of 
devices that can execute a standard JVM (Java 
Virtual Machine) no changes are necessary, and in 
the case of Android devices a port has been devel-
oped recently based on LipeRMI (http://lipermi.
sourceforge.net/) instead of RMI. Mobile agents 
perform well in both environments although, as it 
happens with the other platforms, it lacks advanced 
and specific features for its execution in mobile 
environments. This platform is in continuous de-
velopment. Currently, extensions are planned in 
a number of directions: security, graphical tools 
to facilitate managing SPRINGS platforms, and 
adaptations to execute them on Android devices 
and with P2P scenarios.

5.4 The Tryllian Platform

Tryllian (Tryllian, 2001) was developed by the 
homonym company in 2001. Unfortunately, the 
company and its web site no longer exist at the 
time of writing this book chapter, but we include 
the platform in this survey because it has interest-
ing features that can inspire other developments. 
Its latest version (3.2.0) was released as open 
source in November 2005. As its source code was 
freely available, it can be compiled and installed 
on Windows and Unix systems. Although the 
developers of Tryllian claimed that the platform 
can also run on mobile devices, no report has been 
found that confirms this. On the one hand, there is 
no documentation available about this particular 
topic. On the other hand, according to some tests, 
Tryllian does not exhibit a high performance/reli-
ability even in fixed environments (Ilarri et al., 
2006; Trillo et al., 2007).

Tryllian was based on a sensing-reasoning-
action mechanism. It allowed programmers to 
define a reactive (based on incoming messages) 
and proactive (based on heartbeats) behavior of 
agents. Tryllian proposed a task-based program-
ming model and communication among the agents 
was achieved through message passing and ac-
cording to the FIPA standard.

An important disadvantage of Tryllian was 
that it did not offer location transparency; thus, 
every time an agent wanted to send a message to 
another one, it had to first obtain the location of 
that target agent. In addition, its task-based and 
asynchronous model could be difficult to use, 
due to its differences with the classical proce-
dural programming. It did not offer facilities for 
synchronous communication or conventional 
method invocation, and the use of a single thread 
per agent could be inefficient and a limitation for 
the programmer.

In principle, Tryllian offered some features 
very interesting for mobile environments. In par-
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ticular, the main reason to include Tryllian in this 
comparative is its rich security model. It included 
the use of SSL and X.509 certificates for com-
munication encryption and agent identification, 
allowing setting permissions according to groups 
of roles. There was also a persistency service that 
allowed storing the platform status (the platform 
process itself as well as its running agents) on a 
database. This status could be restored later if the 
platform execution was interrupted. However, as 
mentioned previously, this platform does not seem 
to be suitable for execution on mobile devices, so 
other features interesting in that context cannot 
be evaluated or are not applicable.

5.5 Comparison of Platforms

We have seen the most remarkable features of 
some of the most popular and recently updated 
mobile agent platforms, including –when avail-
able– those features related to their use in mobile 
environments.

We can compare the four considered platforms 
from different perspectives. The most evident 
criterion is the possibility to execute them on 
mobile devices. Three of them have this ability 
(JADE with LEAP, Voyager, and SPRINGS) 
whereas the other (Tryllian) apparently does not 
have this capability. If we take into account only 
how well they can support mobile agents in mobile 
environments, the order of preference could be: 1) 
Voyager, 2) SPRINGS, and 3) JADE with LEAP. 
Voyager can run on a great variety of mobile sys-
tems (including non-Java ME devices), SPRINGS 
supports mobile devices with a standard JVM 
and Android devices (this last option through a 
specific port for Android), and JADE-LEAP has 
been tested only on the Java ME family of devices. 
The impossibility of running real tests when try-
ing to execute mobile agents with JADE-LEAP 
on mobile devices relegates this platform to the 
third place, as SPRINGS is capable of running 
them properly (Urra et al., 2008).

If we focus on communication, the order of 
preference could be: 1) JADE-LEAP, 2) SPRINGS 
and Voyager, and 3) Tryllian. The strongest point 
of JADE, which is also one of the most important 
reasons for its popularity, is its powerful com-
munication features, which use FIPA-compliant 
messages and allow the use of both existing and 
newly created ontologies. Voyager and SPRINGS 
would share the second place. SPRINGS provides 
full location transparency, which allows messages 
to reach their destination efficiently. Voyager has 
very powerful communication capabilities, maybe 
not as complete as JADE-LEAP’s, although they 
can be improved by using plug-ins; however, its 
communication mechanism seems to be less ef-
ficient than the one provided by SPRINGS (Ilarri 
et al., 2006; Trillo et al., 2007). Finally, we would 
place Tryllian, which although is FIPA-compliant 
lacks location transparency.

From the security point of view, the order of 
preference could be: 1) Voyager, 2) JADE-LEAP, 
3) Tryllian, and 4) SPRINGS. Voyager has a very 
complete security API that allows a fine control 
of practically every security aspect. JADE-LEAP 
has a plug-in available (called JADE-S) which 
enhances the security capabilities of the generic 
version. Tryllian is capable of using SSL for 
encryption and performing some other security 
tasks not as extensive as those offered by Voyager 
and JADE-LEAP. Finally, SPRINGS currently 
offers only basic security features, and therefore 
it closes the security ranking.

If we take into account both scalability and 
reliability, the order of preference could be: 1) 
SPRINGS, 2) Voyager, 3) JADE-LEAP, and 4) 
Tryllian. In challenging experiments performed in 
(Ilarri et al., 2006; Trillo et al., 2007), SPRINGS 
was the only platform capable of finishing the test 
and besides offered the best performance. The 
other platforms were not always able to finish the 
test and showed a relative reliability/performance 
according to the rank presented.
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Figure 1 shows graphically the classifica-
tion of the platforms according to each criterion 
considered.

To conclude this section, we focus on the most 
poorly implemented features that are interesting 
in mobile environments. None of the platforms 
considered obtains information from the network 
link layer, although some of them use some simple 
mechanisms in order to have a better network 
adaptability. This is the case of Voyager (which 
measures the latency), JADE-LEAP (which 
considers the connection status), and SPRINGS 
(which automatically retries failed connections). 
Regarding the decentralized service registry, both 
Voyager and JADE-LEAP have a Yellow Pages 
service that can be used in a distributed system, 
even though these platforms cannot deal well with 
the mobile environment challenges exposed in 
Section 3.2. The other platforms considered do 
not offer similar services. The rest of the desirable 
proposed features for mobile environments (i.e., 
the transparent multi-hop routing, the discovery of 
nearby nodes, or the semantic service matching) 
are not currently present in any of the considered 
platforms. A summary of the features of the dif-
ferent platforms is presented in Table 1.

6. CONCLUSION

Mobile agents can be used for the development 
of mobile applications in wireless environments. 
Thanks to their features, such as autonomy, intelli-

gence, or mobility, they can deal with the problems 
and limitations present in these environments. 
However, they also need an execution platform to 
be able to develop their activity, and such platform 
should have a number of key functionalities, espe-
cially if it is going to be used on mobile devices in 
the context of wireless networks. Some of these 
features can be found on existing available plat-
forms, whereas other functionalities are missing, 
probably because they may be difficult to imple-
ment or because many platforms have not been 
developed with the mobile environment in mind.

Our survey of existing mobile agent platforms 
shows that only some of them are ready to be 
executed on mobile devices and that they do not 
include all the functionalities that are especially 
interesting for mobile environments. It is not clear 
which of the surveyed platforms is the best, because 
this consideration depends on which features are 
considered the most relevant (e.g., scalability, 
communication capabilities, security, etc.).

As a conclusion, despite the multiple advan-
tages of mobile agents, there is still work to do to 
consolidate them as a real-world alternative for 
the development of mobile applications. Thus, 
existing evaluations of the platforms in wireless 
environments are limited to controlled scenarios. 
Probably one of the key issues is the execution 
platform, which needs to be enhanced for a bet-
ter adaptation to mobile environments and their 
special conditions. We can identify the following 
main lines for future research:

Figure 1. Mobile agent platforms ranking
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• The need to develop protocols and manage-
ment approaches that do not rely on central-
ized computers and that are fault-tolerant.

• The need to extend existing platforms with 
discovery services that allow agents to find 
other entities (computers/devices, agents, 
and services) nearby in ad hoc networks.

• Security extensions to cope with the chal-
lenges of the new environment.

• Experimental evaluations with real test 
cases.

This will allow developers to abstract them-
selves from the underlying system complexities 
and focus instead on the application functionalities, 
using mobile agents in a more natural way.

Although mobile agent technology already 
appeared in the 90s, it is still of high interest nowa-
days. For example, in the field of cloud computing 
(Armbrust et al., 2010; Voorsluys et al., 2011), 
the concept of cyber foraging (Kristensen, 2008; 
Kumar et al., 2013) emphasizes the interest of 
transferring heavy computing tasks to resource-
ful servers and retrieve the results later, which is 
quite similar to the idea of using mobile agents. 

The concept of agent itself continues to be an im-
portant one (Ganzha et al., 2013), and we expect 
it to keep an important role in the future. Mobile 
agents have been proposed recently, for example, 
as a potential facilitator technology in VANETs 
(Vehicular Ad Hoc Networks) (Hartenstein & 
Laberteaux, 2008) for query processing (Urra & 
Ilarri, 2013), and as the basis for SHERLOCK 
(System for Heterogeneous mobilE Requests by 
Leveraging Ontological and Contextual Knowl-
edge) (Yus et al., 2013).
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KEY TERMS AND DEFINITIONS

Ad Hoc Network: A network that does not 
need a preexisting infrastructure and instead uses 
temporary connections established dynamically 
between the nodes that participate in the network. 
These nodes act as relays forwarding the data they 
receive to one or more of their neighbors in order 
to route them to the destination.

Agent Platform: Middleware that acts as an 
execution environment for software agents and 
provides them a number of services.

Agent: See software agent.
Cyber Foraging: Is the transfer of heavy 

computational tasks from one resource-limited 
device to one or more resourceful servers in order 
to execute those tasks, and return the results to 
the initial device.

Mobile Ad Hoc Network (MANET): A 
particular type of ad hoc network where the inter-

mediate nodes can move freely at any time. As a 
consequence, the connections established between 
the nodes are temporary and can be finished at 
any moment.

Mobile Agent: A software agent with the 
ability to travel from one execution environment 
to another (i.e., it can move through a computer 
network).

Proxy: In the context of mobile agent plat-
forms, a proxy is a reference to an agent, used by 
other agents and platform components to com-
municate with it.

Software Agent: A program that is executed in 
a certain environment autonomously and is capable 
of making decisions based on data obtained from 
the environment and from other agents.

Transparent Proxy: Proxy that is updated 
whenever the referenced agent moves, in order to 
keep the reference consistent. The update must be 
made by the platform automatically without the 
intervention of the programmer.

Vehicular Ad Hoc Network (VANET): A 
particular type of MANET where the mobile nodes 
are vehicles travelling across a road or a street. 
The main characteristics of these networks are the 
high mobility speed of the nodes and their position 
constrained to the layout of the roads or streets.
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