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Susana, Óscar, Diego, Tony, Eloy, Eva and Penabad.
Finally, above all, I would like to thank my nearest ones, especially my
partner, colleague, friend,..., Sergio because he is not only the one that had
to keep up with my bad temper and encourage me during the hard times,
but also the one that had to revise a lot of papers about Keyword-based
Searching and Semantics, and this document (a lot of times!). I would
also like to thank my family, specially my mother Aurora and my siblings
Justo and Virginia, for their unconditional help and support during this
dissertation, particularly; and during all my life, in general.
Zaragoza, May 2011
Raquel Trillo Lado

Agradecementos
En primeiro lugar, gustarı́ame agradecerlle ou meu director, Eduardo Mena,
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oportunidade de traballar alı́.
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Mirko, Antonio, Elton (¡de Albania!), Domenico, Alberto, Giulia, Simona,
Silvia, Ricardo, Luca, Mateo, ... Por último, pero non menos importante,
teño que dar as grazas a todos os membros do grupo de Bases de Dados da
Universidade da Coruña por iniciarme no mundo da investigación e por facilitarme a vida axudándome en innumerables ocasións coa documentación e
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Abstract
In the last decade, Keyword-based Searching systems have become very popular mainly due to the success of web search engines such as Google or
Yahoo!. Generally, these systems are based on the use of syntactic techniques that ignore the meaning of words (their semantics) and on the construction of specialized indexes of the content directly accessible. Due to
these facts, the high semantic heterogeneity makes it difficult for users to
locate the available information, and there is a huge amount of information
(usually stored in structured sources) that is hidden to searching systems.
Therefore, many researchers of several areas (Semantic Web, Deep Web,
Databases, etc.) study these topics from different perspectives.
In this work, we tackle the application of semantic techniques to keywordbased search scenarios. Firstly, we study semantic measurements and their
application to annotate and classify the results provided by a traditional
search engine. Then, we focus on techniques to translate keyword queries
into queries written in a formal unambiguous language in order to query
structured data sources, in particular data sources based on Description
Logics and relational data sources. We also present the prototypes Doctopush, QueryGen, and Keymantic, and experimental results that support the
feasibility of our proposals.
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Resumo
Na última década popularizáronse os sistemas de busca de información con
interfaces baseadas en palabras clave (Keyword-based Searching). En xeral,
estes sistemas basean o seu funcionamento en técnicas sintácticas que obvian
o significado das palabras (a súa semántica), e na creación de ı́ndices de
contidos directamente accesibles. Isto da lugar a que a gran heteroxeneidade
semántica existente dificulte a localización da información indexada, e a
que exista unha gran cantidade de información dispoñible (normalmente
almacenada en fontes de dados estructuradas) que non se indexa. Debido
a isto, numerosos investigadores de diferentes áreas tratan estes problemas
dende diferentes puntos de vista.
Neste traballo abordamos a aplicación de técnicas semánticas á busca
baseada en palabras clave (Keyword-based Searching). Inicialmente, estudiamos medidas de relación semántica e a súa aplicación á anotación e
clasificación dos resultados proporcionados por un motor de busca tradicional. A continuación, centrámonos en técnicas de traducción de preguntas
expresadas mediante palabras clave a preguntas escritas nunha linguaxe formal non ambigua para interrogar fontes de dados estructuradas; en concreto
tratamos fontes de dados baseadas en lóxicas de descripcións e fontes de dados relacionais. Tamén presentamos os prototipos Doctopush, QueryGen e
Keymantic, e resultados experimentais que avalan as nosas propostas.
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Resumen
En la última década se han popularizado los sistemas de búsqueda de información con interfaces basadas en palabras clave (Keyword-based Searching). Generalmente, estos sistemas basan su funcionamiento en técnicas
sintácticas que obvian el significado de las palabras (su semántica) y en la
creación de ı́ndices de contenidos directamente accesibles. Esto da lugar a
que la gran heterogeneidad semántica existente dificulte la localización de información indexada, y a que exista gran cantidad de información disponible
no alcanzable para los usuarios. Por ello, numerosos investigadores de diversas áreas tratan estos problemas desde diferentes perspectivas.
En este trabajo abordamos la aplicación de técnicas semánticas en sistemas de búsqueda basados en palabras clave. Inicialmente, estudiamos
medidas de relación semántica y su aplicación a la anotación y clasificación
de los resultados proporcionados por un motor de búsqueda tradicional.
A continuación, estudiamos cómo traducir preguntas expresadas mediante
palabras clave en preguntas escritas en un lenguaje formal no ambiguo para
interrogar fuentes de datos estructuradas. En concreto nos centramos en
fuentes de datos basadas en lógicas de descripciones y fuentes de datos relacionales. También presentamos los prototipos Doctopush, QueryGen y Keymantic, y resultados experimentales que avalan la viabilidad de nuestras
propuestas.
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Chapter 1

Introduction
The work presented in this thesis belongs to the context of the Semantic
Web, and more specifically to the context of Semantic Search. Besides, it
overlaps other related fields, such as Knowledge Representation, Web Intelligence, Databases, Keyword-based Interfaces, and Ontology Engineering.
This work focuses on semantic techniques and technologies, and their application to different keyword-based search scenarios: the traditional Web,
data sources based on Description Logics (DL) , and relational data sources.
Thus, initially, we study semantic measurements and Word Sense Disambiguation (see Chapter 3), as well as their application to annotate and classify the results provided by a traditional search engine (see Chapter 4). After
that, we focus on techniques and algorithms to translate queries expressed
by using keywords into queries written in a formal unambiguous language
in order to query structured data sources of different nature. In particular,
we deal with DL-based data sources (see Chapter 5), and relational data
sources (see Chapter 6).
With the birth of the Web [BL88], there has been an exponential growth
of information freely available, and many users have been overloaded with
a great amount of data that hampers the satisfaction of their information
needs. In this context, web search engines such as Google1 , Yahoo!2 , or Bing3
have become popular, mainly due to the ease of use of their keyword-based
interfaces and the good results that they obtained when a common request
is performed. However, over time, these tools have shown some limitations.
Thus, generally, they do not consider the semantic heterogeneity of the
different sources as they are based on syntactical matching. In consequence,
locating the required information could take a long time when an ambiguous
search is performed.
As the Web has evolved and the so-called Semantic Web [BLHL01] and
1

http://www.google.com
http://www.yahoo.com
3
http://www.bing.com
2
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Linked Data [BHBL09] technologies have been developing, web search engines that consider the semantics of the contents and of the keywords have
been emerging. This kind of tools are denominated semantic web search engines and they are claimed to overcome the ambiguity problems. However,
most of them index and retrieve only semantically annotated documents
and data, and currently there exists a great amount of information published
with traditional web technologies (not annotated). Therefore, semantic techniques are also required to face ambiguity problems on the traditional Web
and to facilitate users the location of their information needs. Our work
shows that the use of semantic techniques can help users to find information
on the traditional Web when they formulate ambiguous queries and require
no popular information.
Another limitation of the first search engines is that, initially, they did
not consider information contained in the Deep Web or Hidden Web [Ber01,
MKK+ 08], despite the fact that the size of the Deep Web was (and is)
estimated to be much bigger than the Surface Web [Ber01, Wri08]. Due to
this fact, numerous initiatives to take into account that information have
appeared. Most of them automatically submit queries to web forms (entry
points to the hidden information) in order to index the web pages obtained
as answers. Consequently, only information about previously formulated
queries is available for future searches. Besides, in this way, users cannot
take advantage of the query capabilities of data sources (such as relational
databases) because their interface has been often restricted to web forms.
Moreover, web search engines focus on retrieving documents and not on
querying structured sources, so they are unable to access information based
on concepts [Men98].
A great amount of free available information in the Deep Web is stored in
structured sources such as relational data sources and ontological repositories, as it is pointed in [AAB+ 09]. Therefore, keyword-based querying techniques that consider the specific features of such sources should be considered for information searching. The problem of keyword-based queries over
structured and dynamic environments has been studied by several research
groups [TL08, HWTY08, ZZM+ 09b, YQC10, TMH10]. Our approaches are
similar to the ones proposed by other groups since ontologies [Gru93], similarity measures, and reasoners are also used. However, they differ from the
previous ones in two main features: 1) they can work without knowledge
about the instances, i.e., the extension of the data sources, and 2) offline
phases to create/update complex index structures are not needed.
In this chapter, firstly, we include a brief description of the context in
which our research has been carried out. Secondly, the main goals and issues
that have motivated this work are established. After that, we present an
overview of the approaches developed and the main contributions of this
dissertation. Finally, the structure of the thesis is indicated.

1.1. Context of the Thesis

1.1
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Context of the Thesis

As it was mentioned above, the work presented in this thesis belongs to the
Semantic Search area, and more specifically to the Keyword-based Semantic
Search area. This is a very extensive domain that has been widely studied
during this decade. In this dissertation, we focus on three scenarios where
semantic relationship measurements are used to help final users to retrieve
the information that they require. In particular, we consider:
1. Keyword-based semantic search on the traditional Web.
2. Keyword-based search on data sources based on Description Logics
(i.e., heavy-weight ontologies).
3. Keyword-based search on relational data sources.
This section provides an overview of the evolution of the Web, as well as
the evolution of techniques for keyword-based search on the Web and on
structured data sources, to contextualize the rest of this work.

1.1.1

From the Web to the Semantic Web

The well-known World Wide Web (WWW or simply the Web) was created by Sir Tim Berners-Lee and his colleagues at the Center of the European organization for Nuclear Research (CERN) at the end of the 80’s
decade [BL88, BlCP92, BLCL+ 94]. Initially, the main goal of the project
was to provide a system to facilitate the sharing and exchange of documents
among the scientists involved in different researches along the world. The
initial system considers three keys elements: the HyperText Markup Language (HTML), the HyperText Transfer Protocol (HTTP), and a mechanism
based on Uniform Resource Locators (URL) to locate the required objects.
Thus, the web servers store the resources (initially, documents written in
HTML) that are delivered to users by means of HTTP when users ask for
them by indicating their URLs. Finally, users can visualize the web pages
with a browser (a tool that interprets HTML) and ask for new pages by
clicking on the hyperlinks.
After the early adopters of this new way of communication (1991-1995), a
high percentage of enterprises, companies, and users showed a huge interest
in adopting technologies related to the Web. That fact led to the existence
of around 24 millions of web servers around the world in 2001. Nevertheless,
that growth has not stopped and, currently, it is estimated that there exist
at least 15.28 billion pages indexed4 . Obviously, the current Web differs from
4

Estimation obtained from WorldWideWebSize.com (http://www.worldwidewebsize.
com) by considering the number of web pages indexed by different web search engines on
April 5, 2011.
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the initial one not only in terms of size but also in terms of technologies and
uses. In fact, four different phases are commonly considered:
• Web 1.0 or Static Web (the birth-1996). The term Web 1.0 was coined
when the term Web 2.0 was popularized in the first years of the new
millennium. According to Tim Berners-Lee, this era could be considered the “read-only Web”. Thus, most web sites provide their users
(readers) with data and information but do not support interaction
with them; i.e., users are considered consumers of data and the goal of
a web site is usually to make its information available to everybody at
any time. Moreover, there exist few content producers and web sites
are not collaborative. In this phase, the most common technology to
create web sites is HTML, so it is difficult to update web pages continuously. Nevertheless, around 1993, technologies such as Common
Gateway Interfaces (CGIs) were introduced to support some dynamic
behavior [RC04].
• Web 1.5 or Dynamic Web (1996-2000). Similarly to the case of the
Web 1.0, the term Web 1.5 was also coined when the term Web 2.0 was
popularized. This period of transition between the Web 1.0 and the
Web 2.0 is also considered a “read-only Web” era, but the way in which
data producers generate the content of the web sites differs from the
previous era. Thus, part of the content is generated dynamically under
demand of the data consumers thanks to the appearance of serverside technologies such as Active Server Pages (ASP) in 1996, Servlets
in 1997, Java Server Pages (JSP) in 1998, etc. Other technologies
that introduce dynamics and certain interaction, such as JavaScript
and Applets (created in 1995), are also frequently used in this period.
Nevertheless, they are executed on the client-side (by the browser)
instead of on web servers.
• Web 2.0 or Social Web (2000-2007). The term Web 2.0 was coined by
Darcy DiNucci in 1999 [DiN99], but Tim O’Reilly popularized it by
organizing the O’Reilly Media Web 2.0 conference in 2004 [O’R05]. Although the term suggests a new version of the Web, there is no update
with respect to the technical specifications of the previous eras, but a
series of changes in the way software developers and users utilize the
Web. This Web is also called Social Web because of its collaborative
features. The web applications of this phase have a user-center design
whose goal is that users participate actively by sharing information
and collaborating among them in a social media dialogue. Thus, as
opposed to the situation in previous phases, contents are generated by
virtual communities of users instead of by very few data producers in
specific web sites. So, in this era, users not only consume data but
they also become delivers of data content and have an active behavior
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on the Web without removing the traditional data content providers.
Moreover, there exists more interoperability among applications than
previously and their contents are changing all the time. This era satisfies the vision of Tim Berners-Lee, who envisioned the Web as “a
collaborative medium, a place where we could all meet and read and
write” and called it the “read-write Web” [Ric08]. Some examples of
the applications considered Web 2.0 are blogs such as Blogger5 (created
in 1999), wikis such as Wikipedia6 (created in 2001), social networks
such as Facebook7 (created in 2004) and Twitter8 (created in 2006),
video sharing sites such as YouTube9 (created in 2005), etc.
• Web 3.0 or Semantic Web (2007-nowadays). The term Web 3.0 was
popularized around 2005 and it was associated with the Semantic Web.
However, the term Semantic Web is previous as it was coined in 2001
by Tim Berners-Lee [BLHL01]. In contrast to the Web 2.0, which is
“mostly a social revolution in the use of web technologies” [LH07], this
era implies the definition of new technical specifications and uses of
the Web. In fact, in words of Tim Berners-Lee, the Semantic Web
is an extension of the traditional Web where “information is given
well-defined meaning, better enabling computers and people to work
in cooperation.” [BLHL01]. Thus, the applications of this era rely on
both software agents and humans to process, integrate, reuse, and analyze the data instead of relying only on human-readers to do those
tasks and machines to display the information. Therefore, by extending the previous Tim Berners-Lee’s nomenclature, the Web 3.0 could
be also considered the “read-write-execute Web”. While the specific
nature of Web 3.0 applications is difficult to define precisely, the outline of emerging applications has become clear over the last three
years [LH07, Hen09]. Thus, the following features are considered key
enablers:
1. A maturing infrastructure for integrating web data resources.
2. The use and support of standard semantic markup languages
developed by the Semantic Web Activity group 10 of the World
Wide Web Consortium (W3C), such as the Resource Description
Framework(RDF) [MM04], the Resource Description Framework
Schema(RDF-S) [BG04], any of the two versions of the Web Ontology Language (OWL) [BvHH+ 04, HKP+ 09], and the Semantic
Protocol and RDF Query Language (SPARQL) [PS08].
5

http://www.blogger.com
http://www.wikipedia.org
7
http://www.facebook.com
8
http://twitter.com
9
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http://www.w3.org/2001/sw [Last access January 29, 2012].
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3. The integration of the previous technologies with web frameworks
that power the better-known Web 2.0 applications.
An example of a pioneer application that satisfies these features is
DBpedia11 (created in 2007).
The names of these phases or tendencies are not standard. In fact, a
great number of researchers of the Semantic Web area do not like the term
“Web 3.0” and they consider that the Web 3.0 will be built above the current Semantic Web [Hen09] or the emerging Web of Linked Data [BHBL09].
Besides, there exist web sites and applications of the former phases in the
latter phases. Nevertheless, they are useful because they fill their purposes.
Moreover, obviously, the temporal intervals assigned to each era are fuzzy.
Thus, for example, some authors consider that “many aspects of the Semantic Web are yet to be explored” [LH07].
Visionaries are already thinking about the next phase of the Web. Some
researchers consider that it will be focused on mobile, ubiquitous, and pervasive applications interacting with real objects [WR10]; others envision an
Intelligent Web where “social machines”12 created by humans or communities will allow users to solve specific problems with a minimum human
intervention to indicate their preferences when several possibilities are viable [HBL10]. Moreover, there exist other less popular tendencies such as
the Web-3D13 . In any case, all researchers agree that the next wave of the
Web will allow users to perform diverse tasks more easily than the current
one.

1.1.2

Information Searching on the Web

In the first years of the Web era, at the beginning of the 90’s decade, a
very small set of users surfed the Web by jumping from an HTML page
to another by means of the links of the web page that they were visiting.
Thus, in order to locate the information that they wanted, users had to visit
different web pages and decide which route could be the best option to lead
them to satisfy their information need. Alternatively, they had to memorize
the URLs of the web pages in which they were interested and access them
directly by writing their URLs in a web browser. Fortunately, Tim BernersLee also set up the Virtual Library (VLib), a loose confederation of topical
experts in charge of maintaining web pages whose contents were lists of links
to web pages about a specify relevant topic. Thus, browsing web pages of
the Virtual Library facilitated the location of the contents required. Due
11

http://dbpedia.org
Smart software agents that are able to lead, schedule, advice, negotiate, and support
users honestly.
13
http://web3d.org
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to this reason, VLib is considered a precursor of the current web directories
such as the Dmoz Open Directory14 .
After a short period of time (about four years), the Web became popular. In fact, in 1993, there were already a few hundred of web sites (most of
them at universities and research centers). So, bots and applications such
as AliWeb15 and Excite16 were created to help users to locate web pages.
These tools created and updated inverted indexes [BYRN99] or catalogs of
web pages which were used to locate pages required by their users. Moreover, some of these tools, such as the Primitive Web Search 17 , implemented
ranking systems to provide users with ranked lists of web pages that satisfied their search requests. Due to this reason, these tools are considered the
precursors of the current web search engines(Google, Bing, etc.).
In the 90’s decade, as the Web evolved, its popularity and size increased,
and therefore search services to locate web sites and pages became indispensable for users. Thus, several web directories and web search engines were
created. Web directories became less relevant than search engines because
they do not scale properly due to the manual process required to classify
the web pages and sites. So, the main research efforts were focused on web
search engines, especially in those with keyword-based interfaces because of
their ease of use and success. However, the use of keyword queries to start
off information searches introduces semantic gaps between the user intention
and the queries, i.e., keyword queries are inherently ambiguous.
The Web 2.0 radically changed the landscape of the Web in a short
time, as users have become content providers who often interact with other
web users. Thus, the volume of content of the Web increases exponentially
very quickly. On the other hand, the capabilities of final users (humans)
to analyze and filter no relevant information are very similar to the ones in
previous years. Due to this reason, there is an information overload that
makes it difficult for users to perform information searches. In order to help
users, keyword-based search engines specialized in different areas, such as job
offers, books, etc., have been created in the last decade. This kind of tools are
called vertical search engines and some popular ones are Google Scholar18 (to
search academic and research articles and papers), Technorati19 (to search
blogs), and InfoJobs20 in Spain (to search job offers).
However, nowadays most users utilize general web search engines with interfaces based on keywords in order to get the information that they require.
14

http://www.dmoz.org
http://www.aliweb.com
16
http://msxml.excite.com
17
Currently, it is not available.
18
http://scholar.google.com
19
http://technorati.com
20
http://www.infojobs.net
15
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Thus, according to StatCounter Global Sats21 , in 2010, 90.73% web searches
were performed in Google, 4% in Yahoo!, 3.53% in Bing, and 1.74% in other
tools. Unfortunately, traditional general web search engines are based on
syntactical matching techniques and a lot of words are polysemous (i.e., they
have multiple meanings or senses). Therefore, when such words are used as
input in that kind of search engine, there are references to their different
meanings among the results (hits) provided. Moreover, hits related to the
different meanings of the polysemous keywords are mixed up when they are
shown to the users, which makes it difficult for the users to locate the information required, especially when the meanings referred to by the users are
not the most popular on the Web. For example, if a user inputs the keyword
“apple” in Google, locating information about the fruit with such a name
will be difficult for her or him22 .

1.1.3

Information Searching on Structured Sources

In the 60’s decade, computers became cost-effective for companies, and data
of sales, accounting, etc. started off to be stored digitally. Due to these facts,
the need of Information Management Systems (IMS) arose and models to
manage great volumes of data, such as the hierarchical database model and
the network database model, were created [TF76, Dat75]. This kind of systems required to program around the data sets. Therefore, any change in
the data structure normally required to rebuild the programs that manipulated those data. This limitation was overcome with the development of
the relational database model [Cod70] and the Database Management Systems (DBMS) in the next decade.
In 1970, Edgar F. Codd established the foundations of the relational
database model [Cod70], which has been widely used and considered a de
facto standard ever since. While Edgar F. Codd worked in a model to structure data within a database, his colleagues at IBM, Donald D. Chamberlin
and Raymond F. Boyce, developed a language to query databases based
on that model. They called it Specifying Queries As Relational Expressions (SQUARE). This language had a terse mathematical syntax and was
used to prove concepts about database manipulation. After that, in 1974,
Donald D. Chamberlin and Raymond F. Boyce defined a new language, with
the same purpose as the previous one, and they called Structured English
Query Language (SEQUEL) [CB74]. This new language was easily learned
by non-experts because it specified “what” data to retrieve instead of “how”
to retrieve them (i.e., it was a declarative language instead of a procedural
language), which eased its adoption. SEQUEL was renamed and standardized as the widely adopted Structured Query Language (SQL) in the middle
21

http://gs.statcounter.com
No hits about the fruit appears in the first 100 ranked positions provided as result.
Data obtained on May 26, 2011.
22

1.1. Context of the Thesis

9

of the 80’s [EM99]. In the following years of the 80’s and the 90’s decade,
Relational Database Management Systems (RDBMS) and SQL shook out
the information technology markets. In fact, although other types of models (e.g., deductive, pure object oriented, etc.) were proposed, they did not
have relevant commercial success.
The great advances in the area of the Information and Communications
Technologies (ICT) occurred at the end of the 90’s and in the last decade
have powered an exponential increase in the number of organizations and
individuals that provide access to their structured data sources through the
Internet and the Web. Most of such data are stored in relational databases
although, in the last years, there is an increasing amount stored in structures
based on Description Logics such as ontologies written in RDF-S [BG04]
and OWL [BvHH+ 04, HKP+ 09]. Moreover, not only has the amount of
online available structured data increased, but also the structure of data
sources has become more complex. Unfortunately, a high percentage of
such data sources must be accessed by means of formal query languages
such as SQL and SPARQL [PS08]. Therefore, if a user wants to make use
of the information available in this kind of sources, then she or he will need
to know at least the following elements:
• The syntax of the query language required by the structured data
source in order to build a syntactically correct query. Currently, the
most popular languages used to query structured data sources are SQL
(for querying relational data sources) and SPARQL (for querying RDF,
RDF-S, and OWL data sources).
• The underlying data structure of the source, i.e., how the data are organized (its schema or intension) and its semantics, in order to build a
semantically correct query and to express the information need properly.
Learning the syntax of a formal query language could be a problem for
certain kinds of users not familiarized with Computer Science (CS) technologies, but it could be affordable. However, knowing the underlying data
structures and their semantics is not affordable even for experts, due to the
high cost of learning possibly complex and huge schemas or intensions.
In order to overcome these limitations, the search interfaces based on
keywords, commonly used in the retrieval of information from unstructured
data sources (e.g., web documents) [BYRN99], were introduced for information searching on structured data sources (Keyword-based Search over
Structured Sources). Thus, different works inspired by Information Retrieval (IR) techniques have been developed for structured sources along
the last years [YQC10]. These tools and systems are based on the construction of specialized indexes of the metadata (the schema or intension) and the
real content (the extension) of the structured data source to allow users to

10

Chapter 1. Introduction

search for data that match their keywords. Due to this fact, these techniques
can be effective when they deal with local databases, but unfortunately they
cannot be used when data sources are behind wrappers or web forms that
avoid the direct access to their content, as it happens with Data Integration Systems (DIS) or large-scale web environments where sources do not
usually expose their data directly but only their structure. Moreover, these
techniques require the continuous updating of the specialized indexes, which
could be very frequent in On Line Transaction Processing (OLTP) environments. Consequently, if indexes are not local to the data sources or they are
maintained by third parties, then updating them is really expensive.

1.2

Motivation of the Thesis

As we have already pointed out, Information and Communications Technologies have highly evolved during the last decades thanks to the Internet
and especially to the Web. Thus, the Internet and the Web have become indispensable resources where thousands of heterogeneous data are published
day by day. As the size of the Web has increased, the use of traditional
web search engines (or web directories), such as Google, Yahoo!, or more
recently, Cuil23 and Bing, has also become popular because their goal is to
help users to locate the information that they need. However, there exist
numerous searches where the information required is not provided to the
users despite the fact that it is freely available, due to the limitations of the
techniques used by most traditional search engines. Thus, in recent reports
of the Microsoft company by the researcher Satya Nadella, it is claimed
that around “50 per cent of all web searches take in excess of 20 minutes
and even then there is no guarantee that the person searching has found
what he/she is looking for” [Nad08]. The efficiency of such search engines
could be improved by addressing the following issues:
• The absence of the semantic interpretation of the content indexed. In
the last decade, most technologies and techniques used in the construction of web search engines are based on syntactic analysis (mainly on
syntactic matching), by ignoring the semantics of the words (the concepts associated to them and their different representations, i.e., their
synonyms). In fact, traditional web searches based on syntactic Information Retrieval techniques [BYRN99] provide users with links to
web pages where the input keywords appear. However, due to the
absence of consideration of the semantics of such keywords and the
contents of the web pages indexed, many retrieved links could be irrelevant for the users. For example, if a user introduces the keyword
“mouse” because she or he wants to obtain information of that kind of
23

http://www.cuil.com (available from July 28, 2008 to September 17, 2010).

1.2. Motivation of the Thesis

11

species (animal), then current traditional search engines provide her
or him with mostly information about the pointer device that is used
to interact with computers. Moreover, generally syntactic searches do
not consider synonyms, hypernyms, hyponyms, or different representations of a concept, so, in this case, web pages containing the word
“rodents” would not be usually included in the result.
• The exploitation of the specific features of the available structured data
sources. Nowadays, there exists a huge amount of content stored in
freely available structured data sources that cannot be fully indexed
by traditional web search engines. These data compose the so-called
Deep Web (a.k.a. the Hidden Web), whose size is estimated to be
500 bigger than the Surface Web [Ber01, Wri08]. This problem arises
because the crawlers or spiders of traditional web search engines can
index the Surface Web easily, but they cannot reach all the data accessible by means of wrappers, web forms, or the recent SPARQL
endpoints, which are the most common accessed points to structured
and semi-structured information sources such as relational databases
or ontologies [AAB+ 09]. Moreover, even when such structured data
are indexed, if data come from OLTP environments, then such indexes
could become obsolete quickly and they would have to be updated.
The work elaborated in this dissertation deals with these limitations from
two different perspectives:
• The annotation and classification of the results provided by traditional
web search engines by considering the semantics of the user keywords.
We consider the semantics of the words that appear in the snippets of
the hits retrieved by a traditional search engine by means of the use
of Word Sense Disambiguation (WSD) techniques [AE07] (see Section 1.3.1 for more details), and we pursue to show those hits organized in categories depending on the semantics of the user keywords
in order to ease the access to the required information even when such
information is not popular on the Web (see Section 1.3.2 for more
details).
• The design of techniques to translate user plain keywords into structured queries written in a formal query language without ambiguity,
such as SQL and DL-based languages. The generated queries could be
used to query structured and semi-structured data sources available
on the Internet, and more specifically on the Web, in order to access
their contents without knowing their real extension (data instances) a
priori (see Section 1.3.3 for more details).
So, this PhD dissertation is set in the context of the Semantic Web, and
more specifically in the area of Keyword-based Semantic Search.

12
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1.3

Overview of the Approaches Proposed

The main goal of this dissertation is to develop techniques that facilitate the
information access to users who express their information requests by means
of keyword queries. Therefore, as we previously mentioned, we have to deal
with the problem of semantic heterogeneity (ambiguity and redundancy)
and the problem of querying structured sources from keyword queries (see
Figure 1.1).

Figure 1.1: Overview of the context of this dissertation
To achieve this goal, firstly, we study semantic measurements focusing
on those related to Word Sense Disambiguation (see Section 1.3.1 for an
overview). In particular, we consider two kind of measurements: 1) semantic similarity measurements, and 2) semantic relatedness measurements.
Moreover, we propose our own measurements:
1. The Ontological Synonymy Probability measurement between two senses
of words (possible meanings of the words). This measurement is used
to discover the list of possible senses (meanings) of a word.
2. The Web-based Semantic Relatedness measurement between two senses
of words, or between two words, or between a word and a sense of a
word. This measurement is used to select the most proper senses
(meanings) of a set of words in a certain context.
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After that, the proposed measurements, in conjunction with other technologies, are used to annotate and classify the results provided by a traditional search engine in order to ease users the searching of information on
unstructured sources (see Section 1.3.2 for an overview). Finally, we focus
on information searching on structured data sources from keyword queries.
So, we work on techniques and algorithms to translate such keyword queries
into queries written in a formal non-ambiguous language in two contexts
(see Section 1.3.3 for an overview): 1) data sources based on Description
Logics, and 2) relational data sources.

1.3.1

Semantic Measurements: Ontological Synonymy
Probability and Web-based Semantic Relatedness

Semantic measurements determine how much A has to do with B by considering their meanings/semantic contents, where A and B can be multiple things: words, terms in ontologies, documents, images, links, etc. The
most popular measurements are the semantic similarity and semantic relatedness measurements. Although these terms are used interchangeably
in the literature, the concept of semantic similarity is more specific than
the concept of semantic relatedness [BH06]. In fact, the semantic similarity determines the likelihood of A and B have the same meaning/semantic
content, i.e., to which degree A and B are synonyms or represent the same
concept; for example, it is expected that “car” and “automobile” have a
high degree of similarity whereas “car” and “dog” have a small degree of
similarity. Semantic relatedness considers a wider range of relationships,
such as part-of, antonymy, meronymy, functional relationship, frequent association, synonymy, hyponymy, etc. Thus, semantically dissimilar entities,
such as “penguin” and “Antarctica”, may have a high degree of semantic
relationship.
We consider that some desirable features that these kind of measurements must accomplish for facilitating the task of information search are:
1. Maximum coverage. They should consider as many possible meanings
of the terms evaluated as possible in order not to miss the required
interpretation of the users.
2. Maximum precision. They should introduce the minimum noise possible, i.e., they should avoid providing no correct or redundant meanings
for a term.
3. Universality. In order to be reused in different systems, they should
be defined without considering a specific application.
These features motivate the design principles of the semantic measurements that we have proposed: the Ontological Synonymy Probability and
the Web-based Semantic Relatedness. Moreover, these measurements are

14

Chapter 1. Introduction

used to define our Word Sense Disambiguation technique. Thus, we employ
the Ontological Synonymy Probability in order to create a list of possible
senses (meanings) of the terms considered; and the Web-based Semantic
Relatedness among those senses and the context in which appear in order
to select the most suitable senses according to the context. See Chapter 3
for an analysis in detail.

Ontological Synonymy Probability
The Ontological Synonymy Probability measurement combines different techniques to compare two ontological terms. More specifically, it takes into
account the type of the terms (concepts, roles, or instances24 ), their labels, glosses, hypernyms, hyponyms, and synonyms, in order to compute a
value in the range [0 − 1] which represents how semantically similar the two
terms are. The techniques employed to compute this value are based on
lexical similarity measurements, such as Levenshtein [Lev66] (also know as
Edit Distante) and the ones available at the Similarity of Distance Metrics
Library (simMetrics) [CIG11], and the Vector Space Model (VSM) [RW86].
This measurement is used to dynamically create a sense inventory for
a word. Thus, the word is looked for on online pools of ontologies in order
to maximize the number of interpretations considered. This search also
generates redundant interpretations because the same meaning of a term
can exist in different ontologies. So, we attempt to integrate semantically
similar interpretations into only one.

Web-based Semantic Relatedness
The Web-based Semantic Relatedness measurement is based on the wellfounded semantic distance Normalized Google Distance (NGD), defined by
Rudi Cilibrasi et al. in [CV07]. Thus, it uses the Web as a knowledge
source to compute the number of occurrences of two lexical expressions on
web pages and analyzes the number of co-occurrences of these two lexical
expressions to measure their semantic relatedness. Taking this distance
as base, we also define a semantic relatedness to compare ontological terms
which define possible semantic interpretations (senses or meanings) of words.
This measurement is used in order to select the suitable senses (belonging to the sense inventory previously created) for a word according to the
context in which it appears, dealing with the problem of ambiguity. Thus,
for example, for the word “star” in the context {“Hollywood”, “film”}, our
system automatically selects the sense corresponding to “an actor who plays
a principal role”.
24

Classes, properties, and individuals, respectively, in OWL terminology.
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Searching on Unstructured Sources

As we previously mentioned, nowadays, keyword sets are the preferred way
for querying web search engines by people. However, this practice generates
a semantic gap between the intention of the users’ requests and the input
queries. Moreover, this gap is bigger when input keywords are polysemous
because of the heterogeneity of the information retrieved by the search engines. Thus, generally, the results provided by a web search engine include
links to web pages referring to different meanings of the keywords mixed up,
which makes the task of finding the relevant information difficult, especially
when the user-intended meanings behind the input keywords are not among
the most popular on the Web.
We propose to apply the semantic techniques previously described in order to group the hits retrieved by a traditional search engine into categories
defined by the different meanings of the input keywords. So our approach,
called Doctopush, discovers the possible meanings of the keywords to create
the categories dynamically in run-time by considering heterogeneous sources
available on the Web. Differently from other proposals, such as clustering,
the process of creation of categories is independent of the sources providing the results that must be shown to the users. Our approach considers
two main steps: 1) discovering the semantics of the user keywords, and
2) semantics-guided data retrieval (see Figure 1.2).
The step in charge of the discovery of the semantics of the user keywords
pursues to find out the intended meanings of the keywords input by the user
in order to only consider the hits returned by the traditional search engine
that correspond with those semantics. So, it is required to discover the
possible senses (meanings or interpretations) of each user keyword, and then
to select the most proper ones according to the context. In other words, a
Word Sense Disambiguation process is performed in two phases in run-time:
1. Extraction of Keyword Senses. The system has to obtain a list of possible senses for each input keyword, so semantic descriptions for such
keywords are required. These descriptions are provided by different
sources such as thesauri, dictionaries, ontologies, etc. We consider two
different possibilities to tackle this task: 1) consulting a well-known
general-purpose shared thesaurus such as WordNet, and 2) consulting
the shared-knowledge stored in different pools of ontologies available
on the Web and using semantic similarity measurements to remove
redundant interpretations. The first approach avoids removing the redundant interpretations but there do not exist a thesaurus that covers
with the same detail different domains of knowledge. Therefore, some
terms or meanings may not be present. The latter approach relies on
the following idea: the more ontologies consulted (each one representing the point of view of their creators), the more chances to find the
semantics that the user assigned to the entered keywords. Hence, it
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Figure 1.2: Overview of Doctopush: a semantic prototype to group hits of
a traditional search engine
maximizes the possible interpretations. However, it requires an extra step to remove redundant interpretations coming from different
sources. Moreover, the main disadvantage of this approach is that it
could introduce noise and irrelevant information.
2. Selection of the most proper Keyword Senses. The system chooses
the most probable intended sense for each user keyword according to
the context, i.e., the set of keywords input by the user. We also consider two different possibilities to perform this task: 1) the use of the
Web-based Semantic Relatedness measurement, and 2) the combination of different disambiguation algorithms defined in [Po09]. However, our approach does not depend on a specific disambiguation algorithm. Therefore, other approaches (or even a combination of algorithms as proposed in the Probabilistic Word Sense Disambiguation
method [PSBB09]) could be used.
The Semantics-guided Data Retrieval step pursues to provide the user
with only the hits, retrieved by a traditional search engine, in which she
or he is interested and filter out the irrelevant results. In other words, the
system attempts to select the hits that have the same semantics as the
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intended meaning of the user keywords and discard the others. This process
is performed in four phases in run-time:
1. Recollection of hits. The system performs a search in a traditional web
search engine by considering as input the user keywords. This search
returns a set of relevant ranked hits, which represent the web pages
where the keywords appear.
2. Cleaning and Lexical Annotation of Hits. Firstly, each hit goes through
a cleaning process where stopwords are filtered out. After that, each
user keyword that appears in the hit is lexically annotated with the
most probable senses of the keyword according to the context in which
it appears. Moreover, a weight representing the trust of such annotation is also computed.
3. Categorization of Hits. The hits, annotated in the previous phase, are
grouped in categories by considering the lexical annotations. Firstly,
the system defines the potential categories by taking into account the
senses of the user keywords. Then, each hit is associated to at least
one category.
4. Ranking of Categories and Presentation of Results. The system considers the weights of the lexical annotations in order to rank the hits
grouped in the different categories. Moreover, categories are also
ranked to be shown to the users.
Finally, a set of experiments are also described in order to confirm the
feasibility of our proposal when ambiguous queries are formulated. So, the
different phases are analyzed under different configurations. See Chapter 4
for more details.

1.3.3

Searching on Structured Sources

As we previously mentioned, nowadays, there exists an enormous amount
of information stored in structured data sources that cannot be indexed
properly by traditional search engines. In addition, querying this kind of
sources with the common formal query languages is very hard for users.
So, we advocate to automatically translate keyword queries into queries
written in those formal query languages. We focus on two type of sources:
1) Description Logics-based data sources, and 2) relational data sources.
On the one hand, we consider DL-based data sources because there is an
increasing amount of such sources due to the development of the Semantic
Web. Thus, for example, the number of ontologies written in languages
such as RDF, RDF-S, OWL, etc. has been rising up for a decade. On
the other hand, we consider relational data sources because, due to the
commercial success of relational model, this type of structured source is the
most common on the Web.
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Searching on Description Logics-based Data Sources: QueryGen
We propose a method to translate a set of keywords with well-defined semantics (i.e., keywords mapped to ontological terms that we denominatesemantic
keywords) into a set of queries expressed in an unambiguous formal query
language which attempt to define the user’s information need. The generated queries can be used to retrieve data from sources based on Description
Logics, such as DBpedia [BLK+ 09]. So, our system can be used as a frontend of the emerging semantic web search engines [HvOH07]. Differently
from other proposals, this method can be set to run with any formal Description Logics-based query language by only defining the features of the
language to be considered. Our approach considers the following main steps
(see Figure 1.3):

Figure 1.3: Overview of QueryGen: a prototype to translate semantic keyword queries into Description Logics-based queries

1. Construction of Syntactically Correct Queries. Firstly, the system
builds all syntactically possible queries for the input keywords by considering the type of keywords (concept, property, or instance) and
the features of the query language considered. In order to perform
this task, the system utilizes techniques based on Look-Ahead Left
Right (LALR) automates [ASU06]. Moreover, it also considers the
features of the operators of the query language to avoid generating
equivalent queries, e.g., to avoid building the query op(c2 , c1 ) if the
operator represented by op is symmetric and the query op(c1 , c2 ) is
already generated.
2. Filtering of Semantically Incorrect Queries. Some queries obtained in
the previous step could be inconsistent, e.g., and(c1 , c2 ) is inconsistent
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if disjoint(c1 , c2 ) is an axiom; i.e., although and(c1 , c2 ) is correct syntactically, it is not correct semantically. Hence, the system removes
such queries by using a Description Logics reasoner.
3. Semantic Enrichment of the Queries. When no query is generated or
satisfies the user, the system is able to consider new terms to fill the
semantic gap between the input keywords and the intended user query.
Then, the previous steps are executed again.
4. Presentation of the Queries to the User. Ranking the generated queries
according to their probability of reflecting the user’s interest can be
an approach to minimize the interaction with the user. However, this
approach would hide possible interpretations that are no popular in the
community. So, we advocate to minimize the amount of information
shown to the user by identifying query patterns. Then, the users can
browse them to select the most suitable formal query for their interest.
Finally, a set of experiments are also described in order to confirm the
feasibility of our proposal. See Chapter 5 for more details.
Searching on Relational Data Sources: Keymantic
We propose Keymantic, a system to translate user keyword queries into
SQL queries by assuming that there is access only to the metadata of the
relational data sources. Our approach considers two main steps: 1) analysis
of the user keywords, and 2) generation of SQL queries (see Figure 1.4).
The Analysis of the User Keywords step pursues to generate different
sets of mappings (called configurations) between the user keywords and the
terms of the relational data source to be queried. Each configuration generated is assigned a weight according to the likelihood of reflecting the user’s
interest, and only the best configurations must be generated in order to
avoid enumerating all possible configurations. The main processes involved
in this goal are:
1. Metadata Extraction of Relational Data Sources. A relational wrapper
is the responsible for the extraction of the source metadata and their
semantic enrichment. Thus, each term of the database is lexically
annotated by means of the framework Automatic Lexical Annotator
(ALA) [Po09].
2. Keyword Parsing. Firstly, user keywords are normalized in order to
facilitate their comparison with the data source terms. Thus, they are
rewritten in lowercase, their hyphens and other special characters are
removed, a morphological processing is performed (plural names are
transformed into single names, verbs into infinitives, etc.), and stop
terms are removed.
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Figure 1.4: Overview of Keymantic: a prototype to translate keyword
queries into SQL queries
3. Semantic Matching. Initially, the system builds a weight matrix that
measures the relativeness of the normalized user keywords and the
database terms (tables, attributes, or attribute domains). After that,
the system uses an extended version of the Hungarian algorithm (a.k.a.
Munkres algorithm) [BL71] in order to compute the best mappings between keywords and database terms by considering interdependencies
that may exist among mappings.
The Generation of SQL Queries step is in charge of building SQL queries
from each selected configuration and submitting them to the query engine
of relational data source (i.e., the Database Management System -DBMS-)
in order to provide users with data. The main processes involved in this
step are:
1. Path Selection. The configurations only specify mappings of user keywords to database terms. So, several SQL queries can be generated
from a specific configuration, and therefore it is necessary to determine
how these terms are related to each other. Different strategies can be
used, but we advocate the minimum join path or the user intervention
to select it.
2. Construction of SQL Queries. Once a specific path for a configuration
is selected, then the system builds the corresponding SQL query by
considering the metadata information extracted from the data source.
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3. Retrieval of Data. Finally, the selected SQL query is submitted to the
Database Management System and the data obtained are provided to
the users.
Finally, a set of experiments are also described in order to analyze the
feasibility of our proposal. See Chapter 6 for more details.

1.4

Structure of the Thesis

The structure of this thesis is as follows. It is composed of seven chapters,
including this introductory chapter. In Chapter 2, the technological context
of this work is presented. Particularly, we review aspects concerning the
evolution of the Web, such as the Semantic Web [BLHL01] and the Linked
Data initiative [BHBL09], distributed and heterogeneous relational Data
Integration Systems [GMUW09], ontologies [Gru93], and Description Logics
reasoners [BCM+ 03]. A brief insight into semantic web technologies and
keyword-based information systems is also provided.
In Chapter 3, firstly, we describe the different kinds of existing semantic
measurements according to different classification systems. After that, we
focus on the semantic measurements involved in the two phases of a Word
Sense Disambiguation process: 1) the obtention of the possible senses (meanings) for a word; and 2) the selection of the most appropriate senses according to the context. Then, for the first phase, we propose a method based on
our Ontological Synonymy Probability measurement. For the second phase,
we apply an algorithm based on our Web-based Semantic Relatedness measurement. Finally, some approaches to combine different semantic measurements and Word Sense Disambiguation techniques are also described.
In Chapter 4, we focus on the retrieval of information stored on unstructured data sources from keyword queries. More specifically, we describe
how our semantic measurements and other techniques developed by the DBGroup can operate in order to annotate and classify the results provided by
a traditional web search engine. We present our prototype Doctopush and
its different components. After that, the results obtained in a set of evaluational experiments are shown and some works with similar purposes are
analyzed.
In Chapter 5, we explain our approach to query Description Logics-based
data sources from keyword queries. So, we focus on the process of translating
users’ keyword queries into queries expressed into a formal query language
without losing users’ semantic interpretations that can be expressed in the
formal query language considered. We present our prototype QueryGen and
its different components to build the formal queries. Then, we show some
experimental results and analyze some approaches with the same goals as
ours.
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In Chapter 6, we focus on querying relational data sources, specially
relational Data Integration Systems, from keyword queries. More specifically, we focus on techniques to translate keyword queries into SQL queries
without considering any knowledge about the instances (i.e., the extensional
content) of the data sources. We present our prototype Keymantic developed in DBGroup and its main components. After that, some experimental
results and related works are deeply analyzed.
Finally, in Chapter 7, we present the conclusions and the main contributions of this thesis, as well as some future work that we would like to
tackle.

Chapter 2

Technological Context
In this chapter, we describe some technologies and concepts related to our
work in order to facilitate the reading of the rest of this dissertation. Firstly,
we review the notion of the Semantic Web and three of its pillars: ontologies, models to make explicit and formalize the knowledge of certain domains; annotations, mechanisms to relate resources available on the Web
to descriptions stored in ontologies; and reasoners, tools to inference new
knowledge from ontologies. Besides, we briefly name agents (or software
agents), programs that collect web content from diverse sources, process the
information obtained, and exchange the results with other programs with a
minimum intervention of humans. Moreover, a brief insight into current semantic web technologies is also provided. Secondly, we focus on the search of
information on the Semantic Web. In particular, we describe some popular
semantic search engines oriented to the search of ontologies and RDF documents, and languages for querying ontological sources. Finally, we briefly
overview the main models of Data Integration Systems (DIS), that group
several data sources to be queried.

2.1

The Semantic Web

As we previously indicated, the term Semantic Web became popular after
the publication of the paper [BLHL01] in 2001. In this paper, the authors
describe the Semantic Web as an extension of the traditional Web where
information is not only human-readable but it is also machine-readable. In
this way it is possible to create “an environment where software agents
roaming from page to page can readily carry out sophisticated tasks for
users”, such as scheduling an appointment with a specialized doctor by
considering the constraints of our agenda.
The success of the Semantic Web depends mainly on two factors: 1) the
existence of available semantic information on the Web, and 2) the use of
such information. The semantic information encompasses ontologies to rep23
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resent the knowledge, and semantic data referred to such ontologies, i.e., annotations of web resources. Therefore, ontologies and semantic annotations
are fundamental to create and publish the semantic content. The use of such
semantic information is very diverse and involves many research areas such
as Information and Data Integration, Semantic Search, Human-Computer
Interaction, etc. Nevertheless, semantic reasoners are key to manipulate
previously acquired knowledge in order to generate new knowledge in all
these areas. Therefore, ontologies, semantic annotations, and semantic reasoners are considered three fundamental pillars for the development of the
Semantic Web. In the rest of this section, we detail some features of these
pillars and we also enumerate some semantic technologies and tools used in
this thesis.

2.1.1

Ontologies

In the last decades, there has been a great deal of interest in the development of ontologies in order to facilitate the knowledge representation and
knowledge sharing. In fact, numerous definitions of this concept have been
provided and techniques, methodologies, and technologies to manage them
have been defined. One of the most referred to definitions of the term ontology in the context of Computer Science (CS) is the one by Gruber [Gru93]:
“an ontology is a formal, explicit specification of a shared conceptualization”. In this definition, conceptualization stands for an abstract model;
explicit indicates that the elements of the ontology must be clearly defined;
and formal means that these elements must be machine-processable. So,
“an ontology is a description (like a formal specification of a program) of
the concepts and relationships that can exist for an agent or a community
of agents.” [Gru93], and it provides a non-ambiguous vision of the terms
within it.
Independently of the definition considered, ontologies are being used and
there exist different formalisms to define them, such as semantic networks,
frames, Description Logics (DL), etc. Nevertheless, the different formalisms
have the following common elements:
• Concepts. They are also denominated classes or entities, and they represent the type of elements to be modeled. They are usually organized
in hierarchies.
• Roles. They are also called properties, relationships, or atributtes, and
they represent types of associations between concepts of the model, or
between concepts and a special kind of concepts denominated datatypes
(String, Integer, Real, etc.). They can also be organized in hierarchies,
but generally they are not.
• Instances. They are also denominated individuals, and they repre-
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sent elements that belong to a concept of the model, i.e., individuals/instances of classes (concepts).
The term ontology is sometimes used as synonym of taxonomy and/or
thesaurus. Nevertheless, some authors consider that taxonomies and thesauri are a type of ontologies with a low level of semantic expressiveness.
Hence, it is necessary to point out some differences among these terms. Taxonomies classify terms hierarchically. Therefore, they use is-a relationships
(also known as father-son or type-of relationships). However, no other type
of relationship among concepts is supported in taxonomies. Thesauri contain a set of finite and well-defined relationships among concepts organized
in a taxonomy, but this set of relationships is not extensible. The most
common semantic relationships in thesauri are: equivalence, inverse, and
association.
Classification of Ontologies
Different classifications for ontologies have been proposed by considering
different features: structure, content, operators, etc. In the following, we
summarize two classifications widely cited in the literature: 1) the classification of ontologies according to their generality by Nicola Guarino [Gua98],
and 2) the classification of ontologies according to a semantic spectrum that
indicates their semantic richness by Ora Lassila and Deborah L. McGuinness [LM01, McG03].
The classification defined by Nicola Guarino focuses on the generality of
the ontologies; i.e., their dependence on a particular task or point of view.
It contains the following four categories (see Figure 2.1):
• Top-Level Ontologies. This type of ontologies describe generic concepts, such as space, time, event, action, etc. Therefore, the ontologies
of this category are usually independent of a particular domain and
can be reused in the construction of new more specific ontologies.
• Domain Ontologies. This type of ontologies describe the vocabulary
related to a generic domain, such as medicine, maths, etc., by specializing the terms introduced in top-level ontologies.
• Task Ontologies. This type of ontologies describe the vocabulary required to perform a generic task o activity, such as selling, by specializing the terms introduced in top-level ontologies.
• Application Ontologies. This type of ontologies describe a vocabulary
depending on both a particular domain and a particular task, i.e., the
vocabulary of a specific application. Therefore, the concepts of this
ontologies often represent the roles played by the domain entities while
they are performing a specific task or activity.
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Figure 2.1: Classification of ontologies by Guarino.
from [Gua98]

Image extracted

The classification by Ora Lassila and Deborah L. McGuinness is based
on the semantic spectrum represented in Figure 2.2 instead of focusing on
the type of information represented in the ontologies as the previous classification:
• Controlled Vocabularies or Catalogs. They are a finite list of terms.
Each term has an unambiguous interpretation and it is equivalent to
its identifier (ID). As an example, the North American Industry Classification Systems (NAICS) is a catalog that list services and products
offered in different areas.
• Glossaries. They are a finite list of pairs (term, meaning) where
the meanings are typically described in natural language statements.
Therefore, humans can read these specifications and interpret them.
However, software agents cannot automatically process them because
they are ambiguous. Any dictionary can be considered a glossary.
• Thesauri. They are lists of terms and definitions that standardize
words for indexing purposes. Besides, they also provide relationships
among their terms. The most common relationships in a thesaurus are
equivalence (synonymy) and hierarchical relationships (hypernymy or
hyponymy). Thus, the terms in a thesauri can be frequently interpreted unambiguously by software agents. WordNet [Mil95] is a thesaurus widely used.
• Informal is-a hierarchies. They are hierarchies that provide a basic
notion of generalization and specialization in an informal way. Thus,
related concepts can be grouped in the same category even if they do
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not respect the semantics of the generalization/specialization relationship; for example, “bus station” and “beach” are not “types of travel”
but they could appear in the category “travel”. Yahoo!’s directory of
subjects can be considered an informal is-a hierarchy.
• Formal is-a hierarchies. They are hierarchies that fully satisfy the
generalization/specialization relationship. Therefore, if A is-a B, then
if an object is an individual (instance) of A it will necessarily be also an
instance of B. Some hierarchies of this type only include class names,
i.e., they are classification schemes, while semantically richer ones also
include individuals (or instances) of classes.
• Frames. They are models whose primitives are classes (also known
as frames or concepts) that have properties (also known as slots or
attributes). Properties do not have global scope, but they only apply
to the classes where they are defined. Nevertheless, it is important to
point out that properties are inherited consistently by subclasses and
instances.
• Ontologies that express value restrictions. They are models where it is
possible to restrict the values that class properties can have, i.e., what
can fill a property.
• Ontologies that express logical restrictions. They are models that allow
users to express restrictions by means of first-order logics. Moreover,
they support more detailed relationships than the previous models
such as disjoint classes, inverse relationships, part-whole relationships,
etc., i.e., what can fill a property can be determined by a mathematical
equation using values from other properties.

Figure 2.2: Classification of ontologies by McGuinness. Image extracted
from [McG03]
In Figure 2.2, a red line splits the categories of the semantic spectrum into
two parts commonly denominated: 1) light-weight ontologies, and 2) heavy-
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weight ontologies. The former are semantically poorer than the latter. The
more semantic richness and expressiveness an ontology has, the more capabilities for knowledge representation and reasoning it supports. So, in this
thesis, we focus on heavy-weight ontologies with any kind of information
(top-level, domain level, etc.).
Technologies and Languages for Ontologies
Languages to define ontologies need to be expressive enough to establish a
common vocabulary that guarantees consistent interpretation. In fact, the
expressivity of the language determines the possible richness of the ontologies
created with it. Nevertheless, the expressivity of the language also needs to
be tractable in terms of the time and the computation required. First-order
Logic is known to be intractable [BCT07], so the Semantic Web community
has been exploring the adoption of Description Logics as formal paradigms
to define ontology languages since the emergence of the Semantic Web.
Ontology languages have received considerable attention and there have
been multiple attempts to define different ontological representation languages. The most popular ontological languages along time are the Ontology
Inference Layer (OIL) [FHvH+ 01], the DARPA1 Agent Markup Language
(DAML) [BCM+ 03], DAML+OIL (an effort to join the two previous languages) [BCM+ 03], the Resource Description Framework (RDF) [MM04],
the Resource Description Framework Schema (RDF-S) [BG04], and the two
versions of the Web Ontology Language (OWL) [BvHH+ 04, HKP+ 09]. In
the following, we briefly overview the features of these languages because of
their importance on the development of the Semantic Web. Nevertheless,
nowadays, RDF, RDF-S, and OWL are the most frequently used on the
Web because, as we previously mentioned, they are Recommendations of
the World Wide Web Consortium (W3C).
Formally, RDF is not a language but a very simple and flexible model.
Nevertheless, it has been considered a general-purpose language since the
W3C defined a formal syntax based on such a model in 2004 [MM04]. This
syntax is oriented to represent information of web resources but it can also
be used to represent information about objects that can be identified on
the Web, even when they cannot be directly retrieved from the Web. The
central element of RDF is the statement. A statement is a triple (S, P, O)
where:
• S is a URI that represents the subject of the statement.
• P is also a URI but it represents a binary relationship between S and
O (i.e., a property of the subject). There exists a predefined property
in RDF (the rdf:type property) in order to indicate that a subject S
has the type O.
1

DARPA: Defense Advanced Research Projects Agency.
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• O is either a URI or a literal denominated object that represents the
value of the property P for the subject S.
There exist several equivalent notations for representing a set of RDF statements. Three of the most popular ones are: 1) RDF triples (or N3), 2) RDF
graphs, and 3) RDF/XML. An example of a statement expressed in the three
possible notations is shown in Figure 2.3. In this statement, the subject is
the URI http://www.w3.org/TR/rdf-syntax-grammar, the property is the
URI http://purl.org/dc/elements/1.1/title, and the object is the literal “RDF/XML Syntax Specification (Revised)”. Finally, it is important
to point out that the ontologies built with RDF are considered light-weight
ontologies because this language only provides a predefined semantics for
the property denoted as rdf:type. This property is used for typing nodes
involved in the statements.

Figure 2.3: A RDF statement represented by means of a graph (top-left),
XML (top-right), and N3 notation (bottom)
RDF Schema (also known as RDF-S, RDF(S), or RDFS) was created in
order to reduce the lack of semantic expressiveness of RDF and to facilitate
the definition of vocabularies, as in RDF there is no way either to define
classes or to apply domain and range constraints to properties. Thus, RDFS offers primitives to model classes (types of things to be described) and
constraints of properties (in order to determine facts that characterize the
classes) by means of the tags rdfs:Class, and rdfs:domain and rdfs:range, respectively. RDF-S also supports hierarchies of classes (rdfs:subClassOf ) and
properties (rdfs:subPropertyOf ). Notice that, while RDF merely provides a
set of triples, RDF-S is already expressive enough to offer some reasoning
support. Due to this reason, RDF-S is often used to define vocabularies for
RDF documents.
OIL is the result of the OnTo-Knowledge Project developed by several
European universities and sponsored by the European Community. OIL is
based on frame systems and Description Logics, and it is organized as a series
of ever-increasing layers of sublanguages (see Figure 2.4) in order to support
only the expressiveness required and not increase the complexity unnecessarily. A wide range of tools to work with OIL have been developed; some
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well-known examples are the ontology editor OIL editor (OILed) [FHvH+ 01]
and the reasoner Fast Classification of Terminologies (FaCT) [Hor98].

Figure 2.4: Layers of sublanguages of OIL. Image extracted from [FHvH+ 01]
DARPA sponsored DAML at the same time as OIL was being developed.
The developers of DAML tried to combine the best features of RDF, RDFS, OIL, and the Simple HTML Ontology Extensions (-SHOE- a language
oriented to mark up HTML pages which is based on a frame system and Horn
clause axioms) [HHL99, HH01b]. The first release of DAML was published
in August 2000. However, it was soon substituted by a second release called
DAML-ONT in October 2000. Moreover, DAML+OIL was published in
early 2001 and this last release was submitted to the Web Ontology Working
Group of W3C in March 2001.
OWL was created by the Web Ontology Working Group of the W3C
considering as a starting point DAML+OIL [BCT07]. So, OWL facilitates
greater machine interpretability of web content than RDF and RDF-S by
means of additional vocabulary based on Description Logics. In fact, it is
built on the top of RDF-S, as it is indicated in the proposed architecture
for the Semantic Web by the W3C (see Figure 2.5). Different versions of
the language OWL have been released. The most popular releases are OWL
1.1 [BvHH+ 04] and OWL 2.0 [HKP+ 09]. Both of them are considered Recommendations by W3C.
Similarly to the case of OIL, OWL has three layers of increasing expressivity:
• OWL Lite. It offers hierarchies of classes and properties, and simple
constraints such as cardinality constraints restricted to the values zero
and one. Nevertheless, it is expressive enough to model thesauri and
simple ontologies.
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Figure 2.5: Semantic Web Layer proposed by the W3C. Image extracted
from [LH09]

• OWL DL. It increases the expressiveness of OWL Lite and at the
same time it guarantees the decidability, i.e., all new knowledge or
conclusions that can be obtained are computable in a finite time. Thus,
for example, the disjointness, equivalence, and union of classes can be
expressed in OWL DL; however, they are not supported in OWL Lite.

• OWL Full. It is considered an extension of RDF, whereas OWL Lite
and OWL DL are extensions of restricted forms of RDF. Hence, it
has the maximum expressiveness. Thus, for example in OWL Full a
class can be an instance of another class while this is not possible in
OWL Lite and OWL DL, where the sets of URIs denoting classes,
properties, and instances must be disjoint. However, this sublanguage
ignores decidability issues. Consequently, there is no computational
guarantees to finish any reasoning.

Each sublanguage is an extension of the previous one. Consequently, any
OWL Lite or OWL DL document is also an OWL Full document, and any
OWL Lite document is an OWL DL document. Nevertheless, the opposite is
not true; for example, not all OWL DL documents are OWL Lite documents.
From now on, we mean OWL DL when we use the term OWL because we
are interested in guaranteeing the decidability.
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Annotations

An annotation is an extra-piece of information added to a resource; for
example, the comments added to a document by a reader. As it is pointed
out in [Mar98], “annotations cover a broad territory. It has been construed in
many ways: as link making, as path building, as commentary...”. Moreover,
the authors also argue that this wide range suggests a set of dimensions
that reflect the forms annotations take: formal vs. informal, published vs.
private, permanent vs transient, etc.
In the context of the Semantic Web, we are interested in formal annotations which describe the features of a resource, follow structural standards,
and assign values using consensus, i.e., we are interested in metadata annotations because this level of formality helps ensure interoperability [Mar98].
Under these circumstances, ontologies have become a key element in annotation processes, as ontologies allow to specify the semantics of different resources explicitly by associating the resources to ontological terms by means
of annotations (or markup). In more detail, such resources are referred to
a non-ambiguous ontological term. So, the annotations enable machines
to interpret the meaning of web resources and to reason with them in an
automatic or semiautomatic way. In this way, annotations minimize the
human intervention. Nevertheless, the use of ontologies also generates new
challenges, such as for example how to handle the ontology versioning.
To ensure the success of the Semantic Web, the most part of an annotation process should be performed automatically, or at least semiautomatically. Due to this reason, several research areas have been dealing
with this problem. Thus, different languages, tools, and techniques have
been proposed to annotate web contents or to extract information from web
contents. In the next Section we briefly overview some of them, while in
Chapter 3 we propose semantic measurements that could be used by this
kind of tools.
Technologies and Languages for Annotations
“The ability to annotate Web resources was a feature in early Web browsers
and servers such as NCSA’s Mosaic and Standford’s ComMentor.”, as it
is indicated in [vOHR02]. However, these features were not standard and
they could not be shared among applications. Consequently, they disappeared soon. After that, there were other attempts to provide web resources with annotations, such as the Simple HTML Ontology Extensions
(SHOE) [HH01a], the Ontobroker [FDES98] framework, and the KIM platform [PKK+ 04], but neither of them got wide adoption because most of
these proposals were proprietary or closed.
In the last decade, RDF and its relatives have made it possible to define
statements about any resource on the Web without modifying it. Moreover,
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they were also considered Recommendations by the W3C. Due to these facts,
machine-readable data have begun to appear on the Web. However, these
annotations have been typically distributed in separate files, with a separate
format, and very limited correspondence between the human-version (HTML
and its relatives) and the machine-version (RDF and its relatives). In this
context, the Resource Description Framework -in- attributes (RDFa) [AB08]
became a Recommendation of the W3C in October 2008.
RDFa is designed to provide a set of attributes to carry metadata (annotations) in XHTML in order to make XHTML machine-readable. Thus,
there exists a data model mapping that supports the extraction of RDF
model triples from RDFa. Moreover, it also enables the use of RDFa for
embedding RDF triples within XHTML. Besides, RDFa also complies with
the following principles of interoperable metadata enumerated by the W3C
in [AB08]:
• Publisher Independence. Each annotated resource can use their standards to provide semantic content.
• Data Reuse. Data are not duplicated.
• Self Containment. XML and HTML sections can be managed separately.
• Schema Modularity. The attributes are reusable.
• Evolvability. Additional fields can be added, and XML wrappers can
extract the semantics of the data from an XHTML file.
Due to these reasons, RDFa is considered a bridge between XHTML and
RDF and its relatives, and its use has increased recently. Moreover, it is
expected to be widely adopted.
Other important initiative to annotate data available on the Web is the
Linked Data initiative [BHBL09]. It advocates the use of a set practices for
exposing, sharing, and connecting pieces of data, information, and knowledge on the Web by using URIs and RDF in order to ease the automatic
manipulation of the data by software agents and facilitate the interoperability among applications. The construction of Linked Data is guided by
the practices established in [BL06] which are known as the Linked Data
Principles:
• Use URIs as names for things.
• Use HTTP URIs so that people can look up those names (URIs) and
be provided with information about the resources identified by those
URIs. This activity is usually called “dereference URIs over the HTTP
protocol”.
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• Use the W3C standards, such as RDF and SPARQL [PS08], to expose
and manipulate data.
• Include links to other URIs elsewhere to connect the data we have on
the Web, in order to more things about the data can be discovered.
This is important because the value of data is very much a function of
what it links to, as well as the inherent value of the information itself.
Therefore, the Linked Data initiative is simply about using web technologies to create typed links among data from different sources to enable data
sharing and reuse on a massive scale. Thus, the units of Linked Data are
not HTML documents with links among them, but documents containing
data in RDF with typed statements that link arbitrary things (not only
documents).
The most popular example of Linked Data has been the Linking Open
Data project 2 . This project aims to bootstrap the so-called Web of Data by
identifying data sets available under open licenses and publishing them according to the Linked Data principles. This initiative has had an important
adoption and it currently groups around 200 data sets consisting of over 25
billion RDF triples, which are interlinked by around 395 million RDF links3 .
The graph in Figure 2.6 gives an overview of the data sets published and
the links among them. The nodes (circles) represent the different data sets
published. The bigger the circle is, the more data the data set contains. The
arcs indicate that there exist typed links between the data sets connected.
The thicker the arcs are, the more links there exist between the data sets
connected.
Finally, it is worth pointing out that RDFa and Linked Data are machine oriented initiatives which are enabling a new type of services and
applications. Currently, these efforts can be broadly classified in three categories [BHBL09]:
• Semantic browsers. Traditional web browsers allow users to navigate
between HTML pages by clicking on hypertext links, whereas semantic
browsers allow users to navigate between data sources by following
typed links expressed as RDF statements. Moreover, some of them also
show HTML pages enriched with semantic information. An example
of this new type of browsers is Disco browser4 .
• Linked Data search engines and indexes. This kind of applications
follow a similar interaction paradigm to existing market leaders such
2
http://esw.w3.org/topic/SweoIG/TaskForces/CommunityProjects/
LinkingOpenData [Last access January 29, 2012].
3
Data obtained in September 2010.
4
http://www4.wiwiss.fu-berlin.de/bizer/ng4j/disco [Last access January 29,
2012].
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Figure 2.6: View of the state of the Linking Open Data project in September
2010. Image extracted from the Linking Open Data project web site
as Google and Bing. Thus, they provide us with APIs5 through which
Linked Data applications can discover and manipulate RDF-family
documents from a certain reference or from a set of keywords. Examples of this new type of search engines are Swoogle6 [DFJ+ 04,
FDP+ 05], Watson7 [dBG+ 07, dMS+ 08], and Sindice8 [ODC+ 08], which
are described in Section 2.2.2.
• Domain-specific Linked Data applications. This set of applications
group services and applications whose functionality is based on mashing up data from several Linked Data sources. A example of this type
of application is Revyu9 [HM08], a generic reviewing and rating site.
Comparing the features of these tools with the proposals of this thesis, we
consider that our prototype Doctopush (see Figure 1.2) does not belong to
any of these categories because it is not oriented to the search of semantic
5

Application Programming Interfaces.
http://swoogle.umbc.edu
7
http://watson.kmi.open.ac.uk
8
http://sindice.com
9
http://revyu.com [Last access January 29, 2012].
6
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documents but to the classification of the links provided by a traditional
search engine. On the other hand, we consider that our prototype QueryGen
(see Figure 1.3) belongs to the category of Linked Data search engines and
indexes because it enables querying different ontological data sources from
keywords. Nevertheless, it is worth pointing out that it does not focus on
crawling and indexing semantic documents. So, it could be also considered
an application built upon semantic search engines such as Watson, Swoogle,
or Sindice (see 2.2.2 for more details). Finally, our prototype Keymantic
(see Figure 1.4) is not oriented to semantic documents but it is oriented to
relational databases. Nevertheless, the techniques and philosophy used in its
construction can be adapted to the context of Linked Data, as Bergamaschi
et al. have proved in [BGRV11c, BGRV11a].

2.1.3

Reasoners

A reasoner is a program which is able to obtain new knowledge from a set
of asserted facts or axioms by means of inference mechanisms. Moreover,
it also supports to check the consistency of the facts already asserted. The
amount and type of new knowledge that can be inferred or checked in a
knowledge base (ontological data source) depend on the expressiveness of
the knowledge representation model used and the power of the reasoner
considered. In fact, “the more complex the relationships established among
concepts, the more difficult it becomes to give a precise characterization
of what kind of relationships can be computed, and how this can be done
without failing to recognize some of the relationships or without providing
wrong answers” [BCM+ 03].
As we previously mentioned, a wide percentage of languages for the
construction of heavy-weight ontologies are based on Description Logics. So,
in this section, firstly, we overview some basic concepts of Description Logics.
Then, we enumerate some reasoning tasks that can be performed with this
kind of formalisms. After that, the features of some popular reasoners are
briefly described.
Description Logics and Reasoning
Description Logics (DL) developed their bases in the 80’s decade and they
are a key piece in the development of the Semantic Web as a formalism
for representing knowledge and reasoning about it. In fact, most current
ontological languages are based on them. So, in this section, we briefly
overview some basic notions underlying all the systems created in the DL
tradition and their associated reasoning techniques.
As opposed to their predecessors, Description Logics (previously known
as terminological systems or concept languages) have a formal logic-based
semantics and provide reasoning as a service to infer implicit knowledge.
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Consequently, they are considered formalisms that “represent the knowledge
of an application domain by first defining the relevant concepts of the domain
(its terminology), and then, using these concepts to specify properties of
objects and individuals occurring in the domain” [BCM+ 03]. Therefore, in
this context, a knowledge base (an ontology) is a set of axioms and assertions
which is often comprised of two components:
• The Terminology Box (TBox). It introduces the vocabulary of the
application domain which represents the general knowledge of the domain. It normally includes a set of axioms that define the concepts
(sets of individuals) involved in the domain. Moreover, roles which denote binary relationships between individuals are also defined. Therefore, the TBox expresses the intensional knowledge, which is frequently
stable.
• The Assertional Box (ABox) or assertional knowledge. It represents
the knowledge that is specific to the individuals of the domain of discourse (a world description suitable for a particular problem). Usually,
it includes the assertions about individuals (instances), capturing the
extensional knowledge, which often changes as the considered domain
evolves.
Elementary descriptions are atomic concepts (designated by unary predicate symbols) and atomic roles (designated by binary predicate symbols)
which are defined by the ontology developers. Besides, there exist two atomic
concepts that are normally defined by default:
• Anything (also called General Concept). It represents any individual
of the application domain, i.e., any individual is an instance of such
concept.
• Nothing (also called Empty Concept). It represents the negation of
Anything; therefore, no individual can be instance of such a concept.
Complex descriptions are built from atomic elements and the constructors
(intersection of concepts, union, negation, etc.) supported by the Description Logics considered. Moreover, the expressiveness of a language depends
on the constructors considered.
At this point, we could think that Description Logics overlap with other
modeling languages developed for programming and database management.
So, it is worth remarking that the characteristic feature of Description Logics is the reasoning capability. Moreover, the capability of a Description
Logic to infer implicit knowledge depends on its expressiveness. In fact, the
more expressive a formalism is, the higher the costs in terms of time and
computational resources needed to perform the reasoning tasks are. Thus,
the challenge is enriching the language while retaining the decidability of
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the reasoning. Typical reasoning tasks for most of the formalisms based on
Description Logics are the following ones [BCM+ 03]:
• Determining whether a concept description D is more general than
another one C. This task is generally called determining subsumption
and it checks whether a concept denoted by C (called subsumee) always
represents a subset of the concept denoted by D (called subsumer ).
When C is subsumed by D, it is represented by the expression C v D.
• Determining whether a concept description C is satisfiable. This task
is generally called determining satisfiability and it checks whether a
whether a concept C makes sense, i.e., if it is not contradictory. Therefore, this task is equivalent to checking whether the concept C is equivalent to the concept Nothing or whether C v Nothing.
• Determining whether a concept description D is equivalent to another
one C. This task is generally called determining concept equivalence
and it checks if both concepts always denote the same subset of individuals. Hence, this task is equivalent to checking whether C is subsumed
by D and D is subsumed by C. When C and D are equivalent, it is
represented by the expression C ≡ D.
• Determining whether a concept description D and another one C are
disjoint. This task is generally called determining concept disjointness and it checks if C and D always denote subsets with no common
individuals. Therefore, this task is equivalent to checking if the intersection of C and D is equivalent to the concept Nothing.
• Classification of concepts. This task consists of placing all concept
expressions in the proper place in a taxonomic hierarchy of concepts.
It can be performed by checking the subsumption between each new
concept expression D in the hierarchy and the rest of concepts. The
place of D will be at a level between the most specific concepts that
subsume D and the most general concepts that D subsumes.
• Determining whether an individual i is an instance of a concept C.
This task is generally called instance checking and it verifies whether
i belongs to the specified concept C.
• Determining whether a set of assertions is consistent. This task is
generally called determining knowledge base consistency and it checks
whether the set of assertions entails that a particular individual is an
instance of a given concept description, i.e., that the set of assertions
does not entails contradictory facts.
• Realization. This task is in charge of finding which the most specific
concept of an individual is (notice that the individual has to be an
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instance of that concept). Therefore, it can be performed by means of
the classification of concepts and instance checking mechanisms.
• Retrieval. This task is in charge of finding the individuals that are
instances of a concept C. Therefore, it can be performed by means of
instance checking mechanisms.
Finally, it is worth pointing out the difference between the finite model
reasoning used in the area of databases and the unrestricted reasoning typical of Description Logics. This difference appears as a consequence of the semantic interpretation of the contents of databases (closed-world assumption)
and Aboxes (open-world assumption). In more detail, the information in a
database is considered complete and its absence is interpreted as negative
information, whereas the information in an ABox is considered incomplete
and its absence is interpreted as lack of knowledge [BCM+ 03].
Technologies and Reasoners
The first system based on Description Logics was KL-ONE [BS85]. After that, KL-ONE was the basis to develop other popular systems, such
as LOOM [Mac88], BACK [PSKQ89], KRIS [BH91], CLASSIC [BBMR89],
and FaCT [Hor98]. Due to the great amount of systems created, the need
of a protocol to support the interoperability among them appeared soon.
So, around 2002, the Description Logics Implementation Group10 focused
on the development of a common interface to provide uniform access to Description Logics Reasoners. Such an interface is called DIG [Bec02] and it
defines a simple protocol based on HTTP and XML Schema. The latest
release of DIG dates from 2006 (DIG 2.0). Moreover, after OWL became a
W3C Recommendation, the OWL API11 (a Java API and reference implementation for creating, manipulating, and serializing OWL ontologies) has
been widely adopted.
Nowadays, most current reasoning systems support knowledge bases
specified in OWL because it is a Recommendation of the W3C. Some popular examples of these systems are:
• Renamed ABox and Concept Expression Reasoner Pro (RacerPro).
It is an evolution of the reasoner Racer [HM03] (whose first release
was published in 2004) and is distributed under a commercial license.
Nevertheless, a trial version for 30-days is free if you register in its
web site. Moreover, the version 2.0 was freely distributed as prerelease from January to October 2011 and it supported full operation.
RacerPro supports the DIG interface and the OWL API.
10
11

http://dl.kr.org/dig [Last access January 29, 2012].
http://owlapi.sourceforge.net [Last access January 29, 2012].
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• FaCT++. It is a descendant of FaCT (whose first release was published in 1998) free and open-source which has been developed in C++.
The latest release of FaCT++ dates from April 2011 (version 1.5.2)
and supports the DIG interface and the OWL API. Moreover, it also
provides a Lisp-API in order to be compatible with applications developed for FaCT.
• Pellet [PS04]. It is developed in Java and its first release was published
in 2004. It is free and open-source for its use in open-source applications under the terms of the AGPL version 3 license. For proprietary
or closed-source applications and other commercial applications, there
are several alternative paid licenses. The latest release dates from
April 2006 (version 1.3) and it supports the DIG interface and the
OWL API. Moreover, it also provides a specific interface for Jena12 , a
Java framework for the construction of semantic web applications.
• KArlsruhe ONtology 2 (KAON2). It is a descendant of the reasoner
KAON [BEH+ 02] that has been developed in Java. This reasoner is
free but only for non-commercial usage. Its first release was published
in 2002 and the latest release dates from June 2008. KAON2 also
supports the DIG interface.
• HermiT [MSH09]. It is also developed in Java and it is free under
the GNU Lesser General Public License (LGPL)13 . Its first release
was published in April 2009. Currently, the latest release dates from
2011(version 1.3.4). HermiT uses the OWL API and it is compatible
with the OWLReasoner interface of such API. Besides, it is especially
designed to support reasoning with large ontologies.
The reasoner used for the elaboration of the prototypes described in the
rest of this thesis is Pellet because it is freely distributed and widely adopted
in the Semantic Web community. Nevertheless, we have also performed some
tests with RacerPro and FaCT++. RacerPro was discarded because we
only had a valid license for a short period of time. FaCT++ was discarded
because we can integrate more easily our Java code with Pellet. In any case,
our prototypes could be easily adapted to use other similar reasoners.

2.1.4

Other Semantic Technologies and Tools

Nowadays, there exists a wide range of semantic technologies and tools oriented to the development of semantic applications, such as ontology editors
and tools for annotation. Moreover, there also exist numerous applications
oriented to final users, such as semantic web browsers. In this section, some
tools and technologies used in this thesis are briefly described.
12
13

http://jena.sourceforge.net [Last access January 29, 2012].
http://www.gnu.org/licenses/lgpl.html [Last access January 29, 2012].
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WordNet
WordNet [Mil95] is a lexical thesaurus for the English language. Its first
version was published in 1990 (the version 3.1 is the current one). It covers
a rather extensive set of words (and lexical items14 ) which are organized
in synsets (clusters that group lexical items that represent the same concept/meaning). Each synset provides us with the definition of its content
by means of glosses, and it is connected to other synsets by means of semantic relationships such as hypernymy, hyponymy, holonymy, meronymy,
etc. Notice that a specific item (word) can belong to one or more synsets.
The current version of WordNet contains 155, 287 words organized in
117, 659 synsets for 206, 941 <list of lexical items, sense> pairs. It is freely
available for commercial and research activities if references to the source
are properly included in the results of the activities. There exist similar
thesauri for other languages such as WOLF (WordNet Libre du Français)
for French [SF08]. Moreover, a multilingual thesaurus considering several
European languages was developed and called EuroWordNet [Cha01]. In
this case, each language is linked to the rest of them though several indexes.
WordNet and EuroWordNet have been used for a wide range of applications in Computer Science (CS), such as Word Sense Disambiguation (WSD) [Res95, BH06], schema annotation [Po09], automatic text summarization [Cha01], etc.
In this thesis, we use WordNet to obtain the possible meanings (senses)
of lexical items and to perform Word Sense Disambiguation.
Jena
As we previously mentioned, Jena is an open source Java framework for the
construction of semantic web applications. Its first version was published in
2000 (the version 2.6.4 is the current one, and it was published in December
2010). It provides us with means to manipulate semantic documents. Thus,
it can operate with RDF documents (written in RDF/XML, N3, and NTriples), OWL documents, and relational databases.
Jena provides us with classes to load semantic documents in an abstract
model in memory in order to manipulate them by means of the RDF API
and the OWL API. Thus, we can update data, perform queries, and manage
the persistent storage. Moreover, Jena also includes a rule-based inference
engine which can perform certain reasoning tasks. Nevertheless, the reasoning capabilities of Jena are quite limited and it does not support complete
DL-reasoning. Due to this fact, this framework can delegate this task to
more powerful reasoners. In fact, it provides a specific mechanism to be
14

A lexical item is a sequence of words that represent a specific meaning, for example
“data bases”.
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connected with Pellet and classes to support any reasoner compliant with
DIG.
In this thesis, we use Jena to load pools of ontologies in QueryGen (see
Chapter 5) and to query them by means of the OWL API. Moreover, we
connect Jena with Pellet to perform a complete DL-reasoning.
Protégé
Protégé15 [NFM00] is an open-source graphical tool to design, edit, and
maintain ontologies. It was developed by Stanford University and its first
version was published around 2000. Nowadays, two versions are maintained:
1) version 3.4.7, published in July 2011; and 2) version 4.0, published in
March 2008 and updated in March 2011. Protégé is based on Java and
has a flexible architecture that can be extended by means of plugins. It
supports two main ways of modeling ontologies: 1) Protégé-Frames, and
2) Protégé-OWL (which supports different knowledge representation languages including RDF, RDF-S, OWL, and XML-Schema). Protégé also
provides us with an interface to connect DL reasoners compliant with DIG
and direct connection to FACT++ and Pellet.
In this thesis, we use Protégé connected to Pellet to debug our Ontological Synonymy Probability measurement (see Chapter 3) and our prototype QueryGen (see Chapter 5). Moreover, in QueryGen, we also use
the Protégé’s plugin called ProSÉ [JRGS+ 08] developed by the Temporal
Knowledge Bases Group (University Jaume I) in order to work with modules
of ontologies instead of full ontologies.

2.2

Searching Information on the Semantic Web

Information discovery on the Semantic Web concerns the way we can find
information easily by considering the semantic content of web elements (text,
images, etc.) and not only their representations. There does not exist a
single method for locating the information required on the Semantic Web,
but users generally perform this task by means of navigation, searching, or
querying, depending on multiple different factors [HFBPL09]:
• Navigation. It is the basic form of information discovery. It consists
of retrieving and visualizing data by interacting with a browser from a
particular starting point and with no specific plan in mind. So, navigation (or surfing) can be considered as free discovery. Unfortunately,
navigation is not enough when information discovery is a regular task
and users have little time to get the information they need.
15

http://protege.stanford.edu [Last access January 29, 2012].
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• Searching. It builds upon navigation, and in this case, users have
an information request in mind but they do not know where to find
that information. So, users rely on software components to satisfy
their information requests. Thus, they usually employ search engines
based on keywords. Unfortunately, there does not exist any particular
software agent which is 100% accurate. Moreover, users could know
particular relevant data sources not crawled by software agents.
• Querying. It is considered the upper-level form of information discovery because it allows users to perform complex, explicit, and structured
questions to data sources whose location is known. Besides, generally,
this kind of information discovery also requires users to know the formal syntax and semantics of a query language.
In this thesis, we do not focus on semantic web browsers, but we are
interested in categorizing the hits retrieved by a traditional web search engine by means of semantic techniques, as well as in querying relational and
DL-based data sources from keywords. Nevertheless, due to the importance
of the semantic web browsers, in this section, firstly, we overview popular
tools to navigate the Semantic Web. After that, we focus on search engines
oriented to the retrieval of links to ontologies and documents annotated semantically, which have been developed in the last decade. Finally, formal
languages for querying ontological sources are analyzed.

2.2.1

Semantic Web Browsers

Semantic web browsers allow users to view HTML pages enriched with semantic information if it is available and to navigate through data sources
by following typed links. Generally, the semantic web browsers are tools
(plugins, extensions, etc.) that are integrated into a traditional browser to
recognize the semantics included in web pages and offer support to use that
information. Several options are available and some popular examples are
the following ones:
• Tabulator 16 . It is a generic data browser and editor which allows users
to browse RDF data on the Web. It was created in 2005 and its last
release (version 0.8.7) was published in November 2008. Currently, it
is available in two ways: 1) as a Firefox plugin, and 2) online as a web
application based on Asynchronous JavaScript And XML (AJAX). It
is open source under the W3C software license.
• Disco. Some authors consider it simply an RDF browser and not a
semantic web browser because it has a simple interface that displays
triples in a table-based layout [HFBPL09]. It was developed by Freie
16

http://www.w3.org/2005/ajar/tab [Last access January 29, 2012].
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University of Berlin in January 2007 and its main advantage is that it
provides us with easy access to provenance information for each triple
(showing a column with information about the data sources).
• Marbles 17 . It is not a proper browser but a server-side application
whose first release was published in May 2009. It formats semantic web
content for XHTML clients in order to avoid overloading a potentially
thinly-equipped client. Hence, it is a good option for mobile devices.
• Zitgist 18 . It is a portal that offers several services related to the Semantic Web. Its product to view Linked Data is Zitgist DataViewer,
which is a server-side application created in 2009. Zitgist DataViewer
has been designed specifically to provide fast answers with feedback to
help users to manage the information overload. It uses a wide range
of presentation templates appropriate to the type of data.
• Open Link’s RDF Browser, also known as OpenLink Data Explorer
(ODE)19 . It is a browser extension (available for Firefox, Safari, and
Google Chrome) that allows users to view ontological data sources
associated with the web pages that they are visualizing, as it enables
users to switch between hypertext and Linked Data. Its last release
was published in April 2011.
In this thesis, we do not intensively use any semantic web browser, but we
check some URIS with them in order to get more information about specific
resources identified by a URI.

2.2.2

Semantic Search Engines

Users are interested in taking advantage of systems that can speed up the
obtention of the information that they require. So, some research has focused
on the creation of systems that allow users to search and discover online
semantic content from a set of search parameters. This kind of systems are
known as semantic search engines. The most remarkable ones are Swoogle,
Watson, Falcons20 [CGQ08, QC11], and Sindice, which are described along
this section.
In the elaboration of the prototypes described in the rest of the thesis,
we have performed experiments with Swoogle, Watson, and Sindice. These
semantic search engines were considered as sources to provide the possible
meanings (senses) of a keyword given by a user (see Chapter 4 for more
details).
17

http://www5.wiwiss.fu-berlin.de/marbles [Last access January 29, 2012].
http://zitgist.com [Last access January 29, 2012].
19
http://ode.openlinksw.com [Last access January 29, 2012].
20
http://ws.nju.edu.cn/falcons [Last access September 17, 2010].
18
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Swoogle
Swoogle is a keyword-based search engine that discovers RDF documents
and RDF content embedded in HTML documents. Moreover, it indexes
them in order to offer search services both human users and software agents.
The results returned by Swoogle are ranked by considering an adapted version of the PageRank algorithm [PBMW99] and usage patterns of the semantic data. The interaction with humans is performed via a browser interface,
whereas the interaction with software agents is achieved by means of a set
of RESTful21 web services [Fie00].
Swoogle was developed by the University of Maryland, Baltimore County
(UMBC), and was published in 2005. Its current release has been available
since 2007.
Watson
Analogously to Swoogle, Watson collects and indexes online semantic content in order to offer search services for both humans and software agents.
Nevertheless, the set of web services provided by Watson is wider than the
given by Swoogle. Thus, for example, Watson enables applications to select
and exploit online semantic resources without downloading the corresponding ontologies, whereas Swoogle requires downloading them.
Watson was developed by the Knowledge Media Institute (KMI) of the
Open University (United Kingdom) and it was published in 2007. Its last
updated was published in December 2010.
Falcons
Similarly to the previous semantic search engines, Falcons is a keywordbased ontology search engine that uses a popularity-based scheme to rank
concepts and ontologies. Moreover, Falcons clusters its results by grouping the instances retrieved according to the classes they belong to, and it
generates query-relevant structured snippets.
Falcons was developed by the WebSoft Research Group of the University
of Nanjing (China) in 2008 and its last updated dates from 2011.
Sindice
Sindice is a lookup index that retrieves resources crawled on the Semantic
Web. As opposed to the previous semantic search engines, Sindice does not
focus on indexing ontologies where the definition of a resource is contained,
but on indexing semantic documents in general. This fact is pointed out
by the developers of Sindice in [TDO07]: “[...] Sindice is thus conceptually
more close to standard web search engines but with specific semantic web
21

RESTful: REpresentational State Transfer full.
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concepts, procedures and metrics, rather than to semantic web search engines such as SWSE or Swoogle which in general aim at providing general
query capabilities over the collections of all the Semantic Web statements.
[...]”. This is also indicated by the developers of Watson in [dSM+ 08]: “[...]
while Sindice indexes a very large amount of semantic data, it only provides
a simple look-up service allowing applications/users to ‘locate’ semantic documents”.
Sindice is the result of a join project of three entities: 1) the Digital Enterprise Research Institute (DERI) in Galway (Ireland), 2) the Fundazione
Bruno Kessler (FBK) in Trento (Italy), and 3) the international company
Open Link Software. It was created in 2007 and its last update was published
in December 2011.

2.2.3

Languages for Querying Ontological Sources

The first systems based on Description Logics included their own formal
query languages to retrieve information from the ontological sources defined
in the domain context where they were applied. Thus, in the 80’s and
90’s decades, languages such as BACK [PSKQ89] and CLASSIC [BBMR89]
were commonly used. However, none of these languages became standard.
With the birth of the Semantic Web and the creation of RDF and its relatives, research on formal languages to query ontologies received the focus again. Thus, languages such as TRIPLE [SD01], RDF Query Language (RQL) [KAC+ 02], Sesame RDF Query Language (SeRQL) [BK04],
RDF Data Query Language (RDQL) [Sea04], and Protocol and RDF Query
Language (SPARQL) [PS08] were created. For more details about the evolution of query languages for RDF and relatives, and a comparative survey,
please, see [HBEV04].
Nowadays, the most used query language is SPARQL because it became
a W3C Recommendation in 2008. Moreover, there exists a large number of
publicly available endpoints. An endpoint is a service available via HTTP
that accepts and processes SPARQL queries and outputs results in different
formats depending on a set of different configuration parameters.
SPARQL queries can be expressed across diverse data sources by means
of sets of triple patterns22 . These triple patterns are matched to subgraphs
of the data sources to retrieve data that satisfy the constraints established
by the set of patterns. However, SPARQL does not support some functions
that can be interesting to query ontological data sources, such as subqueries
or aggregation operators (count, min, avg, etc.). Therefore, extensions such
as SPARQL+ [Now08] have been proposed.
Our prototype Keymantic (see Chapter 6) translates keyword queries
into SQL queries, whereas QueryGen (see Chapter 5) translates keyword
22

A triple pattern is similar to an RDF triple except that each element (subject, predicate, or object) may be a variable.
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queries into any target formal query language, i.e., it can be set up to use any
formal functional query language by indicating its operators, the type of the
operands of each operator, and the properties of the operators (symmetric,
involve, etc.).

2.3

Data Integration Systems

Data Integration Systems (DIS) deal with the problem of querying multiple
autonomous and heterogeneous data sources providing their users with a
transparent access. Thus, a Data Integration System pursues to provide a
global schema that represents a unified view of the different (in format and
structure) data sources it considers; whereas the data sources contain the
real data [Len02].
In a Data Integration System, users formulate their queries by using the
global schema and are provided with data stored in the different sources in a
uniform data model, but they are not conscious either about the specialized
software that accesses the different sources to query them and to retrieve
data, or about the mechanisms that combine the different answers to build
the final responses. How the global schema and the relations (mappings)
between the different data sources and the global schema are created is
crucial for the work of this specialized software. Two basic approaches have
been proposed along the evolution of Data Integration Systems:
• Local As View (LAV). In this approach, the concepts in the local
schema are mapped to views over the global schema. This idea is
effective whenever the global schema is stable in the organization. Besides, it favors the addition of new local data sources because only
the creation of mappings for those sources is required and it does not
affect to the rest of sources.
• Global As View (GAV). In this approach, the different concepts in the
global schema are mapped to views over the local sources. Thus, the
mappings indicate explicitly how to retrieve the data for the users.
This idea is effective whenever the set of sources to be considered by
the integration system is stable; i.e., when the addition and removal
of local sources is not frequent. The reason is that the addition of
any new local source can imply refining several elements in the global
schema.
Later on, the advantages of GAV and LAV approaches were combined in
hybrid systems denominated Global-Local As View (GLAV) [FLM99].
Independently on how the mappings and the global schema are created,
our prototype Keymantic (see Chapter 6) is a proper option to query global
schemas of relational Data Integration Systems from keyword queries, as it
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does not require information about the current data of the sources (the extension or the instances of each source) in order to translate keyword queries
into formal queries. Therefore, data stored in the different sources can evolve
autonomously without notifying extension updates to the integrated system.

2.4

Summary of the Chapter

Along this chapter, we have shown the technological context related to this
thesis: the Semantic Web, the search of information by using semantic techniques, and Data Integration Systems.
Firstly, we have presented the three main pillars of the Semantic Web:
ontologies, annotations, and reasoners. Thus, we have presented some basic
features of ontologies (definitions, classifications, etc.) and current technologies and languages to support ontologies. Then, we have briefly analyzed
the power of annotated web resources and the main initiatives in this area
(RDFa and Linked Data). After that, we have focused on reasoners and
basic notions of Description Logics in which they are based on. Besides,
some popular reasoners and other semantic technologies considered along
this work have been depicted.
Secondly, we have explored different ways to discover information on the
Semantic Web. Thus, we have analyzed different semantic web browsers
that can be used to navigate the Semantic Web. Then, different semantic
engines to search information were described, and after that, languages for
querying ontological data sources were overviewed.
Finally, we have concluded this chapter by introducing Data Integration
Systems (DIS) because they deal with the problem of querying across multiple autonomous and heterogeneous data sources. Thus, we have briefly
described the two main models for DIS: the Local As View (LAV) and the
Global As View (GAV) approaches.

Chapter 3

Semantic Measurements and
Word Sense Disambiguation
Techniques
In this chapter, we focus on the semantic measurements that we propose
to compute the degree of semantic similarity among the different terms in
an ontology and the degree of relatedness among terms/words. We also
describe how these two measurements are used to define our Word Sense
Disambiguation (WSD) technique which can perform properly with very
little context information and satisfies the desirable features for WSD methods that we enumerate in Chapter 1; i.e., it maximizes the coverage and
precision, and it is not oriented to a particular application or domain (it is
universal ).
Firstly, we overview the origins of the Word Sense Disambiguation and
the wide range of techniques that have been proposed mainly in the context of text documents. Secondly, we describe how to discover the possible
meanings (the semantics) of a set of words by means of the Ontological Synonymy Probability, and how to select the most suitable meanings of such
words according to the context in which they appear by means of the Webbased Semantic Relatedness; i.e., we detail our Word Sense Disambiguation
method. After that, we briefly describe some proposals to combine different
Word Sense Disambiguation methods in order to increase the performance
by avoiding the disadvantages of concrete techniques. Finally, the related
work is studied.

3.1

Introduction to Word Sense Disambiguation

One of the problems of the human language that has a direct negative effect
on information search systems is the lexical ambiguity; i.e., the problem due
to the fact that many words can be interpreted in multiple ways depending
49
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on the context in which they appear. Determining the proper meaning
(sense) of a polysemous word in a text or conversation is a common activity
in human communication, where it is usually obvious which the appropriate
sense is. However, this is a difficult task for a computer because of the
absence of semantic contents. Due to this fact, intensive research on the
problem of automatically associating a given word with a definition (meaning
or sense) among the meanings potentially attributable to that word, which
was denominated Word Sense Disambiguation (WSD), started off [IV98,
AE07, Nav09].
The first attempts at WSD were made in the context of Machine Translation (MT) to associate a polisemous word from one language to another
word in a different language in 1949 [Wea55]. Nevertheless, nowadays, the
importance of WSD has been widely acknowledged in multiple research areas [AE07, Nav09], such as Computational Linguistics (CL), Information Retrieval (IR), document clustering, Information Extraction (IE), etc. In fact,
“a long-standing central debate is whether WSD should be researched as a
generic or as an integrated component” in a particular application [AE07].
We agree with [AE07] on the fact that “the effort on explicit WSD has
produced a solid legacy of research results, methodology, and insights for
computational semantics”. Nevertheless, in this work, we focus on studying
semantic measurements in the context of the information retrieval for final
users from keyword queries.
As it is described in [IV98], the WSD involves two main steps: 1) determining all the different possible senses for the words to be disambiguated,
and 2) selecting the most appropriate senses for each occurrence of the words
to be disambiguated by relying on two major sources of information: a) the
context of the word, and b) external knowledge sources. Of course, the context and the external knowledge sources to be considered vary depending
on the method used. Nevertheless, some features commonly considered as
context are: a window of words around the target word to disambiguate,
information about the word position, and extra-linguistic information about
the text. Some external knowledge sources commonly used are: encyclopedic, lexical resources, and hand-devised knowledge sources.

3.1.1

Classification/Types of Semantic Measurements

Different classifications of WSD techniques have been proposed by taking
as base the context information used, the external sources considered, and
how they are exploited [IV98, PBP05, AE07, Nav09]. In the following,
we briefly overview a commonly-accepted classification (e.g., [IV98, AE07]),
and we provide examples of techniques of the different types considered
in that classification. Moreover, in Section 3.1.2 we briefly describe some
approaches that combine (ensemble) several WSD methods in order to avoid
the disadvantages of using a concrete technique, and to obtain a better
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performance than using only a technique in isolation.
Knowledge-based Techniques
This kind of techniques rely on Machine Readable Dictionaries (MRD); i.e.,
electronic dictionaries, thesauri, lexical resources, etc. to exploit dictionary
definitions of words and compare them with the context of the word to be
disambiguated by means of different semantic similarity metrics. Besides,
these methods usually use heuristic rules to improve their performance.
The main drawback of these techniques is that knowledge sources have
to be hand-crafted. So, to reduce the so-called knowledge acquisition bottleneck they cover narrow domains or they use general-purpose sources such as
WordNet, where some specialized terms/meanings may be unavailable. On
the other hand, their main advantage is that the senses in the knowledge
sources are clear, precise, consistent, and usually complete for the domain
that the source covers.
Some popular examples of knowledge-based techniques are the Lesk’s
algorithm [Les86], the Extended Lesk’s algorithm [BP03], the Iterative Gloss
Similarity [BGO+ 08], and the WordNet Domains [BPS08].
Supervised Corpus-based Techniques
These techniques exploit Machine Learning (ML) algorithms to create models of word usage from corpora annotated manually by using semantic classes
chosen from a specify sense inventory (normally, an MRD). In fact, these
techniques rely on those corpora to train their configuration parameters, or
as seed data in a bootstrapping process.
Supervised corpus-based techniques have shown the best results in WSD
benchmarks such as Senseval/Semeval1 . However, the construction of the
corpora they need is really expensive due to the knowledge acquisition bottleneck. Moreover, the application of these techniques is limited to the domains
of the corpora used for training them. So, they have a low coverage and they
are not universal.
Some popular examples of this type of techniques are based on decision
lists or trees, Naive Bayes classifiers, Neural Networks (NN), Support Vector
Machines (SVM), or Hidden Markov Models (HMM) [Nav09].
Unsupervised Corpus-based Techniques
These techniques avoid external resources and use raw unannotated corpora
to induce word senses (clusters of documents/occurrences of the word with
the same meaning) and to classify the new occurrences into the created
clusters.
1

http://www.senseval.org [Last access January 29, 2012].
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The main drawbacks of these techniques are: 1) the high cost of determining the correct amount of unlabeled training data required to obtain a
significant distribution of word co-occurrences, and 2) the fact that there
exists no guarantee that the different generated clusters correspond to different word senses. Due to these facts, these techniques are usually used
with a different purpose from WSD.
Some popular examples of these techniques are based on Latent Semantic
Analysis (LSA), non-supervised Neural Networks (NN), and aligned parallel
corpora [Pin08].

3.1.2

Combination of Word Sense Disambiguation Techniques

There exists the possibility of combining (or ensembling) a set of Word Sense
Disambiguation techniques in order to avoid the disadvantages of a concrete
technique, and to get a better performance than using only a specific technique in isolation. This approach can be performed easily when the different
techniques involved in the combination share the same sense inventory (dictionary). However, there are more complex requirements when there exists
no common sense inventory [Po09, Nav09]. Some common ways to combine
WSD methods are:
• Sequential or Pipe. This approach combines the outputs from the
different WSD techniques in a specific order in the following way: The
terms that the i-th algorithm is not able to disambiguate are provided
as input of the (i+1)-th algorithm until there is no more algorithm in
the ordered-list or the last algorithm is executed. Normally, the order
of the different techniques is established according to their reliability
in the domain in which they are being used.
• Based on a formula. This approach executes the different methods in
parallel and combines the results from the different WSD techniques on
the basis of a mathematical formula. Generally, the formula includes
weighted sums of the results of the different methods and if-then-else
functions to filter out results under certain thresholds.
• Probabilistic. This approach is a particular case of the combination
based on a formula, as the different results of the individual techniques
are combined according to the basis of some probabilistic theory such
as Dempster-Shafer’s theory [Sha76, PH98].
Initially, in our work, we advocate a linear combination of WSD techniques [GTEM06, TGEM07], whereas Laura Po et al. study the sequential
combination of techniques and an approach based on a probabilistic model
that uses the Dempster-Shafer’s theory [Po09]. Moreover, they have also
developed an Automatic Lexical Annotator (ALA) framework that allows
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users to combine different WSD methods in different ways. We use this
framework to categorize the results of a traditional web search engine (see
more details in Chapter 4).

3.1.3

Motivation for the Design of Our Word Sense Disambiguation Method

Nowadays, most WSD methods assume that, for each word to be disambiguated, there exists a set of possible meanings already available in a specific Machine Readable Dictionary (MRD), thesaurus, catalogue, or domain
ontology. In other words, they assume that a sense inventory is available
and they do not to worry about the discovery of the possible senses (semantics) of such words. In fact, most current WSD methods use WordNet as
source of possible meanings. The advantage of using a shared well-known
MRD is that it provides a reliable set of possible meanings and the results
can be shared among different WSD to compare them, combine them, etc.
However, as we previously pointed out, it is not appropriate when the sense
inventory used does not cover the possible senses to be considered properly. Therefore, we advocate using multiple sources to obtain the possible
meanings, and use our Ontological Synonymy Probability to remove possible
redundant interpretations coming from different sources (see Section 3.2 for
more details).
Moreover, most WSD methods have been designed for textual data
sources where the information context is wide. However, we are interested
in applying WSD to different contexts where the information available is
less rich, such as “keyword queries” submitted to web search engines or to
structured or semi-structured data sources [Po09]. So, we adapt previous
works in the field to these contexts and use the Web as a corpus to compute
the semantic relatedness between different word senses (see Section 3.3 for
more details).

3.2

Discovering the Semantics of Keywords based
on the Ontological Synonymy Probability

In this section, we focus on our particular similarity measurement for ontological terms. Firstly, we provide its definition. After that, we detail how
it is used to obtain the possible meanings (senses) of a word. Finally, we
provide some pointers to applications where the performance of the measurement is evaluated in two particular contexts: information retrieval from
unstructured sources (see Chapter 4), and ontology matching [GM08a].
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3.2.1

Definition of the Ontological Synonymy Probability

As previously indicated, the goal of estimating the similarity between two
entities is determining to what extent the semantics of the entities represent the same term. Our probability of synonymy compares two ontological
terms and provides us with a value in the interval [0 − 1] that indicates
the synonymy degree. The higher the value is the more similar the two
compared terms are considered.
In most approaches, the similarity measurement is only calculated among
ontological terms that are classes (concepts). However, we propose a way
to obtain the synonymy probability according to the type of senses that
we compare. As an ontological term can be a class, a property (role), or
an individual (instance), the following question can arise: Is it possible,
for example, for a class to be equivalent to a property? For example, the
property (role) “teacher” of the class “student” in some ontology o1 could
seem similar to the class “teacher” in an ontology o2 , as both terms represent
teachers. However, according to [MI01], the answer is no, due to the different
semantic nature of classes, properties, and individuals. What it is possible is
that an individual that is the projection of the property “o1 #teacher” of the
class “o1 #student” is equivalent to another individual that is the projection
of the property “o2 #name” of the class “o2 #teacher”. Therefore, synonymy
probability is only meaningful between two classes, two properties, or two
individuals, but not between terms of different types.
In the following, we detail how the similarity between two ontological
terms t1 and t2 is computed by distinguishing three different cases depending
on the type of t1 and t2 : classes, properties, and individuals.

Synonymy Probability between Classes
The synonymy probability between two classes (spclass ) is estimated by
means of a linear combination of lexical techniques, that explore how similar
their labels and descriptions (if they exist) are, and structural techniques
that compare their properties, ancestors, and descendants. Thus, the following function spclass computes the degree of similarity between t1 and t2 ,
where t1 and t2 belong to the set of classes C1 of the ontology o1 and the
set of classes C2 of the ontology o2 , respectively.

spclass (t1 , t2 , dc , dp ) = wname · l(tsynonyms
, tsynonyms
)+
1
2
+ wdescription · vsm(tdescription
, t2description )+
1
+ wcontext · spcontext (t1 , t2 , dc , dp )+
+ wproperties · sppropertiesSet (tproperties
, tproperties
, dp , dc )
1
2

(3.1)
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where
dc , dp , wname , wdescription , wcontext , wproperties ≥ 0
wname + wdescription + wcontext + wproperties = 1
tsynonyms
⊆ C1
1
synonyms
t2
⊆ C2
tproperties
⊆
P1
1
properties
t2
⊆ P2
In the above expression, considering a value of i = 1 or i = 2, tsynonyms
,
i
properties
tdescription
,
and
t
denote
the
set
of
synonyms,
the
textual
descripi
i
tion (or gloss), and the set of properties of ti , respectively; Pi represents
the set of properties of the ontology oi ; wname , wdescription , wcontext , and
wproperties are configuration parameters used to weight the different lexical
and structural features that are considered in the formula; and dc and dp
are configuration parameters that denote which depth of the hierarchy of
classes and properties, respectively, is taken into account to compute the
degree of similarity. Notice that dc can be different from dp .
) ranges from zero to one and it
, tsynonyms
The component l(tsynonyms
2
1
computes the lexical similarity between the sets of synonym labels for the
terms. In our prototypes, we use the Levenshtein similarity [Lev66] by
default, although any other similarity metric available in the SimMetrics
Library [CIG11], such as the Jaro-Winkler similarity [WT91], can be used.
It is important to remark that the function l not only compares the main
label of t1 and t2 but also any other synonym label, maximizing the result
when there exists at least one common element in the two sets. Thus, for
example l({“star”, “lead”}, {“lead”}) = 1.
The component vsm(tdescription
, tdescription
) also ranges from zero to one.
1
2
This function uses the Vector Space Model (VSM) algorithm [RW86] to
compare the descriptions (generally glosses) of the terms t1 and t2 , if they
are available; otherwise its value is zero. Thus, firstly, for each description
tdescription
(with i ∈ {1, 2}), the stopwords are filtered out2 . The result
i
0
0
of this operation is denoted by < tdescription
, tdescription
>. After that,
1
2
description0
each filtered description ti
(with i ∈ {1, 2}) is represented as a
vector whose components are term weights included in that description. The
weights of the terms are computed by considering their tf (term frequency)
and idf (inverse document frequency) factors in the descriptions [BYRN99].
Finally, the cosine of the angle between the two vectors is obtained as result
of the function.
The components in charge of considering the structural similarity are
spcontext (t1 , t2 , dc , dp ) and sppropertiesSet (tproperties
, tproperties
, dp , dc ) which
1
2
2

The list of stopwords considered is the one offered by the LEMUR framework (http:
//www.lemurproject.org), but any other list could be used.
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depend on the factors dc and dp . These factors represent the depth of the
hierarchy of classes (dc ) and properties (dp ) to be analyzed to compute the
similarity. In the following, details on how to compute the functions spcontext
and sppropertiesSet are provided.

if dc = 1 : wd · vsm(tdescendants
, tdescendants
)+

1
2


ancestors
ancestors

+ wa · vsm(t1
, t2
)





else : r · [wd · vsm(tdescendants
, tdescendants
)+
spcontext (t1 , t2 , dc , dp ) =
1
2

ancestors
ancestors

+
w
·
vsm(t
,
t
)]
+
(1
− r)·

a
1
2


descendants , tdescendants , (d − 1), d )+


·[w
·
tl(t
c
p
d

1
2

ascendants , (d − 1), d )]
+ wa · tl(tascendants
,
t
c
p
1
2
(3.2)
where
P

tl(c1 , c2 , dc , dp ) =

i∈c1 {maxj∈c2 [spclass (i,j,dc ,dp )]

P
+
j∈c2 [spclass (i,j,dc ,dp ) / |c2 |]} / 2
|c1 |

r, wa , wd ≥ 0
r ≤1
wa + wd = 1
c1 , tancestors
, tdescendants
⊆ C1
1
1
ancestors
c2 , t2
, tdescendants
⊆ C2
2
In the above expression, considering a value of i = 1 or i = 2, tancestors
and
i
tdescendants
denote
sample
sets
of
hypernyms
and
hyponyms
of
the
hierari
chical graphs of the term ti , respectively. So, spcontext compares the context
of the terms t1 and t2 in their respective hierarchies in o1 and o2 . The coefficient r is used to give more or less relevance to the closest relatives than
the other nodes in the hierarchy. In fact, our colleague Jorge Gracia has
found out empirically that values of r that favor direct neighbors improve
the quality of the results [Gra09]. wa and wd are configuration parameters
used to weight the similarity of the hypernyms and hyponyms of the terms,
respectively, and |X| denotes the cardinality of the set X.
The components in charge of computing the lexical similarity between
the context of t1 and the context of t2 are vsm(tdescendants
, tdescendants
) and
1
2
ancestors
ancestors
vsm(t1
, t2
). Thus, they are calculated in a similar way to
description
vsm(tdescription
,
t
) but considering “bags of ontological terms” (ex1
2
tracted from hypernyms and hyponyms, respectively) as documents instead
of the descriptions of the terms t1 and t2 . On the other hand, the components that depend on the function tl focus on the structural similarity of the
hierarchies of the two sets of relatives up to a certain depth dc .
The function tl(c1 , c2 , dc , dp ) ranges from zero to one and provides us
with the average of the similarity between two sets of classes (c1 and c2 ).
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Given an element x of the first set (c1 ), this function pursues to capture two
extreme cases:
• There exists an element y in c2 such that x and y have the maximum degree of similarity, and the rest of elements that belong to
c2 have the minimum degree of similarity with respect to x (i.e.,
spclass (x, z, dc , dp ) = 0 for all z ∈ c2 such that z 6= y). For example, if
x = “person” and c2 = {“human”, “plant”} then it is expected that
spclass (“person”, “human”, dc , dp ) > 0 and that “plant” is not similar
to “person” (spclass (“person”, “plant”, dc , dp ) = 0). The component
of the formula maxj∈c2 spclass (i, j, dc , dp ) captures this case.
• The semantic content of x is distributed among all the elements of the
set c2 . For example, if x = “person” and c2 = {“man”, “woman”}
then it is expected that spclass (“person”, “man”, dc , dp ) > 0 and that
spclass (“person”,
“woman”, dc , dp ) > 0. The component of the forP
mula
j∈c2 spclass (i, j, dc , dp ) / |c2 | captures this case. Notice that
an average is computed to ensure a value in the interval [0 − 1].
The average between these two components is computed by dividing the
addition of the two values by two.
The function sppropertiesSet (used in Equation 3.1) is focused on the sets
, respecand tprop.
of properties of the terms t1 and t2 (denoted by tprop.
2
1
tively). It computes the average of the synonymy probability of the pairs
that participate in the relation tprop.
× tprop.
in the following way:
1
2
P
, dp , dc )
, tprop.
sppropertiesSet (tprop.
2
1

=

spproperty (pi , pj , dp , dc )
pi ∈tprop.
, pj ∈tprop.
1
2
prop.
|
|t1 | · |tprop.
2
(3.3)

where spproperty (pi , pj , dp , dc ) estimates the synonymy probability of two ontology properties pi and pj with a certain depth of the hierarchy of properties
dp and a certain depth of the hierarchy of classes dc . The function spproperty
is computed as it is explained in the following.
Synonymy Probability between Properties
As in the definition of Synonymy Probability between Classes, both lexical
and structural similarities are considered to compute the Synonymy Probability between Properties p1 and p2 of the ontologies o1 and o2 , respectively
(i.e., p1 ∈ P1 and p2 ∈ P2 ). Thus, we consider again a metric available in
SimMetrics for the lexical similarity (l). Furthermore, in order to consider
structural features, we analyze the semantic context of the domain and range
of the properties, and the hierarchies of properties in the ontologies, if they

58

Chapter 3. Semantic Measurements and WSD Techniques

exist3 . Notice that the domain and the range of properties are classes, so
we use spclass as defined in the previous section.
spproperty (p1 , p2 , dp , dc ) = wnameP roperty · l(psynonyms
, psynonyms
)+
1
2
+ wcontextP roperty · spcontextP rop (p1 , p2 , dp , dc ) +
+ wdomain · spclass (domain(p1 ), domain(p2 ), dc , dp ) +
+ wrange · spclass (range(p1 ), range(p2 ), dc , dp )
(3.4)
where
wnameP roperty , wcontextP roperty , wdomain , wrange ≥ 0
wnameP roperty + wcontextP roperty + wdomain + wrange = 1
psynonyms
⊆ P1
1
synonyms
p2
⊆ P2
domain(p1 ), range(p1 ) ∈ C1
domain(p2 ), range(p2 ) ∈ C2
In the above expression, similarly to the definition of spclass (see Equadenote the set of synonyms (different
and psynonyms
tion 3.1), psynonyms
2
1
names for the same property) of p1 and p2 , respectively. The variables
wnameP roperty , wcontextP roperty , wdomain , and wrange are configuration parameters used to weight the different lexical and structural features that are
considered in the formula.
The functions domain(pi ) and range(pi ) return the domain and the
range of the property pi , respectively. If the domain and the range of a
property is not defined in an ontology, then it is assume that it is the concept (class) Anything.
As we can see below, the function spcontextP rop (p1 , p2 , dp , dc ) and its component tlp (p1 , p2 , dp , dc ) are analogous to the functions spcontext (t1 , t2 , dc , dp )
and tl(c1 , c2 , dc , dp ), respectively, but they consider the hierarchy of properties of the ontologies o1 and o2 instead of the hierarchy of classes (concepts).

if dp = 1 :
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(3.5)
3

Most available ontologies do not have hierarchies of properties (roles).
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where
P

tlp (cp1 , cp2 , dp , dc ) =
+

maxj∈cp2 [spproperty (i, j, dp , dc )]
2·|cp1 |
P
j∈cp2 [spproperty (i, j, dp , dc )/|cp2 | ]
2·|cp1 |

i∈cp1

+

rp , wap , wdp ≥ 0
rp ≤ 1
wap + wdp = 1
cp1 , pancestors
, pdescendants
⊆ P1
1
1
ancestors
descendants
cp2 , p2
, p2
⊆ P2
Analogously to previous formulae, in the above expression pancestors
, pancestors
,
1
2
descendants
descendants
p1
, and p2
denote sample sets of hyponyms and hypernyms
of the hierarchy of properties to which p1 and p2 belongs, respectively. So,
spcontextP rop compares the context of the properties p1 and p2 in their respective hierarchies in o1 and o2 . The coefficient rp (analogously to r in
spcontext ) is used to give more or less relevance to the closest relatives than
to other properties in the hierarchies. The variables wap and wdp are configuration parameters used to weight the similarity of the hypernyms and
hyponyms of the properties considered, respectively.
The function tlp (cp1 , cp2 , dp , dc ) provides us with the average similarity
between the set of properties cp1 and cp2 , and it is analogous to the function
tl(c1 , c2 , dc , dp ) for classes.
Synonymy Probability between Individuals
As in the previous definitions, in order to compute the synonymy probability
between two individuals i1 and i2 of the ontologies o1 and o2 , respectively,
we also consider lexical and structural features.
spindvidual (i1 , i2 , dc , dp ) = wnameIndividual · l(isynonyms
, isynonyms
)+
1
2
alues propertyV alues
, i2
)+
+ wprojectionsP roperties · vsm(ipropertyV
1
P
ci1 ∈ class(i1 ), ci2 ∈ class(i2 ) spclass (ci1 , ci2 , dc , dp )
+ wclassIndividual ·
|class(i1 )| · |class(i2 )|

(3.6)

where
wnameIndividual , wprojectionsP roperties , wclassIndividual ≥ 0
wnameIndividual + wprojectionsP roperties + wclassIndividual = 1
i1 ∈ I1
i2 ∈ I2
alues
isynonyms
, ipropertyV
⊆ I1
1
1
synonyms propertyV alues
i2
, i2
⊆ I2
In the above expression, isynonyms
and isynonyms
denote the set of syn1
2
alues
onyms of the individual i1 and i2 , respectively; whereas ipropertyV
and
1
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alues
ipropertyV
denote the set of the values for the projections of the properties
2
(roles) of the individual i1 and i2 , respectively. Furthermore, I1 and I2 represent the sets of individuals of the ontologies o1 and o2 , respectively. Analogously to previous definitions, wnameIndividual , wprojectionsP roperties , and
wclassIndividual are configuration parameters used to weight the different features that are considered in the formula.
The function class(ii ) returns the set of classes in which the individual ii
is an instance. Notice that the cardinality of the set returned by the function
class(ii ) can be greater than one. So, we compute the similarity among all
the pairs of classes that participate in the relation class(i1 ) × class(i2 ) and
we calculate the average; i.e., we add the results of all the comparisons
among classes of the two sets and we divide the result of the addition by the
value |class(i1 )| · |class(i2 )|.

3.2.2

Obtaining Possible Candidate Senses for Keywords

Our approach to obtain the possible senses (meanings) of a set of keywords
K = k1 , k2 , ...kn is based on querying ontology search engines, such as
Swoogle and Watson, and other local or remote ontology repositories in
order to find ontological terms that match the keywords in which we are
interested. The system builds a sense for each matching obtained, and additionally each extracted sense is enriched with its corresponding synonym
terms by also searching in the available ontologies. After that, an incremental algorithm is used to remove possible redundancies from different sources
by aligning and merging different keyword senses (ontological terms) when
they are similar enough. Thus, each input sense is compared with the rest
of stored senses in order to decide whether it can be integrated with some
other sense or not. Two senses are merged when the estimated synonymy
probability between them exceeds a certain threshold. The final result is a
set of different possible senses for each keyword entered.
More details about these processes are shown in the following. Firstly,
how to automatically retrieve candidate keyword senses for a keyword is
shown. After that, the steps to perform the sense alignment and merging
processes are described.
Extraction of Keyword Senses from Available Ontologies
In this section, we detail our contribution to automatically retrieve candidate keyword senses from the available ontologies for a set of keywords (see
Figure 3.1 for an overview).
Initially, the keywords provided as input are normalized (e.g., rewriting
them in lowercase, removing hyphens, etc.), generating a list of normalized
keywords N K = {nk1 , ..., nkn }. Then, the Sense Discovering module
queries different third-party knowledge pools (Swoogle, Watson, and other
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Figure 3.1: Obtaining the possible senses of a set of keywords
local and remote ontology repositories available) in order to find ontological
terms that match those normalized keywords. During that search, a black list
of ontologies is managed to avoid known low-quality ontologies. Moreover,
a buffer stores previously parsed ontology terms to avoid accessing the same
remote data twice. We advocate using pools of ontologies instead of just
a single one in order to have more coverage, due to the fact that many
technical or subject-specific senses of a keyword cannot be found in just one
ontology. For example, the sense “someone who programs software” for the
keyword “developer” is not provided in many general-purpose thesaurus;
however, this sense can be obtained from the Software Project Ontology4 .
Secondly, the Sense Extractor module builds a sense for each Uniform
Resource Identifier (URI) obtained in the previous step. In our approach, a
sense (meaning) of a normalized keyword nk, denoted by snk , is represented
as a tuple snk = <s, grph, descr, pop, syndgr>, where s is the list of synonym
names5 of the normalized keyword nk, grph describes the sense snk by means
of the hierarchical graph of hypernyms and hyponyms of synonym terms
found in one or more ontologies, descr is a description in natural language
of such a sense, and pop and syndgr measure the degree of popularity of the
sense; pop is the number of times it appears in the available ontologies, and
4
http://keg.cs.tsinghua.edu.cn/persons/tj/ontology/software.owl [Last access
September 29, 2010].
5
The system extracts the synonym names of a term by consulting the synonymy relationships defined in the ontology of such a term. For example, the relations equivalentClass
and equivalentProperty of OWL.
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syndgr represents a percentage of synonymy degree of different ontological
terms integrated in the sense (see next section for more details). Notice that
the more ontologies or knowledge bases (each one representing the point
of view of its creators) accessed, the more chances to find the semantics
that the user had in mind when she or he entered the keywords. So, in
this way our approach satisfies the principle of maximum coverage. As the
matching terms could be ontology classes, properties, or individuals, and
these categories have different semantics nature [MI01], then three lists of
candidate keyword senses are associated with each normalized keyword nk:
class , S property , and S individual .
Snk
nk
nk
Thirdly, each keyword sense extracted is enhanced incrementally by the
Synonym Extractor module. From the list of synonym names of the senses
already extracted, this module looks for matchings for the synonym names
in the available ontologies that were not previously considered by the Sense
Extractor module; i.e., for each sense obtained (base sense) by the Sense Extractor module a list of potential synonym senses is created by the Synonym
Extractor module. After that, the Alignment of Senses module integrates
each base sense with those senses of its list of potential synonyms representing the same semantics as the base sense. Consequently, it also discards
the potential synonym senses that do not enrich the base sense. Notice that
when a base sense is integrated with one synonym sense coming from other
ontology, then the sense structure is updated. Therefore, the result of the
extraction is a list of possible senses for each keyword.
Finally, it must be emphasized that the Synonym Extractor module performs a process similar to the ones performed by the Sense Discovering and
Sense Extractor modules and that all steps involved in the extraction can
be limited in time. Moreover, it must be mentioned that the processes are
executed in parallel for each keyword and for each sense obtained by the
Sense Discovering module.
Alignment and Merging of Redundant Keyword Senses
In this section, we explain the sense alignment and merging process performed to remove redundant keyword senses (see the right part of Figure 3.1
for an overview). Notice that this step is performed by our system in two
situations: 1) to check which synonym senses from different ontologies represent the same semantics as their base senses, and 2) to avoid redundancy in
the list of possible candidate keyword senses for each input keyword. Nevertheless, it must be emphasize that both tasks share the same common goals:
to find out whether two given senses represent very similar semantics, and
to integrate such senses if they are considered synonyms.
In the following, we explain graphically why our proposal for sense alignment is not just a comparison between two senses but an iterative process
(see Figure 3.2). Let us suppose that the system has extracted a new sense,
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Figure 3.2: Iterative sense alignment: new integrated senses are considered
for integration
which must be compared to the previously obtained candidate sense list
(<sense1, sense2>). In the step a of Figure 3.2, the new sense is compared to sense1 but their synonymy degree is below a certain threshold6
(they semantically intersect only in the area C), so they are not integrated.
Then, in the step b, the new sense is compared to sense2 ; in this case,
as their common semantics is big enough (area D) they are integrated and
the result is new sense’. Other approaches finish here their sense alignment
step and their new list of different senses would be {sense1, new sense’}.
Nevertheless, at that moment (step c) we observe that although sense1 and
sense2 are different enough (they do not represent the same semantics), it
is possible for the new generated sense (new sense’ ) to be integrated with
sense1 : Their common knowledge (areas B and C) is above the threshold,
and therefore they should be integrated. Consequently, the resulting list of
possible senses is just {new sense”}. In other words, each new integrated
sense must be considered as candidate to be integrated with the rest. For
the same reason, new senses that are not integrated are stored because they
could become the missing semantic gap between two senses that do not integrate initially. Although this method is costly when it does not converge
quickly, it performs a better ontology alignment among senses. Besides, we
limit its execution in terms of time to avoid an excessive time consumption.

3.2.3

Running Example

As an example of the process performed for discovering the semantics of
keywords, let us consider the input keyword “stars” in our prototype. As
we previously detailed, firstly the shared knowledge stored in different ontology pools available on the Web is accessed to extract keyword senses which
match the normalized keyword “star”. The Sense Discovering module finds
13 matches denoted by their corresponding URIs. For the sake of clarity,
6

Graphically, we consider that two senses should be integrated if their intersection is
above 30% of their areas.
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we only show three of them in Figure 3.3. The first sense of the normalized keyword “star” (s1class
star ) corresponds to the concept whose meaning is
associated to “a celestial body of hot”; and the second sense (s2class
star ) is
associated to the semantics “famous people”. s3prop
represents
a
different
star
type of interpretation as it corresponds to a property sense (a role) with the
class “hotel” as domain.

Figure 3.3: Extraction of senses for the keyword “star”
After that, the system performs the synonym enrichment step. For
clarity, we consider in detail how this process is executed for the sense of
class
“star” s2class
star (see Figure 3.4). We know that s2star can be represented as
“star”, “lead”, and “principal” thanks to the synonymy relationships of the
ontology from where it was extracted. So, the Synonym Extractor module takes as input “lead” and “principal”, and performs a search of those
terms in the available ontologies. It obtains three potential synonym senses
class
class
syn1class
lead , syn2lead , and syn3principal . On the bottom left, circles represent
the senses extracted from the available ontologies. The sense s2class
star is represented with the biggest circle and the rest of circles represent syn1class
lead ,
class
syn2class
,
and
syn3
.
Two
senses
intersect
when
they
have
some
delead
principal
gree of synonymy computed by the Ontological Synonymy Probability (see
Section 3.2.1), otherwise they are disjoint. Notice that the senses shown in
this example are classes (concepts), and therefore, in this case, we use the
function spclass (t1 , t2 , dc , dp ) in order to decide if they must be integrated or
not. Thus, we observe that some potential synonym senses, such as syn1class
lead
from ONT1 and syn3class
from
ONT3,
do
not
represent
the
same
semanprincipal
tics as their base sense s2class
star , although the word “lead” was classified as a
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performer
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Figure 3.4: Semantic enrichment of the sense s2class
star of the keyword “star”

synonym of “star”. The reason of such behavior is that the words “lead” and
“principal” are also polysemic (they have different semantic contents in difclass
ferent ontologies). Therefore, syn1class
star and syn3star are discarded because
they do not correspond to the searched semantics (s2class
star ). On the other
class
hand, syn2lead represents a very similar semantics to s2class
star , and therefore
both senses are integrated into only one (s20class
).
As
suggested
by [Ala06],
star
we focus on integrating only the interesting parts (senses) rather than whole
ontologies. So, the values of s, grph, and descr of the integrated sense are
the union of the equivalent parameters in the original senses, the pop value
of the new sense is the addition of the pop values of the original senses, and
the new syndr is the product of the prod values of the original senses.
In the following, we focus on showing a full description of the merging process for the sense s2class
star of the normalized keyword “star” and its
synonym sense syn2class
coming
from the search of the keyword “lead” by
lead
considering their ontological context until the second level (dc = 2), although
in this case there are not hyponyms in the second level (see Figure 3.5). On
the right, the term “lead” has two hypernyms (“actor” and “stage player”)
and four hyponyms (“co-star”, “film star”, “idol”, and “television star”).
Notice that although the terms “actress”, “heavy”, “ham”, and “mime”
(enclosed in the shadowed ellipse) do not describe the term “lead”, they are
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considered because these terms are used to compute the degree of similarity
of their neighbor entities.

Figure 3.5: Full description of the context of the sense s2class
star of the keyword
class
“star” and its synonym sense syn2lead coming from the search of “lead”
Firstly, our algorithm computes the lexical similarity between both senses
by computing l(“star”, “lead”) and vsm(description of s2class
star , description
class
of syn2lead ). In the first comparison, the labels of synonyms extracted for
each sense are used; i.e., “star”, “lead”, and “principal” for s2class
star , and only
“lead” for syn2class
;
hence,
the
returned
value
of
the
function
l is one. In
lead
class
the second comparison, the description of the terms s2star and syn2class
lead are
is
represented
by
the
gloss
“actor
play
considered. The description of s2class
star
class
principal role”, whereas syn2lead does not have a description; so, the result
of the function is zero.
Secondly, in order to consider the context information of both senses, our
algorithm computes the lexical similarity between their descendants and the
lexical similarity between their ancestors by means of the function vsm; that
descendants , [syn2class ]descendants ) and vsm( [s2class ]ancestors ,
is, vsm( [s2class
star
star ]
lead
ancestors
class
) are computed. Moreover, it also compares the elements
[syn2lead ]
in the contexts by means of the function tl with dc = 1 and dp = 2; that
ancestors , [syn2class ]ancestors , 1, 2) and tl( [s2class ]descendants ,
is, tl( [s2class
star ]
star
lead
class
descendants
[syn2lead ]
, 1, 2) are computed. Hence, the term “WN#actor” of
the sense s2class
star is compared with the term “ONT2#actor” and the term
“ONT2#stage player” of the sense syn2class
lead for the ancestors, whereas the
terms “WN#co-star”, “WN#film star”, etc. of the sense s2class
star are compared with the terms “ONT2#co-star”, “ONT2#film star”, “ONT2#idol”,
etc. of the sense syn2class
lead for the descendants.
Thirdly, we consider the synonymy probability between the properties
class
of the senses that we are comparing (s2class
star and syn2lead ). Neither of these
senses have properties in the ontologies considered, in consequence the result
of the function sppropertiesSet is zero for any value of dp and dc .
It should be emphasized that spclass and spproperty formulae are recursive and the same calculations can be required several times, so partial
results are stored to compute each comparison only once. The system
stores pairs of terms already compared. Each pair is represented by a tuple
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mt = <sourceTerm, targetTerm, typeTerm, synonymy probability>, where
sourceTerm and targetTerm are the names of the terms compared, typeTerm describes the type of the terms (classes, properties, or individuals),
and synonymy probability is the result of computing the synonymy probability between both terms. Two terms will be merged if the value of the
synonymy probability exceeds a certain threshold (in our prototype 0.65).
In Table 3.1, we show a summary of the comparisons performed, and the
0 class
integrated sense (s2star
) is shown at the bottom of Figure 3.4.
Table 3.1: List of mapping elements between the senses of s2class
star and
class
syn2lead
Source Term
Target Term
Type Synonymy
WN#star
ONT2#lead
Class
0.93
WN#actor
ONT2#actor
Class
0.65
WN#co-star
ONT2#co-star
Class
0.95
WN#film star
ONT2#film star
Class
0.95
WN#idol
ONT2#idol
Class
0.95
WN#television star ONT2#television star Class
0.95
...
...
...
...
Finally, we obtain the results of aligning the candidate keyword senses
of “star” (see Figure 3.6). For simplicity, we show the partial list of senses
managed by the system corresponding with the three senses shown in the
extraction phase (see Figure 3.3). Remember that s2class
star of the keyword
class
“star” was semantically enriched with syn2lead and became s20class
star .

Figure 3.6: Sense alignment of candidate keyword senses for “stars”
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Performance of the Ontological Synonymy Probability

We evaluate the performance of our similarity measurement in a specific application. In particular, we analyze its behavior in our prototype Doctopush
for categorizing the results provided by a traditional keyword-based search
engine according to the semantics of the keywords in the user queries (for
a detail description of these experiments, see Section 4.4.1 in Chapter 4).
In short, an experiment is defined in order to evaluate the coverage and
the level of noise introduced by the algorithm used to extract the possible
candidate keyword senses of a list of 22 polysemous keywords. The results
of the experiment indicate that the coverage and the level of noise strongly
depend on the pool of ontologies considered as input (the number of ontologies included and their quality) and on the threshold set up to consider two
different senses as synonyms. In fact, the more ontologies considered, the
bigger the coverage but generally the bigger the level of noise introduced too.
Moreover, the smaller the threshold, the smaller the coverage and generally
the smaller the level of noise obtained too. Besides, the experiments also
show that the performance of this approach in terms of processing time is
acceptable. Nevertheless, this approach is slower than consulting a unique
sense inventory such as WordNet.
Our Ontological Synonymy Probability measurement was adapted by our
colleagues Jorge Gracia et al. to create the system CIDER (Context and
Inference baseD ontology alignER) [GM08a] to perform Ontology Matching and it also was evaluated in that context. Ontology Matching is the
task of determining relationships among the terms of two different ontologies [ES07]. Thus, CIDER is oriented to discover equivalent relationships
between two ontologies. The performance of CIDER is evaluated with the
OAEI 2008 benchmark [GM08a]. Moreover, Jorge Gracia et al. also study
the scalability and time performance of the adapted measurement in a largescale experiment where clusters of senses referring to the same meaning were
created [GdM09] by considering Watson as the sense provider. The good results obtained in both experiments support the quality of the measurement
defined.

3.3

Selecting the most proper senses: Web-based
Semantic Relatedness

In this section, we focus on the selection of candidate senses of a keyword
(or a set of keywords) according to its context; i.e., the rest of keywords
considered and their candidate senses, if they are available. Therefore, the
input of this process is a set of keywords with their corresponding lists
of candidate keyword senses, if they were obtained in the previous step;
otherwise empty lists are provided. The output of this process is a ranked
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list of candidate senses for each keyword according to its context.
In order to describe the complete process, firstly, we define our particular
semantic relatedness measurement based on the Normalized Google Distance
defined by Cilibrasi and Vitányi [CV07]. After that, we focus on how to
compare lexical strings that represent candidate keyword senses, or simply
terms introduced as input to the disambiguation algorithm (keywords), when
possible candidate senses for a specific keyword are not available. In this way,
we can assign a weight to each candidate keyword sense that indicates the
suitability of such sense in that context. Finally, we study the correlation of
our Web-based Semantic Relatedness measurement with human judgement,
and we also provide some pointers to applications where the performance of
this measurement is evaluated in specific contexts.

3.3.1

Definition of the Web-based Semantic Relatedness

In order to measure the semantic relatedness between any two terms on the
Web, we consider the hypothesis that the relative frequency whereupon two
terms appear on the Web within the same documents gives an idea of their
semantic distance, as stated in [CV07] by Rudi Cilibrasi et al. Moreover,
taking as base this intuitive idea, these authors define a semantic measure
called Normalized Google Distance (NGD) [CV07]:
N GD(x, y) =

max{f (x), f (y)} − log f (x, y)
log M − min{log f (x), log f (y)}

(3.7)

where x and y are the terms searched, M is the total number of pages
indexed by Google, and f (x) is the number of pages where x appears in
Google. Notice that this definition does not have some of the mathematical
properties of distance, for example, it does not satisfy the triangular inequality property. However, it provides a relative measure of how far two terms
are semantically, which is very suitable for our purposes. The smaller the
value of NGD is, the more semantically related the terms are. For example,
NGD(“red”, “blue”) = 0.25 and NGD(“blue”, “October”) = 0.48 (further
semantically).
The range of the NGD is [0 − ∞), although most NGD values are between zero and one [CV07]. However, we need a bounded measurement that
increases according to the degree of semantic relatedness (instead of the distance). Due to this reason, we look for a function F (x) which transforms
the Normalized Google Distance and fulfills the following properties:
1. F (x) : [0, ∞) → (0, 1]
2. limx→∞ F (x) = 0
3. F (0) = 1
4. If x1 > x2 then F (x1) < F (x2)
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The function considered is F (x) = e−2x . So, we define the Google-based
Semantic Relatedness between two terms x and y as:
relGoogle(x, y) = e−2N GD(x,y)

(3.8)

Initially, this function can be applied to any pair of search terms indexed
by Google7 . However, in our disambiguation algorithm we use it to discover how much semantically related are a pair of senses (or a sense and a
keyword). So, we must translate candidate keyword senses into convenient
lexical expressions (strings) which can be used to perform queries on Google.
In the next section, we explain how to characterize each candidate sense according to its type (class, property, and individual) and how to compute
the weights associated to candidate senses by means of the relGoogle(x, y)
function.

3.3.2

Selecting the Most Proper Senses in Keyword Queries

The strings used to characterize each sense depend on the type of sense
(class, property, or individual) and the information obtained in the previous
discovering phase (see Section 3.2). In particular, we consider that information split in two levels: a) level 0, which considers the term itself and
its synonyms, and b) level 1, which considers the structural information of
the sense (ancestors, properties, etc.). For example, the sense s2class
star considered in the previous section is characterized by “lead OR principal” (level 0)
and by “actor” (level 1). Consequently, two different searches have to be
performed to compare two senses (each one computing the relatedness of a
level) and their results must be aggregated in the following way:
lev1 lev1
lev0
relGoogle(ski , skj ) = w0 · relGoogle(slev0
ki , skj ) + w1 · relGoogle(ski , skj )

where w0 and w1 are configuration parameters8 to weight the information
provided by each level, such that w0 + w1 = 1 and w0 , w1 ≥ 0; slev0
and
ki
and
skj ,
represent
the
characterization
of
the
level
0of
the
senses
s
slev0
ki
kj
lev1
respectively; and slev1
ki and skj represent the characterization of the level 1.
is simple for any kind of term. It is a conjuncThe construction of slev0
ki
tion of synonyms, if they are available; i.e., synonym1 + OR + synonym2
+ OR + ... + synonymn . Nevertheless, the construction of slev1
depends
ki
on the type of term considered:
1. ski ∈ Skclass
. We characterize slev1
by their direct hypernyms, as the
ki
i
conjunction of the disjunction of synonyms of each direct hypernym
in the corresponding ontology:
7

Notice that any other keyword-based search engine could be used instead of Google.
Hence, we denominate “Web-based Semantic Relatedness” to this measurememt
8
Our prototype uses a heuristic weight of w0 = w1 = 0.5.
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(synonym11 + OR + synonym12 + OR + ...) + AN D
+(synonym21 + OR + synonym22 + OR + ...) + AN D
+... + (synonymN 1 + OR + synonymN 2 + OR + ...)
where synonymij is the j-th synonym of the i-th hypernym.
2. ski ∈ Skproperty
. Although properties are also organized in is-a hieri
archies in ontologies, in most ontologies only a flat list of properties
is available. Therefore, we adopt the domain of a property (that is,
its associated concept) as characterization of level 1, instead of its ancestors in the property hierarchy. So, we build the search term as a
conjunction of the synonyms of the domain of the property (role).
3. ski ∈ Skindividual
. An instance value is always associated with some
i
concept in the ontology. So, we build the search term for slev1
as a
ki
conjunction of the synonyms of the associated concepts except when
ski is an instance of a datatype (Integer, String, etc.), in which case
lev0
we consider slev1
ki = ski .
If a keyword introduced as input has no candidate senses (i.e., we do
not know its possible meanings or they are not available) then it cannot be
characterized. In this case, we use directly the written expression of the
keyword as characterization of the different levels to be compared with the
sklev0
and slev1
of another keyword sense. Thus, this keyword will not be
ki
i
disambiguated (it is not possible because its senses are not known) but, if
it is indexed by Google, it will influence the disambiguation of the other
keywords.
In order to compute the weights associated to each candidate keyword
sense, we compare such sense with the candidate keyword senses of the rest
of keywords in the context (i.e., in the list of keywords provided as input)
by means of the function relGoogle, and the average semantic relatedness
is calculated (see Algorithm 3.3.2 for more details). Besides, our Web-based
Semantic Relatedness, some additional information can also be considered
to compute the final weights. In particular, we consider, if it is available,
the information about how popular the use of the sense is (i.e., the values
pop and syndgr obtained in the discovering of the possible semantics of keywords phase). This information helps to solve conflicts in case of equally
weighted senses, and it is useful when the context is small (very few keywords are provided as input) or there is not context (only one keyword is
provided as input) (see line 24 in Algorithm 3.3.2). Notice that, if we consider also the popularity of the senses, we actually execute a combination
of two WSD techniques based on a formula of two components (a component providing our Web-based Semantic Relatedness among the senses in
the context, and a component based on the popularity of the senses in the
ontologies considered).
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Algorithm 1: Weights of Candidate Keyword Senses
Input: SKList: List of pairs <keyword, list of its candidate senses>
Output: List of pairs <keyword, list of pairs <its candidate senses, weight>>
ComputeWeightsCKS(SKList)
(1) RankedSKList ← [ ]
(2) foreach semanticKeywordi ∈ SKList
(3)
ki ← semanticKeywordi [0]
(4)
candidateSenseListi ← semanticKeywordi [1]
(5)
rankedCandidateSenseListi ← [ ]
(6)
foreach candidateSenseij ∈ candidateSenseListi
(7)
contextSize ← 0
(8)
weightij ← 0
(9)
foreach semanticKeywordk ∈ SKList such that k 6= i
(10)
contextSize ← contextSize + 1
(11)
kk ← semanticKeywordk [0]
(12)
candidateSenseListk ← semanticKeywordk [1]
(13)
maxW eightkij ← 0
(14)
if candidateSenseListk 6= []
(15)
foreach candidateSensekl ∈ candidateSenseListk
(16)
weightkl
ij ← relGoogle(candidateSenseij , candidateSensekl )
maxW eightkij ← M AX(maxW eightkij , weightkl
ij )
(17)
else
(18)
maxW eightkij ← relGoogle(candidateSenseij , kk )
(19)
weightij ← weightij + maxW eightkij
(20)
if contextSize < > 0
(21)
weightij ← weightij / contextSize
(22)
if (popij 6= 0) and (syndgrij 6= 0)
(23)
weightij ← f actorother · weightij +
(24)
+ (1 − f actorother ) · (popij · syndgrij )
(25)
rankedCandidateSenseListi ← rankedCandidateSenseListi +
(26)
+[(candidateSenseij , weightij )]
(27) RankedSKList ← RankedSKList+
(28) +[(ki , rankedCandidateSenseListi )]
(29) return RankedSKList

Once every candidate sense of all keywords is weighted, our prototype
supports three operation modes:
• Semi-Automatic Mode. A list shows the possible senses for each keyword ordered by the assigned weight decreasingly (senses with a very
low weight are hidden, but the user can require them). The prototype
proposes the most relevant sense to be selected for each keyword but
the user is allowed to change that selection. Moreover, the user could
select several candidate senses for each input keyword. This possible
user intervention is justified because the context could not be enough
to disambiguate the keywords according to the user interpretation.
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• Automatic Mode with a Unique Sense. The candidate senses with the
highest weights are selected for the keywords in that context.
• Automatic Mode with Threshold. The candidate senses with weights
larger than a certain threshold are selected for the input keywords.
In the following, we provide particular examples of how the proposed
algorithm is applied to perform the selection of candidate senses.

3.3.3

Running Example

We now present an example of the process of the selection of the most suitable senses of a set of keywords. For clarity, let us continue with the previous
example about the keyword “stars” in our prototype (see Section 3.2.3). We
considered three final candidate keyword senses: s1class
star corresponding to the
0class
meaning “a celestial body of hot”, s2star associated to the semantics “famous people”, and s3prop
star representing “category of a hotel” (see Figure 3.6).
In this case, there is no context around “stars” and it is not possible to establish a weight based on our Web-based Semantic Relatedness measurement
for each candidate sense. Due to this reason, we simply provide a ranked
list according to the popularity of the senses; i.e., according to the value
prop
0class
pop · syndgr (1, 1.86, and 1 for s1class
star , s2star , and s3star , respectively).
A different behavior is shown when a richer context exists. Let us analyze
the algorithm ComputeW eightsCKS(SKList) by considering the following
inputs:
prop
0class
• Case 1: SKList ={ (“stars”, [s1class
star , s2star , s3star ]), (“astronomy”,
0class
[ ])}. We compute relGoogle(s1class
star , “astronomy”), relGoogle(s2star ,
prop
“astronomy”), and relGoogle(s3star , “astronomy”) such as it follows.
Firstly, we compute the relatedness for the level 0; thus, the values of
e−2Ṅ GD(“star”, “astronomy”) , e−2Ṅ GD(“star OR lead OR principal”, “astronomy”) ,
and e−2Ṅ GD(“star”, “astronomy”) are calculated. Notice that, in this
case, the operations performed for the first candidate keyword sense
and the last one are equal, as there are no synonyms available for
them. Secondly, it is necessary to compute the values of relatedness for the level 1; so we calculate e−2Ṅ GD(“celestial body”, “astronomy”) ,
e−2Ṅ GD(“actor AN D stage player”, “astronomy”) , and e−2Ṅ GD(“hotel”,“astronomy”) .
Finally, we combine the results of the two levels and we obtained
the following weights: 0.80, 0.51, and 0.47 for the candidate keyword
prop
0class
senses s1class
star , s2star , and s3star , respectively.
prop
0class
• Case 2: SKList={ (“stars”, [s1class
star , s2star , s3star ]), (“Hollywood”,
[ ]) }. Analogously to the previous case, we compute relGoogle(s1class
star ,
prop
“Hollywood”), relGoogle(s20class
,
“Hollywood”),
and
relGoogle(s3
star
star ,
“Hollywood”). In this case, the weights assigned to the candidate
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prop
0class
keyword senses s1class
star , s2star , and s3star are 0.26, 0.93, and 0.65,
respectively.
prop
0class
• Case 3: SKList={ (“stars”, [s1class
star , s2star , s3star ]), (“hotel”, [ ]) }.
Analogously, the results of the expressions relGoogle(s1class
star , “hotel”),
prop
0class
relGoogle(s2star , “hotel”), and relGoogle(s3star , “hotel”) are calculated, being the weights obtained 0.90, 0.70, and 0.98 for s1class
star ,
prop
s20class
,
and
s3
,
respectively.
star
star

So, we observe that multiple searches in Google are needed, and that
different contexts activate different candidate keyword senses.

3.3.4

Performance of the Web-based Semantic Relatedness

In this section, we show the results of an experiment performed to check the
correlation between the human opinion and the Web-based Semantic Relatedness measurement for a set of words. The results of the experiment show
that the measurement proposed outperforms other existent semantic relatedness measurements. Moreover, we also provide some pointers to applications
where the performance of the Web-based Semantic Relatedness measurement is evaluated. In particular, we consider two contexts: the retrieval of
information from unstructured sources (see Chapter 4), and the correctness
of the alignments performed by different ontology matchers [GLd+ 07].
Correlation with Human Judgment
There does not exist a well-known gold standard to evaluate the semantic
relatedness, as most measurements are evaluated in domain application contexts such as annotation or disambiguation [BH06]. Moreover, most benchmarks are oriented to evaluate the semantic similarity between terms and
not semantic relatedness, such as Miller and Charles’ data set [BH06] and
WordSim3539 . So, we design an experiment focused on evaluating the semantic relatedness based on Miller and Charles’ benchmark (see Table 3.2).
The words considered in the experiment are nouns extracted from WordNet,
in order to allow comparisons with WordNet-based semantic measurements.
After that, a group of 20 human observers highly skilled in English gave
us their judgment about the semantic relatedness degree of the 30 pairs of
words by grading their opinion from zero to four (remember that they were
not asked about the semantic similarity degree, as in Miller and Charles’
experiment, but about the wider concept of semantic relatedness degree).
Then, the Web-based Semantic Relatedness by using Google as search engine
and other traditional semantic measures (Path length, Resnik, Extended
9

http://www.cs.technion.ac.il/~gabr/resources/data/wordsim353 [Last access
January 29, 2012].
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Component 1
car
transfusion
professional
person
city
theft
cloud
river
blood
dog
ten
citizen
sea
keyboard
letter

Component 2
driver
guitar
actor
person
river
house
computer
lake
keyboard
friend
twelve
city
salt
computer
message
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Component 1
person
theorem
mathematics
atom
pencil
power
hour
blood
xenon
nanometer
penguin
yes
computer
car
pen

Component 2
soul
wife
theorem
bomb
paper
healing
minute
transfusion
soul
feeling
Antarctica
no
calculator
wheel
lamp

Table 3.2: Pairs of words in order to measure their semantic relatedness
Lesk, and context vector) were calculated10 between the same pairs of words.
Finally, Spearman correlation coefficients were computed between computer
measurements and the human ranking (see Table 3.3).
Measure
Google Based
Path Length
Resnik
Extended Lesk
Context vector

Value
0.56
0.36
0.58
0.51
0.28

Table 3.3: Correlation with human judgment
The experiment shows a positive correlation between the Web-based Semantic Relatedness measurement and human judgment, higher than the results
obtained for traditional measurements, and similar to other well-established
measurements, such as Extended Lesk [BP03] or Resnik [Res95]. So, we
consider that the use of the Web-based Semantic Relatedness measurement
is justified.
Performance in Diverse Applications
We also evaluate the performance of our semantic relatedness measurement in a specific application. In particular, we analyze its behavior in
10

They were computed by using the WordNet::Similarity software available at http:
//talisker.d.umn.edu/cgi-bin/similarity/similarity.cgi [Last access January 29,
2012].
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our prototype Doctopush for categorizing the results provided by a traditional keyword-based search engine according to the semantics of the keywords in the user queries (for a detail description of these experiments,
see Section 4.4). In short, an experiment is defined in order to evaluate
the system agreement with a set of 55 human testers in the context of 12
highly-ambiguous keyword queries submitted to a traditional search engine.
The results of the experiment indicate that the disagreement of the system
with the set of humans is smaller than the average value of disagreement
of a person with the rest of testers. Therefore, we consider that the use
of our Web-based Semantic Relatedness measurement is valid in that context. Nevertheless, it should be pointed out that the computation of the
Web-based Semantic Relatedness is slower than most semantic relatedness
measurements because it requires to perform three queries to a traditional
keyword-based search engine and to parse the pages of results provided by
it.
Moreover, our colleague Jorge Gracia et al. use the Web-based Relatedness measurement in order to assess the correctness of the alignments
obtained by different ontology matchers. Thus, they study the usefulness
of this measurement to filter out a particular type of incorrect mapping,
or even to guess a particular type of relationship in order to auto-correct a
wrongly-inferred relationship in the context of Ontology Matching [GLd+ 07].
Finally, it must be pointed out that, motivated by the fact that most
popular keyword-based search engines (such as Google) do not have Boolean
logic (e.g., the number of hits obtained for “(star OR lead ) AND actor” is
different from the number of hits obtained for “(star AND actor) OR (lead
AND actor)”), our colleagues Jorge Gracia et al. define a new strategy for
characterizing the level 0 and level 1 of candidate keyword senses [GM08b].
In short, each level is characterized by a “bags of words” instead of a boolean
expression. Moreover, in that work, Jorge Gracia et al. also study the
performance of the Web-based Semantic Relatedness with other traditional
web search engines different from Google, such as Yahoo!, Altavista11 , or
Live Search12 . The results obtained also support the good behavior of the
measurement with those search engines.

3.4

Related Work

Usually, Word Sense Disambiguation techniques rely on a unique knowledge
base which is used to obtain the list of possible senses for each keyword to
be disambiguated. Thus, according to the recent survey in WSD by Roberto
Navigli [Nav09], the most commonly used resource is WordNet because of
its great amount of lexical and structural information, and because it has
11
12

http://www.altavista.com
http://www.msn.com
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been defined as a reference for Senseval/SemEval benchmarks since the second edition of the competition in 2001. As opposed to those techniques, our
method is based on information coming from pools of knowledge bases (ontologies), which can be selected dynamically, in order to obtain the possible
candidate senses of a keyword. So, the coverage of our method is wider.
Once the candidate keyword senses have been obtained, WSD techniques
use different semantic similarity and relatedness measurements to select the
most appropriate candidate senses for the keywords according to the context.
Mainly, three kind of measurements can be distinguished [PBP05]: 1) pathbased measurements, 2) gloss-based measurements, and information contentbased measurements.
Path-based measurements use the edges of the tree or is-a hierarchy of
the sense inventory considered as provider of candidate senses in order to
define the relatedness measurement. The most simple measurement of this
type is the shorter path between two terms. The smaller the distance is,
the greater the relatedness is. From this idea, different measurements have
been developed, such as [LC98] or [AR96, AE07], which defines the concept
of conceptual density. The main disadvantage of this kind of approaches is
that they strongly depend on the design of a particular sense inventory.
Gloss-based measurements compare the glosses of the terms provided by
the sense inventory in order to establish the relatedness among the terms
to be disambiguated. The longer the number of common words between
the glosses of terms compared, the more related they are. From this idea,
introduced by the Lesk algorithm [Les86], a lot of of current remarkable
methods have been defined [BP03]. Unfortunately, many sense inventories,
such as most available ontologies on the Web, do not provide glosses for the
different terms that they contain.
Information content-based measurements assign a weight of specificity
to each concept in a hierarchy. Thus, usually, the less information content
a term has, the less specific it is in the hierarchy (i.e., it is more general).
For example, the concept Anything is more general than any other term
in an ontology, and therefore it contains less information. An example of
this kind of measurements is the Resnik algorithm [Res95], which defines
the similarity between two terms in a sense inventory as the information
content of their closer common hypernym. The main disadvantage of this
kind of approaches is that they depend on a particular sense inventory and
generally they also require an annotated corpus to quantify the information
content of the concepts in the sense inventory considered.
In the last decade, some initiatives, such as SenseLearner [MC05] and
works by Bollegala et al. [DBI07], rely on the Web as a means to measure the similarity or relatedness of components in a similar way to our
method. However, they also exploit information about the collocation or
part of speech of the words to perform the disambiguation, which is difficult to apply in environments where the context information is very reduced
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such as keyword queries [Po09]. On the other hand, our method does not
require such information and it allows any particular keyword in the context
to participate in the selection of the senses for the rest of keywords, even if
the possible candidate senses for that keyword cannot be found.
Finally, we would like to remark that with respect to the classification provided in Section 3.1.1 for Word Sense Disambiguation techniques
(knowledge-based techniques, supervised corpus-based techniques, and unsupervised corpus-based techniques), we consider that our Word Sense Disambiguation method is a hybrid approach because it relies on information from
several knowledge bases in order to obtain the possible candidate senses of
a keyword and a great unannotated corpus such as the Web in order to
perform the selection of the most appropriate candidate keyword senses.

3.5

Summary of the Chapter

Along this chapter, firstly, we have presented Word Sense Disambiguation
(WSD) methods, which are used in a wide range of research areas, such
as Knowledge Representation, Semantic Annotation, and Data Mining. We
have focused on the two main phases of WSD techniques: 1) the discovery
of the semantics of the words to be disambiguated, and 2) the selection of
the most proper senses for such words according to the context in which
they appear. Moreover, we have described our Word Sense Disambiguation
technique based on the following semantic measurements: our Ontological
Synonymy Probability and our Web-based Semantic Relatedness.
Our Ontological Synonymy Probability is a similarity measurement that
deals with the different types of terms involved in the definition of ontologies
(classes, properties, and individuals), and considers lexical and structural
similarity. Thus, not only terms syntactically matching the keywords to
be considered are examined, but also the ontological terms matching their
synonyms (i.e., the equivalent relationships in the ontologies are taken into
account), recursively. This measurement is used in our WSD method in the
discovering of the semantics phase in order to avoid redundancy by merging
senses which are considered similar enough.
The Web-based Semantic Relatedness measurement is a relatedness measurement that computes the relationship between two ontological terms, between two lexical expressions (word, phrases, sentences, etc.), or between an
ontological term and a lexical expression. It is based on the frequency of
occurrences of lexical expressions provided by a search engine and is used in
our WSD method to select the most proper senses of a word according to
its context.
Examples of how the two measurements perform have been provided
and the results of a test to compare the human judgement with the Webbased Semantic Relatedness between lexical expressions have been depicted.
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Moreover, a more detailed evaluation of both measurements is presented in
Chapter 4, and our colleagues Jorge Gracia et al. have also analyzed the performance of these measurements in other contexts in several works [GLd+ 07,
GM08a, GdM09].
Finally, we would like to point out that the main results and contributions drawn up in this chapter have been published in [EGTM06, GTEM06,
ETGM06, EGTM07, TGEM07].
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Chapter 4

Searching on Unstructured
Sources: the Traditional Web
As we previously indicated, the big explosion of the World Wide Web in the
last fifteen years has made a great and ever-growing amount of information
available to users. In this context, search engines have become indispensable
tools for users to find the information they need in such an enormous universe. However, traditional search engine techniques are not the best choice
when a user is interested in finding information about topics that are not
very popular on the Web.
Thus, for example, the use of polysemous words in traditional search
engines leads to a decrease in the quality of their output [GTEM06, Nav09].
For example, if a fan of movies inputs “life of stars” as a query because she
or he is interested in the style of life of people who are “actors/actresses who
play a principal role”, a search engine can return a very high number of hits.
Particularly, in this case, Yahoo returns about 624, 014, 000 hits1 . However,
the first hit that refers to the style of life of famous actors/actresses is on the
sixth page (the 54th hit), while the previous hits refer to other meanings
of the word “star”, such as “a celestial body of hot gases that radiates
energy”, the title of a book, different companies, etc. Unfortunately, users
usually check only one or two pages of the results returned by the search
engine [JP00]. Therefore, an approach is needed to minimize the number of
hits that a user needs to revise, in order to give users a faster access to the
information that they need.
The problem is that hits referring to different meanings of user keywords
are usually mixed up in the output obtained from a search engine. Moreover,
the top positions in the ranking of hits are usually occupied by hits referring
to the most popular meanings of the keywords on the Web (in the previous
example, “star” as a “celestial body”), hiding the huge diversity and variety
of information available to users on the Web. So, presenting the results to
1

Data obtained October 31, 2009.
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users classified into different categories, defined by the possible meanings of
the user keywords, would be very useful. Indeed, as it is claimed in several
previous works [ZE99, Gul06, CORW09], it provides interesting advantages.
Thus, it helps the user to get an overview of the results obtained, to access
results that otherwise would be positioned far down in a traditional ranked
list, to find similar documents, to discover hidden knowledge, to refine her or
his query by selecting the appropriate groups of web pages, to remove groups
of documents from consideration, and even to disambiguate queries such as
acronyms. Summing up, it improves the user’s experience by facilitating
browsing and finding the relevant information.
In this chapter we propose a new approach, based on semantic technologies, that is able to classify the hits provided by a traditional search engine
into categories according to the different meanings of the input keywords.
Moreover, it discovers the possible meanings of the keywords to create the
categories dynamically at run-time by considering heterogeneous sources of
semantic information available on the Web. As opposed to clustering and
other categorization techniques proposed in the literature, our system considers knowledge provided by sources which are independent of the indexed
data sources that must be classified. Thus, it exploits intensional knowledge
provided by ontologies available on the Web and/or by lexical resources
(such as dictionaries, thesauri, etc.), instead of extensional knowledge extracted from the sources to be grouped by means of statistical information
retrieval techniques. In consequence, the approach presented in this paper
can be seen as a web-browser plugin or as a meta-search engine such as Wahoo or Gowgle [dSM+ 08]. Moreover, it could be integrated in the server-side
of current web search engines (similarly to what is proposed in [ACC+ 09]),
which would increase the performance of the approach. Thus, the web search
engine could maintain inverted indexes based on the meanings of the words
instead of considering their written representation.
The structure of the rest of the chapter is as follows. Firstly, an overview
of the main components of our system is presented in Section 4.1. Secondly, the two main steps performed by the system proposed are described
in Section 4.2 and in Section 4.3. After that, an experimental evaluation
for different configurations of the components of the system is provided in
Section 4.4. Finally, some related works are presented in Section 4.5.

4.1

Introduction and Architecture Overview

Along the last decades, different techniques to group similar documents have
been proposed. However, traditional clustering algorithms cannot be applied
to search result clustering [ZE99, ZE98, ZHC+ 04] because, for example, it
is not feasible to download and parse all the documents obtained in a search
due to the need to provide users with quick results. So, in this section, we
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first present the features that a clustering/categorization approach for web
search should offer (see Section 4.1.1). Then, we overview the architecture
of our proposal, that complies with those features, and we illustrate the
workflow of the system with an example (see Section 4.1.2).

4.1.1

Requirements of a Web Search Clustering/Categorization Approach

Several works have identified the features that a suitable approach for clustering/categorization in the context of web searches should exhibit [ZE99,
CORW09, ZE98, WK01, ZD04]. Thus, in [ZE98] the following six features
are indicated:
• Relevance. The approach should separate the pages relevant to the
user query from the irrelevant ones.
• Browsable summaries. It should provide informative summaries of the
groups of pages generated.
• Overlap. One web page could belong to more than one group, as web
pages may have overlapping topics.
• Snippet-tolerance. Methods that need the whole text of the documents
should be avoided, due to the excessive time that they would require
to download and process the documents, in favor of approaches that
only rely on the snippets2 . Moreover, in [ZE98] the authors indicate
that “Surprisingly, we find that clusters based on snippets are almost
as good as clusters created using the full text [...]”.
• Speed. The process to create the different groups of web pages should
be fast.
• Incremental. The process should also start as soon as some information is available, instead of waiting until all the information has been
received, and be performed incrementally.
From these features, in [WK01] the relevance, overlap, and incremental
properties are emphasized. Similarly, some authors propose slightly different features. For example, [ZE99] considers coherent clusters (which implies the need to generate overlapping clusters), efficiently browsable, and
speed (algorithmic speed and snippet-tolerance), whereas [ZD04] indicates
that the clustering should be semantic, hierarchical, and online. A more recent work [CORW09] cites meaningful labels, computational efficiency, short
2

A snippet is a segment that has been snipped off the document returned as a hit.
Typically, it is a fragment of the document composed of text around the keywords input
by the user as a query.

84

Chapter 4. Searching on the Traditional Web

input data description (snippets vs. whole web pages), unknown number of
clusters/categories (i.e., not predefined), overlapping, and a friendly graphical user interface. However, the previous six features mentioned above are
clearly a good representative.

4.1.2

Architecture of the System

Considering the previous features, we designed a system whose goal is to
provide users with data that satisfy their information needs with little effort, even when they are looking for information not popular on the Web.
The proposed system performs two main steps (see Figure 4.1 for a general
overview):

Figure 4.1: Overview of the approach
• Step 1: Discovery of the Semantics of User Keywords. The goal of this
process is to find out the possible meanings (or senses) of the keywords
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that a user has entered as a query. Besides, for each keyword in the
query, its different possible meanings are ranked and annotated with
a score by considering the context of the keyword, that is, the rest of
keywords in the query and their possible meanings by means of Word
Sense Disambiguation Techniques (WSD, see Chapter 3). The score of
a sense is a quantitive measure that ranges between zero and one, such
that the senses with the highest scores are likely the ones intended
by the user. For example, for the query “mouse price” the system
discovered as candidate meanings of “mouse” (k1 ) the following ones:
“Numerous small rodents typically resembling diminutive rats, usually
having hairless tails”, “A hand-operated electronic device that controls
the coordinates of a cursor on the computer screen as you move it
around”, and “The surname of the famous cartoon Mickey by Disney”
(denoted by S11 , S12 , and S13 , respectively). Similarly, as possible meanings of “price” (k2 ) it discovered: “The amount of money needed to
purchase something”, and “United States operatic soprano” (denoted
by S21 and S22 , respectively)3 . Then, the system provided a score for
each sense, such as: [k1 → {S11 →0.17, S12 →0.28, S13 →0.16}, k2 →
{S21 →0.23, S22 →0.09}]4 .
• Step 2: Semantics-guided Data Retrieval. The goal of this process
is to create the categories to be considered and to classify the hits
provided by a traditional search engine into the different categories.
The categories are created from the possible meanings of the user
keywords discovered in Step 1, as they are defined by the possible
combinations of the candidate keyword senses. Then, each hit is classified in specific categories by considering whether it represents the
same intended meanings as the corresponding categories or not. Besides, the hits in each category are ranked according to the likelihood that they belong to that category and the original position of
the hit in the rank provided by the web search engine. Therefore,
popular hits within a category will appear first, as they reference
well-known web pages with topics likely belonging to that category.
Thus, for the previous example the created categories are {<S11 , S21 >,
<S11 , S22 >, <S12 , S21 >, ...}. The category <S11 , S21 > should contain
the hits referring to the amount of money needed to buy little rodents (mice). For example, it contains a hit with title “Boa Constrictors – Frozen Mice Prices” (http://www.repticzone.com/forums/
BoaConstrictors/messages/37416.html) in the top positions.
3
These senses where obtained by using the techniques described in Section 3.2 and
considering the ontologies provided by Watson as input of the process and the configuration
parameters that led to the best results, October 31, 2009.
4
These scores were obtained by using our Web-based Relatedness measurement and
the mechanism for the selection of senses described in Section 3.3, October 31, 2009.
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Our approach can save a lot of effort to users in locating the relevant
hits. Thus, in the previous example, among the first 100 hits only those
that were originally in the positions 28th, 64th, 67th, and 83rd are relevant
for the category <S11 , S21 >. A more detailed explanation of the discovery
of the semantics of user keywords (Step 1) and the retrieval of data by
using semantics techniques (Step 2) is provided in Sections 4.2 and 4.3,
respectively.

4.2

Discovery of the Semantics of User Keywords

In this step, the system needs to discover the intended meaning of the user
keywords to consider the hits (returned by a traditional search engine) that
correspond with that semantics. This requires finding out the possible meanings (interpretations or senses) of each input keyword (ki ) of the user5 , and
then ranking the possible interpretations for each user keyword. In other
words, a Word Sense Disambiguation (WSD) algorithm is performed in two
phases at run-time, corresponding to the extraction of the candidate senses
of the user keywords (see Section 4.2.1) and their scoring (see Section 4.2.2).

4.2.1

Extraction of Keyword Senses

In this first phase, the system has to obtain a list of possible meanings
for each keyword ki (called candidate keyword senses and denoted as {Si1 ,
Si2 , ..., Siu }), so semantic descriptions are required. These descriptions are
provided by different sources such as thesauri, dictionaries, ontologies, etc.
At this point, we consider two possibilities to tackle this task, depending on the knowledge sources used for the sense discovery: 1) consulting a
shared thesaurus such as WordNet [Mil95], and 2) considering the shared
knowledge stored in different ontologies available on the Web and the techniques described in Chapter 3 (particularly, see Section 3.2) to remove redundant senses. In the following, we discuss the two approaches. Besides,
in Section 4.4.1, we present a set of experiments performed to evaluate the
trade-off between these two possible configurations of our prototype.
Consulting a Shared Thesaurus such as WordNet
The first choice is to rely on a well-known general-purpose shared thesaurus,
such as WordNet [Mil95]. This source could provide the possible senses
for a large number of words and usually also other semantic information
(e.g., synonyms, hypernyms, hyponyms, etc.) for each possible meaning of a
5

Our approach is not meant to work with concepts that span over multiple words.
In consequence, if a user wants to express such concepts, then the corresponding set of
words should be in quotes, which allows the system to consider those concepts as a single
keyword.
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word. Besides, the latest version of WordNet (like other semantic resources)
provides possible senses for some compound nouns such as “credit card”,
and for some proper nouns such as “George Bush”.
As we mentioned in Chapter 3, the main advantage of this option is
that it provides a reliable set of the possible meanings of a keyword, and
allows a system to share with others the result of the process (e.g., the set
of senses obtained). Moreover, the fundamental peculiarity of a thesaurus is
the presence of a wide network of relationships between words and meanings.
The main disadvantage of this option is that it does not cover with the
same detail different domains of knowledge. So, some terms or meanings
may not be present; for example, the term “developer” with the meaning
“somebody who designs and implements software” is not stored in WordNet. Moreover, new possible interpretations of a word appear along time;
for example, life as “the name of a popular magazine” or “the name of a
film”. These considerations lead to the need of expanding the thesaurus
with more specific terms (this can be easily done using a tool called WordNet Editor, which allows adding new terms and linking them within WordNet [BBFM04]). In contrast, other terms in the thesaurus may have many
associated and related meanings; for example, the word “star” in WordNet
has three very similar meanings: “someone who is dazzlingly skilled in any
field”, “an actor who plays a principal role”, and “a performer who receives
prominent billing”. Some users could consider all these meanings as equivalent ones, whereas others could be interested in treating them as different
ones.
Consulting Available Online Ontologies
Another alternative is to consult the shared-knowledge stored in different
ontologies available on the Web or several specialized search engines (such
as Watson [dBG+ 07], Swoogle [DFJ+ 04], or Sindice [ODC+ 08]) as we explained in Section 3.2 in Chapter 3, i.e., obtaining for each keyword a list of
senses that are multi-ontological terms, each one corresponding to a possible
meaning of the keyword in the user query.
As we previously indicated in Chapter 3, the main advantage of this
approach is the use of ontologies available on the Web, since it maximizes
the number of possible interpretations for the keywords. For example, the
meaning of “developer” related to “computer science” (that does not appear
in WordNet) appears in some ontologies6 . Moreover, it allows new interpretations of the words to be considered without extra effort. The system can
6
For example, “developer” as a “programmer” was found in the following ontologies: http://keg.cs.tsinghua.edu.cn/ontology/software, http://www.
mindswap.org/2004/SSSW04/aktive-portal-ontology-latest.owl, and http://tw.
rpi.edu/wiki/Special:ExportRDF/Category:Software_Developer [Last access January
29, 2012].
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also be set up to work with different synonymy thresholds and allow the output to be dynamically changed based on the threshold established. Notice
that if the synonymy threshold (see Section 3.2) is risen, then the integration of terms decreases, so more fine-grained senses are provided as output,
whereas if the synonymy threshold is decreased then there is a higher degree
of integration and less interpretations are provided for the same keyword.
The main disadvantage of this approach is that it could introduce noise
and irrelevant information. Thus, unless the search is restricted to a limited set of trusted ontologies, unreliable ontologies may be accessed. Besides, if too many individual interpretations are considered, the complexity of the process could have a high cost in time, decreasing the average
speed [GdM09].

4.2.2

Scoring of the Candidate Senses of the User Keywords

In this second phase, the system assigns scores to the senses obtained in the
previous phase, by considering as context the user query. Thus, for each
user keyword, this process obtains a ranked list of candidate senses with
their scores, denoted as: [k1 → {S1j → scorek , ..., S1o → scorep }, ..., kn →
{Snq → scorer , ..., Sns → scoret }]. A score offers a quantitative measurement
for the likelihood that a keyword sense is the sense intended by the user for
that keyword. Depending on the method used to compute the scores, they
can be considered either a probability or simply a value from zero to one
such that the senses with the highest values are likely the ones intended by
the user.
As we comment in the previous chapter, several features can be considered in WSD approaches to estimate the likelihood of a certain meaning
for a word (or a compound term) in the context of a document written in
natural language. However, the complexity of a disambiguation process increases when the number of words available as context is low, as in this case
where the context is a list of plain user keywords and their possible meanings. Indeed, user queries in keyword-based search engines normally have a
length lower than five words, so techniques that rely on the syntax of whole
sentences [AK04, dLV08] or on the collocation of words [Yar93, KM08] cannot be fully exploited. Nevertheless, we try to emulate human behavior by
taking into account the small context in which user keywords appear.
The system uses a disambiguation algorithm that can obtain a list of potential senses along with their scores or probabilities (instead of just obtaining the most probable sense as many disambiguation techniques do [Nav09]).
We consider this approach more useful than just retrieving the most probable sense for each keyword, especially in the case of ambiguous keyword sets
such as “life of stars” (where the user could possibly be interested in either
the “life cycle of the celestial bodies” or in the “style of living of famous
people”). The potential senses for each user keyword and their correspond-
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ing scores will be used later to rank the categories of hits shown to the users
(see Section 4.3.4).
It is important to emphasize that the proposed architecture does not
depend on a specific WSD method. This is a very positive aspect because
not all the WSD methods are valid or perform well in all possible contexts,
as indicated in [Po09]. So far, we have tested our prototype with our Webbased Word Sense Disambiguation method presented in Chapter 3 and with
the Probabilistic Word Sense Disambiguation (PWSD) methods described
in [Po09, PSBB09]. PWSD methods are based on a probabilistic combination of different WSD algorithms, so the process is not affected by the
effectiveness of a single WSD algorithm in a particular context or application domain. However, other approaches, that also consider the profile of
the user or other information available in the disambiguation process, could
also be used.

4.3

Semantics-guided Data Retrieval

The goal of this step is to provide the user with hits retrieved by a traditional
search engine, such as Google, Yahoo!, or Bing, classified in the categories
defined by the meanings of the user keywords. Moreover, the categories are
ranked according to the interests of the user. This process is performed in
four phases at run-time. In the rest of this section, we explain these phases
in detail.

4.3.1

Recollection of Hits

Firstly, this phase requires performing a traditional search of hits on the
Web, by taking as input the user query and using a traditional search engine
such as Google, Yahoo!, or Bing. This search returns a set of relevant ranked
hits, which represent the web pages where the keywords in the user query
appear. The order of the hits (i.e., the ranking of the results provided
by the search engine used) depends on the specific techniques used by the
engine for that task and its numerous internal parameters. Then, the hits
returned by the search engine are provided as input to the next phase (the
Cleaning and Lexical Annotation of Hits) incrementally, in blocks of hits of
a certain size. In this way, new hits can be retrieved while the first blocks
are being processed. Our prototype uses blocks of 100 hits but the block
size is a configuration parameter. Notice that this process can be performed
in parallel with the Discovery of the Semantics of User Keywords step (see
Section 4.2).
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Cleaning and Lexical Annotation of Hits

In this second phase, each hit obtained in the previous phase (composed of
a title, a URL, and a snippet) is automatically annotated lexically. Thus,
firstly, each hit (Hj ) goes through a cleansing process where stopwords are
filtered out (creating the filtered hit Hj0 ). After that, the relevant words of
the title and the snippet of each filtered hit Hj0 are considered to perform
its lexical annotation. A lexical annotation is a piece of information added
to a term that refers to a semantic knowledge resource such as a dictionary,
a thesaurus, a semantic network, or any other resource which expresses,
either implicitly or explicitly, a general ontology of the world or a specific
domain. So, for each filtered hit Hj this process obtains a list of annotations
denoted as Hj0 → {(S1x → scoreo , ..., S1y → scorep ), ..., (Snz → scoreq , ...)}.
The list of annotations represents the senses with which the user keywords
are likely used in that hit. Moreover, the score associated to each annotation
indicates its reliability. It should be noted that, in some situations, selecting
only one sense for a user keyword in a certain hit is a difficult task even for
a human. For example, a keyword can appear in the same hit with different
senses (e.g., in the case of a hit corresponding to a dictionary entry) or
two different senses for a keyword may have some overlapping (e.g., for the
keyword “star”, the meanings “an actor who plays a principal role” and “a
performer who receives prominent billing”). Therefore, a list of annotations
must be considered.
In our case, the annotation process is performed by considering each
appearance of the user keywords in the filtered hit and its context (i.e.,
its relevant neighboring words), and by using the Web-based Word Sense
Disambiguation method and different configurations of the PWSD method
presented in [Po09, PSBB09]. For this, firstly, each appearance of a user
keyword ki in the title or the snippet of a filtered hit Hj0 is marked with
its probable senses, that is, kit → {Six → scoreo , ..., Siy → scorep }, where
kit denotes the t-th appearance of ki in Hj0 . These annotations are used to
perform the global annotation of the hit. Thus, when a user keyword sense
Six appears only once in the annotations performed, the sense and its corresponding score (Six → scoreo ) are incorporated to the list of annotations
of the hit. Nevertheless, as a user keyword ki could appear several times in
Hj0 , the same user keyword sense Six could appear in several annotations of
ki and have a different score in each of them; in this case, the maximum of
these scores is considered for the global annotation of the hit.
Notice that not all the candidate senses discovered for a certain user
keyword ki in the Extraction of Keyword Senses phase (see Section 4.2.1)
participate in the lexical annotation of a hit, but only a subset of these.
Moreover, an additional unknown meaning is also considered for each user
keyword. This feature allows the system to take into account the evolution
of a natural language: New senses for a keyword appear when these senses
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start being used, and only after these senses become widespread they are
integrated in the resources where the semantic descriptions are provided.
Indeed, a sense inventory that a priori lists all relevant senses will never
be able to cope with new usages, new words, a usage in a specialized context that the sense inventory does not cover, or simply an omission. Thus,
in Natural Language / Computational Linguistics there are several WSD
approaches to deal with this problem [AE07]. These approaches focus on
unknown words, i.e., terms that are not classified in the reference dictionary
(sense inventory); and unknown senses, i.e., meanings for a term that are
not classified. Regarding the unknown senses, some approaches assume an
equal probability for every possible sense when the meaning for a word is
unknown [Res93], and others make use of an “unassignable” tag for those
words where none of the senses can be applied (like suggested in the Senseval
evaluation initiative, see http://www.senseval.org). We follow the latter
approach. So, when a user keyword in the hit cannot be annotated, it is
assumed that it corresponds with the unknown sense with a score equals to
one. In this way, this score acts as a neutral element in the formulas used
to compute the ranking of the hits in a specific category (see Section 4.3.3).
It should be emphasized that only the information provided by the title
and snippet of a hit is used for the annotation, without accessing the full
document by means of the URL provided. This mimics the behavior of a
user, who usually tries to determine the topic of a web page by just looking
at the information provided on the page of search results, without accessing
the web pages unless it is needed. Indeed, as explained in Section 4.1.1, an
approach that needs to download and analyze the whole documents would
be unsuitable in the context of a traditional interactive web search, due
to the requirement to provide users with a quick answer7 . Moreover, if
needed, several hits could be annotated in parallel by using multiple computers/processors. Besides, notice that this process can be performed in parallel with the Disambiguation of User Keywords phase (see Section 4.2.2),
but the Extraction of Keyword Senses phase (see Section 4.2.1) must have
finished previously.

4.3.3

Categorization of Hits

In this third phase, the hits (already annotated as a result of the previous
process) are grouped in categories by considering their lexical annotations.
Firstly, the system defines the categories that are going to be considered.
Then, blocks of hits are classified. The potential categories are defined by
considering all the possible combinations of candidate keyword senses of the
7

Nevertheless, the exploration of whole documents could be considered for search tasks
where the response time is not an issue, or for the offline construction of inverted indexes
based on the meanings of words (semantic indexes) in specialized semantic web search
engines.
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input keywords; i.e., the cartesian product of the candidate sense sets of
the user keywords. For example, if the user introduces two keywords (k1
and k2 ) and, in the previous step, two senses are discovered for k1 (S11 and
S12 ) and one sense for k2 (S21 ), then the following potential categories are
considered: <S11 , S21 >, <S12 , S21 >, <U1 , S21 >, <S11 , U2 >, <S12 , U2 >, and
<U1 , U2 >, where U1 and U2 represent the unknown meanings considered
for the keywords k1 and k2 , respectively. Then, each hit is assigned to the
categories defined by the meanings of the input keywords corresponding
to the lexical annotation of that hit. So, depending on the scores of the
meanings that are assigned to the user keywords in a hit, the hit could be
classified in different categories at the same time; i.e., the categories may
overlap.
Finally, the hits classified in a category are ranked according to their
relevance for that category. That is, the system performs a score-based
ranking. For this purpose, when a hit is assigned to a category a score is
also computed for the hit. This score is calculated by multiplying the scores
associated to that hit for the different senses defining the category. Then,
the hits within the category are ranked according to their scores (hits with
the same score are ranked according to the order returned by the web search
engine), as the hits in top positions are considered more relevant for that
category.
This process, as the previous ones, is performed incrementally with
blocks of hits, and can be executed in parallel with the Scoring of the Candidate Senses of the User Keywords phase (see Section 4.2.2), but once the
Extraction of Keyword Senses phase (see Section 4.2.1) has already finished.
Moreover, the different hits can also be classified in parallel.

4.3.4

Presentation of Results to the User

Finally, the results of the Categorization of Hits phase are presented to the
user. The system shows, in different tabs or category links, the categories
considered that contain hits8 . The order of the tabs or category links depends on the probability that the corresponding category represents the semantics that the user had in mind when she or he wrote her or his query. So,
to rank the categories, three elements are considered: 1) the scores obtained
in the Scoring of the Candidate Senses of the User Keywords phase (see
Section 4.2.2), 2) the percentage of hits classified in the category, and 3) the
position of the first hit in that category in the ranking provided by the web
search engine. Thus, the global score for a category Cx is defined in the
following way:
score(Cx ) = α scorehitSenses + β score%hits + γ scorepos1stHit
8

Potential categories with no hits represent combinations of senses (of the input keywords) that are not detected in the hits collected.
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where α, β, and γ are coefficients to tune the formula9 ; scorehitSenses is obtained by multiplying the scores (computed in Step 1) for the senses defining that category; score%hits is equal to the number of hits assigned to the
category Cx divided by the number of hits retrieved from the web search
engine; and scorepos1stHit is the inverse of the position of the first hit in
Cx in the ranking provided by the traditional web search engine considered.
Moreover, categories with unknown senses are considered less relevant, by
assuming that the component scorehitSenses is zero. Thus, for the scores
previously obtained in the example of Section 4.1.2 (S11 → 0.17, S12 → 0.28,
S13 → 0.16, S21 → 0.23, and S22 → 0.09), the category defined by <S11 , S21 > is
scored with 0.0488, that is 0.65 · (0.17 · 0.23) + (0.15 · 0.14) + 0.2 · (1/83),
and it is ranked earlier than the category defined by <S11 , S22 > (with global
score 0.0115).
Showing all the categories instead of just the most probable one according to the scores computed, we acknowledge the possibility that the user
might need to explore groups of web pages other than the most probable
one. Nevertheless, the default behavior of the system is to hide the categories with a very low score, although the hidden categories will be shown
if the user explicitly requests it. Our prototype has an interface10 based on
AJAX techniques [AS05]. Thanks to the use of AJAX, users can explore
the first blocks of results while other blocks of hits are being processed in
background. Currently, two graphical user interfaces are available (see Figures 4.2 and 4.3). One shows the information in tabs, which are labeled
with relevant words related to the senses of the keywords defining the corresponding category (“?” for the unknown meanings). The other one allows
navigating among the categories by using hyperlinks located on the left, and
shows on the right the hits in the category selected.
The senses that define each category refer to knowledge sources (e.g.,
WordNet [Mil95] or other online ontologies), where synonym words of such
senses can be identified by the system. Therefore, it is possible to retrieve
new hits for a category by using these synonyms as input to the web search
engine [HLW+ 08]. For example, the words “truck” and “lorry” can both
be interpreted as “an automotive vehicle suitable for hauling”. However, if
a user enters “lorry” in Google about 5, 220, 000 hits are obtained, but if
the user enters “truck” the number of hits is approximately 166, 000, 00011 .
Consequently, if the system considers both “truck” and “lorry” to search hits
referring to that possible interpretation, a better coverage of the relevant
results could be obtained. This process is particularly interesting when a
user selects keywords that are not so common (instead of their most popular
synonyms).
9

The default values for our prototype are α = 0.65, β = 0.15, and γ = 0.2.
The interface of Doctopush has been developed with the help of Vı́ctor Martı́nez as
part of his Master Project. The logo of Doctopush was developed by José Miguel Alı́as.
11
Results obtained October 31, 2009.
10
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Figure 4.2: Snapshot of the current graphical user interface: tab view

Figure 4.3: Snapshot of the current graphical user interface: list view
It should be noted that if a word used to extract new hits is polysemous,
then the system needs to discard the hits that do not correspond with the
meaning assigned to the category considered. For example, if a user inputs
“actor” as a query and she or he is interested in the category with the meaning of “a theatrical performer”, then she or he is also probably interested
in “star” (as “film star”). However, there will be some hits returned by
the search engine for the input “star” that are irrelevant for the category
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considered, such as those hits containing information about the “celestial
body”. So, the system performs a retrieval by using these synonyms and,
after that, it must lexically annotate the new hits obtained with this enrichment (as explained in Section 4.3.2) and filter out those hits annotated
with an irrelevant meaning for the category considered. Notice that this
process does not increase the number of categories, as the new relevant hits
retrieved will be added to the category under consideration.

4.4

Experimental Results

After having developed a prototype of the system, we asked ourselves how
to evaluate it. As indicated in [Gul06], there is no general consensus about
a good metric to evaluate the quality of the groups of web pages created.
Besides, comparing different searching approaches is not easy because most
of them have different goals (oriented to a specific topic vs. of general
scope, supporting queries whose length is one word vs. several words, etc.).
Moreover, there is no well-known general benchmark for semantic search.
Despite these facts, three different methodologies to evaluate this kind of
systems are identified in [Gul06]: 1) anecdotal evidence for the quality of the
results, 2) user surveys with different input queries, and 3) mathematical
measurements (such as purity, precision, recall, etc.).
Based on these ideas and the experimental evaluation performed in similar works [HLW+ 08, HMY07], we evaluate our prototype by following a
methodology based on user surveys and mathematical measurements designed to evaluate the system when the user queries are highly ambiguous even for a human. The first step was to select the queries to be considered. For this purpose, ten members of our research teams (SID and
DBGroup) collected ambiguous queries from other works related to this
topic [TGEM07, HLW+ 08, HMY07]. Then, a set of twelve queries that show
different behaviors of the system was selected for experimental evaluation:
“java”, “jaguar velocity”, “desert storm”, “virus infection”, “life of stars”,
“glasses catalogue”, “sun”, “mouse price”, “nurse job”, “house painting”,
“bank account”, and “apple store”. The keywords in this set have multiple
possible meanings and the corresponding queries are highly ambiguous. The
second step was to design the set of experiments to perform the evaluation
of the different components of our approach: the Extraction of Keyword
Senses (see Section 4.4.1), the Scoring of the Candidate Senses of the User
Keywords (see Section 4.4.1), and the Semantics-guided Data Retrieval (see
Section 4.4.2).
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Evaluation of the Discovery of the Semantics of the
User Keywords

In this section, the experiments to evaluate the first step of our approach,
which implies discovering of the intended meanings of the user keywords, is
described. As explained in Section 4.2, this step consists of two phases: 1) the
extraction of the candidate senses for the user keywords, and 2) the scoring
of the candidate senses of the user keywords in order to obtain a ranked list
of the potential senses for each user keyword.
Extraction of Keyword Senses
The purpose of this experiment is to evaluate if the system can discover the
potential meanings of the keywords entered by the users. As explained in
Section 4.2.1, two alternatives can be considered as knowledge sources: 1) a
shared thesaurus such as WordNet, and 2) online ontologies available on
the Web. Besides, when the second alternative is considered, the online
ontologies can be accessed by means of specialized search engines such as
Watson [dBG+ 07] and Sindice [ODC+ 08]. So, in this experiment, we compare the performance of these approaches.
To perform this experiment, 55 testers (students of Economics and Business Management at the University of Zaragoza) were recruited. First of
all, the testers were asked to fill a form where they indicated all the possible senses (by writing a short definition) that came to their mind for the
individual keywords in the queries considered (i.e., java, jaguar, velocity,
desert, storm, virus, infection, life, stars, glasses, catalogue, sun, mouse,
price, nurse, job, house, painting, bank, account, apple, and store). Afterwards, the testers were provided with the senses automatically discovered
by the system, and they were asked to mark the senses that they considered redundant or noise. To obtain the senses, the system was run with
three possible configurations: 1) using WordNet, 2) using online ontologies
indexed by Watson, and 3) using online ontologies indexed by Sindice12 .
We analyzed the data provided by the testers in order to study the quality of the senses automatically discovered by using the three configurations
considered. For this purpose, we adapted the classical concepts of precision, recall, and F-measure [Gul06]. So, we considered the coverage, which
indicates the percentage of a tester’s senses discovered by the system (number of senses indicated by a tester which are discovered by the system /
number of senses indicated by the tester), the relevance, which indicates
the percentage of senses discovered by the system that are relevant for a
tester (number of senses discovered by the system relevant for the tester /
12

In our prototype, by default, a maximum of 30 semantic resources are analyzed per
user keyword.
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number of senses discovered by the system)13 , and the adapted F-measure,
which considers the weighted harmonic mean of the coverage and the relevance (2 · coverage · relevance/(coverage + relevance)). Average results
for all the testers are reported in the following.
The coverage measurements comparing the three configurations are provided in Figure 4.4. The figure shows that a high percentage of senses can
be already found in WordNet (on average 89%), although the percentage
using the online ontologies is slightly higher (on average, 94% by using Watson and 96% by using Sindice). Besides, we would like to emphasize that
in most cases the senses not found by the system with any of the three
configurations refer to proper names (e.g., House as the name of a popular
TV series, Storm as the name of a character of the superheroes X-Men, Life
as a popular magazine and the name of an album by Ricky Martin, etc.).
Nevertheless, for some specific keywords (jaguar, sun, and apple), using the
online ontologies the system is able to discover more candidate senses referring to proper names (e.g., the brand of a car, Sun Microsystems, and
Apple Inc.). Moreover, the highest coverage is obtained by using Sindice
because most retrieved senses are from high-quality semantic resources such
as DBpedia [BLK+ 09], OpenCyc [MCWD06], and YAGO [SKW08], which
provide us with a wide range of senses for each user keyword.

Figure 4.4: Extraction of Keyword Senses: coverage
The relevance measurements comparing the three configurations are provided in Figure 4.5. The figure shows that many senses discovered with the
online ontologies are just noise (on average, the relevance is 41% with Watson and 49% with Sindice, and it increases up to 86% with WordNet). Moreover, by using Sindice, we observed that the relevance decreased when the
system accessed ontologies different from DBpedia, OpenCyc, and YAGO.
Thus, for the set of keywords where other ontologies were also retrieved
(java, velocity, storm, infection, life, sun, mouse, job, house, painting, bank,
13

Notice that both numerators and denominators of the formulas defining the metrics
relevance and coverage are different.
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account, and store) the relevance (on average 38%) was lower than if only
the three ontologies mentioned had been accessed (on average 64%). In
some cases, such as for example with infection, bank, and life, many senses
indicated by WordNet are not considered relevant because the testers interpreted that several senses actually referred to the same meaning. So,
using online ontologies contributes to increase the coverage of the discovery
of senses, but it also introduces some noise, since some ontologies available
online are unreliable or poorly defined. Moreover, the sense integration approach described in Section 4.2.1 may be unable to integrate some senses
that actually refer to the same meaning (especially in cases where the senses
are poorly defined), leading to redundancy in the candidate keyword senses
provided (see more details in Section 3.2.2).

Figure 4.5: Extraction of Keyword Senses: relevance
The values of the adapted F-measure for the three configurations are
provided in Figure 4.6, where we can observe the overall performance.

Figure 4.6: Extraction of Keyword Senses: adapted F-measure
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Summing up, the system is able to discover the possible senses of the
keywords entered by the users with a high accuracy. Using only WordNet
as a knowledge source increases the relevance of the senses discovered, but
the use of online ontologies increases the coverage. We have considered this
trade-off, based on the F-measure obtained, and decided to use only WordNet in the rest of our experiments. However, it is important to emphasize
that our approach can also work with online ontologies, either a predefined
set of trusted ontologies or ontologies retrieved by a specialized search engine such as Watson [dBG+ 07], Swoogle [DFJ+ 04], or Sindice [ODC+ 08].
The interest of this alternative will probably grow as the quality of online
ontologies and the mechanisms to rank them improve.
Scoring of the Candidate Senses of the User Keywords
The purpose of this experiment is to evaluate the ability of the system to
obtain a ranked list of possible senses for the user keywords. In this experiment, we consider the disambiguation method described in Chapter 3
because it shows a better behavior in keyword queries than the PSWD methods [Po09, PSBB09] considered in the experiments described in Section 4.4.1
to classify the different hits (the context to be considered for disambiguation
is richer in the case of hits than in the case of keyword queries). In any case,
those methods could be also used instead.
In this case, the testers are presented with the different queries mentioned
at the beginning of Section 4.4, along with the senses discovered by the
system for each keyword in the query considered. Then, the testers were
asked to rank the senses of each individual keyword from the most probable
to the least probable according to the context (i.e., the query considered).
After that, the testers’ rankings were compared with the ranking obtained
by our system.
We analyzed the data provided by the testers in order to assess if our
system is actually able to estimate the user’s intention. For this purpose we
define the measurement System Disagreement for a tester k (SDk ), for each
query, as follows:
P nj
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system
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−P os
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si
si
j
j
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j=1
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where nj is the number of senses of the keyword kj , P ostester
is the posisi
j

tion of the i-th sense of the keyword kj (sij ) in the ranking provided by
the tester k for the keyword kj , P ossystem
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sij in the ranking provided by the system, N is the number of keywords
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k
P ostester
− P ossystem
can reach. Hence, the value of SDk ranges
si
si
j

j

between zero and one: Zero indicates that the two rankings are exactly the
same and values closed to one indicate that one ranking is the inverse of the
other. A global level of disagreement SD between
all the testers and the
P
M

SD

k
system for a specify query is defined as SD = k=1
, where M is the
M
number of testers (55 in our case).
Considering the SD value in isolation would be unfair, as different users
usually propose different rankings for the same set of keywords. So, we also
compute a measurement of the differences among the rankings provided by
the users for each query. So, we define the measurement Tester’s Disagreement for a tester l regarding the rest of testers (T Dl ) as follows:
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where P ostester
indicates the position of the sense sij for the keyword kj
si
j

in the ranking provided by the tester l, and the rest of the elements have
the same meanings as in the formulas for SDk and SD. A global level of
disagreement
T D among all the testers for a specific query is defined as
P
M

TD

i
T D = i=1
.
M
We consider that the ranking provided by the system for the senses of
the keywords for a specified query is correct as long as SD ≤ T D. According to this criterion, the system performs well except for “bank account”
(see Figure 4.7). Therefore, we analyzed this query in detail. When the
terms of the query are considered independently, the results for the keyword
“bank” are SD = 0.0978 and T D = 0.1638, and the results for the keyword
“account” are SD = 0.5533 and T D = 0.4222. So, we focused on the ranked
lists provided for the term “account”. We noticed that, even though for the
senses ranked in the top positions by the system there was agreement with
the users, the rankings provided by the testers for the least relevant senses of
“account” and the one provided by the system were slightly different. The
reason is that the testers kept the least relevant senses in the same order as
the candidate senses were presented to them, while the system exchanged
the order of two of these senses that had a very similar score. Overall, the
good results obtained show the interest of disambiguating the user keywords
in order to rank the categories that are shown to the user.

4.4.2

Evaluation of the Semantics-guided Data Retrieval

In this experiment, we evaluate the semantics-guided data retrieval step
described in Section 4.3. For this purpose, we considered the first 100 hits
returned by Yahoo! for each query presented at the beginning of Section 4.4.
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Figure 4.7: Scoring of the Candidate Senses of the User Keywords: Tester
Disagreement and System Disagreement
After that, two experts manually classified these hits in the potential categories defined by the candidate senses of the user keywords (as described in
Section 4.3.3). The experts classified the hits by looking at the whole web
pages, when needed, as in many cases looking at the URL, title, and snippet
was not enough to decide the topic of a hit. Expert disagreements were
carefully analyzed and sometimes lead to classifying one hit within more
than one category (i.e., assigning more than one sense to a user keyword in
that hit).
Once the hits were manually classified, the first 100 hits retrieved for each
user query by Yahoo! were also automatically classified by using the general
approach described in Section 4.3. Notice that, as mentioned previously,
this approach is orthogonal to the specific disambiguation algorithm used
in the lexical annotation of the hits. Therefore, we decided to analyze the
performance of four algorithms: the Web-based Word Sense Disambiguation
method described in Section 3.3, and three PWSD methods denoted by
DMP-A, DMP-B, and DMP-C which are described in the Appendix 7.3.4.
That is, four different configurations of our system are evaluated.
For each configuration and also for the direct search performed by using
Yahoo!, we evaluate the effort required by a user to locate a relevant result.
For this purpose, we count the number of hits that she or he should revise
to reach the first hit with the intended meaning given by the user to the
input query. Of course, each query can have multiple interpretations. For
example, for “mouse price” the user can ask about “the cost of the animal”,
“the cost of the computer pointer device”, etc. So, we consider all the
possible interpretations that appear in the first 100 hits and report average
results. We would like to clarify that the expert classifications were used to
determine automatically where the first hit relevant for a category is.
The experimental results are shown in Figure 4.8. Notice that, when
using Yahoo!, a user may need to revise many hits to reach a particular
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meaning which is not popular on the Web. For example, for “apple store”
the first hit returned by Yahoo! where “apple” has the meaning “fruit with
red or yellow or green skin and sweet to tart crisp whitish flesh” appears
in position 22nd. However, with the four configurations considered for our
system it can be found in the top position of the corresponding category.
As shown in the figure, all the disambiguation algorithms evaluated provide
good results, although their relative accuracy depends on the keyword set
considered. Obviously, when we use our prototype, a little overhead is introduced because the user has to select the intended category. Nevertheless,
it is worth it when the intended meanings for the queries are not the most
popular on the Web. Thus, for example, when the DMP-C method is used,
the number of categories with hits is only seven on average. Besides, the categories are ranked. Moreover, a user can also see the original result returned
by the traditional search engine used, which avoids the aforementioned overhead when the most popular interpretation on the Web is required.

Figure 4.8: Evaluation of the Semantics-guided Data Retrieval
With the automatic classification, it is unavoidable that some hits appear
in the wrong categories, particularly when the context used to automatically
annotate the hits is poor (i.e., when the number of words in the title and
snippet is low and/or when the words are not very relevant). Indeed, as
mentioned before, in many cases not even a human can tell the topic of
a web page just by looking at the information provided as part of the hit
(URL, title, and snippet). However, even with these difficulties, as highlighted by the Average column in Figure 4.8, with all the WSD techniques
tested the effort required by the users is reduced. Regarding the time required by our approach, when the system is configured to use the PWSD
methods considered, on average 20 seconds are spent to process a block of
hits (100 hits) sequentially. Thus, even though our prototype has not been
optimized yet for performance, the time spent proves that the proposal can
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be used in an interactive online scenario. However, the overhead introduced
increases when Web-based Semantic Relatedness measurement is used to
disambiguate because it requires to submit several queries to traditional
search engines. In any case, the results obtained are promising and show
the interest of the approach described in this chapter.

4.5

Related Work

The clustering of data is a problem that has been studied for a long time
and applied in many different scenarios, based on the so-called Cluster Hypothesis that states that relevant documents tend to be more similar to
each other than to irrelevant documents [Gul06, HP96] (i.e., there is a high
intra-cluster similarity and a low inter-cluster similarity [Gul06]). In particular, several methods have been proposed to cluster collections of documents
(hierarchical methods [ZK05], K-means-based approaches [ZE98], etc.). As
opposed to classification methods [Seb02, Kul06, QD09], clustering methods
do not require predefined categories (the categories are discovered during
the clustering process) and they are therefore more adaptive to different
types of queries [Gul06, ZHC+ 04]. It may seem that our approach considers
a set of predefined categories (the meanings of the user keywords); however,
the potential categories used to allocate the hits retrieved are dynamically
obtained depending on the user keywords and the knowledge bases queried.
Besides, different senses retrieved from the knowledge sources can be merged
or refined by considering semantic similarity measurements and a synonymy
threshold given as a parameter.
In the context of the web search, document clustering can be either
pre-computed over a complete collection of documents (e.g., [HGI00]) or
computed on-the-fly by considering only the documents returned as a result
of a search. The latter case (called ephemeral clustering in some works,
such as [MFBSP00]), which our proposal is based on, leads to better results
because it focuses only on the documents (hits) that are considered relevant
for the user query [ZE99, HP96, TVR02]. Besides, it adapts more naturally
to the fact that the Web is constantly evolving.
Several search (or meta-search) engines that perform clustering of results
are available on the Web, such as Clusty (http://clusty.com) by Vivisimo
(a Carnegie Mellon University’s software spin off)14 , SnakeT [Gul06, FG08]
(SNippet Aggregation by Knowledge ExtracTion, http://snaket.di.unipi.
it), iBoogie (http://iboogie.com), Armil [GPPS06] (http://armil.iit.
cnr.it), and the recently closed Cuil (http://www.cuil.com), JBraindead (http://bender.lsi.uned.es:8080/ModuloWeb/jbraindead.html),
WebCat [GNPS03] (http://ercolino.isti.cnr.it/webcat), and Grokker
14

Clusty was acquired by Yippy, Inc., an Internet startup, on May 14, 2010. So, nowadays it is also available at http://search.yippy.com.
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(http://www.grokker.com). Unfortunately, most of the previous search
engines are commercial products and very few technical details about their
implementation are available. In any case, from the previous works, Clusty
(currently Yippy) is considered the state-of-the-art in many researches in
this area [Gul06, Osi03, WB06, GPMS06].
It is not our goal to provide an in-depth or exhaustive study of existing
clustering approaches oriented to web snippets; for that, we refer the interested readers to [Gul06, CORW09]. Nevertheless, it should be emphasized
that our approach distinguishes itself from other proposals because of its
ability to use, not the extensional knowledge provided by the data that have
to be grouped by means of statistical techniques from Information Retrieval,
but the intensional knowledge provided by sources which are independent of
the indexed data sources. Thus, we precisely consider the intended semantics of the keywords introduced by the user. Some other proposals that also
use semantic techniques are [HLW+ 08, HMY07]. However, in [HLW+ 08]
only WordNet can be used and the existence of a predefined set of categories is assumed. In [HMY07], the use of WordNet is also proposed but
they group different senses of a word. Nevertheless, the system is limited to
queries with a single keyword and does not support overlapping categories
(i.e., hits being classified in more than one category). These limitations are
avoided with our proposal.
To conclude this section, it is also interesting to reference works that
focus on query reformulation/refinement, such as the Wahoo and Gowgle
demonstrators described in [dSM+ 08] and available at http://watson.kmi.
open.ac.uk/wahoo and http://watson.kmi.open.ac.uk/gowgle, respectively. These systems are also considered meta-search engines (based on
Yahoo! and Google, respectively), and they also use semantic information
obtained from Watson [dBG+ 07]. However, Wahoo and Gowgle use the information provided by online ontologies to refine (generalize or specialize)
the user query, whereas our approach focuses on the categorization of the
hits obtained by the web search engine for the user query. Thus, along with
the information retrieved from the web search engine, and for each user keyword, Wahoo and Gowgle provide terms (obtained from online ontologies)
that the user can select to either replace original user keywords or to add
them to the previous user query. After the reformulation of the query, the
new user query is sent to the web search engine again. This process is iterative, allowing users to refine their queries as many times as they want.
On the other hand, our approach classifies the hits obtained by the web
search engine in different categories created by using semantic information
and Word Sense Disambiguation techniques. Therefore, we consider Wahoo
and Gowgle complementary works to ours. Indeed, our approach could be
integrated in those systems to show the hits retrieved in several categories
instead of in a single list. Moreover, the demonstrators could be integrated
in our system to support the iterative refinement of the user keywords.

4.6. Summary of the Chapter
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Summary of the Chapter

Along this chapter, we have presented our prototype Doctopush, whose
goal is to categorize the results provide by a traditional keyword-based web
search engine into categories defined by the different meanings of the keyword queries by means of a set of semantics techniques.
Firstly, we have indicated the motivation of the elaboration of this work
and we have studied the features that a clustering/categorization approach
for web search should have. Secondly, we have presented the main components of the architecture of our proposal. Thirdly, we have focused on each of
the steps that our system has to execute when a query is formulated: 1) the
extraction of user keyword senses, 2) the scoring of the candidate keyword
senses of the user keywords, 3) the recollection of hits, 4) the cleaning and
the lexical annotation of the hits, 5) the categorization of the hits, and 6) the
ranking of the categories and the presentation of results to the users. Each
step has been analyzed in depth and several examples and snapshots have
been provided.
After that, we have described the experiments that we performed in
order to evaluate the interest of our proposal. We have also analyzed several
related works in the following areas: clustering and categorization methods
of documents, search engines that perform clustering of web documents,
semantic search engines with the same goal as our proposal, and works about
query reformulation and refinement. The main difference of our proposal
with respect to other methods is that it considers the knowledge provided
by ontologies available on the Web in order to dynamically define the possible
categories for classifying the hits considered. Thus, it is independent of the
sources providing the results that must be grouped.
Finally, we would like to point that the work presented in this chapter is a
joint effort of the Distributed Information Systems (SID) of the University of
Zaragoza (Spain) and the DBGroup of the University of Modena and Reggio
Emilia (Italy). The main results and contributions have been published
in [TPI+ 09, TPI+ 11].
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Chapter 5

Searching on Structured
Sources: Description
Logics-based Ontologies
In the previous chapter, we deal with keyword-based information search on
unstructured sources. In the rest of this thesis we focus on keyword-based
information search on structured sources. In particular, in this chapter, we
consider Description Logics-based data sources (heavy-weight ontologies),
whereas in the next chapter we concern about relational data sources.
Proposing keyword-based search techniques for Description Logics-based
data sources is important because there has been a continuous increment in
the number of ontologies based on Description Logics (DL) available on the
Web since Tim Berners-Lee et al. published the paper where the Semantic Web is depicted [BLHL01]. Moreover, in the last years, the creation
of such sources has risen due to the success of the Linked Data initiative [BHBL09]. Therefore, mechanisms that facilitate the search of information in such sources are required.
As we previously mentioned, web search engines are unable to access
information based on concepts provided by ontologies available on the Web
because they are focused on retrieving documents and not on querying structured sources [MI01]. Thus, these ontologies are usually queried by means of
formal query languages, such as DIG [Bec02], BACK [PSKQ89], or CLASSIC [BBMR89] (or more recently SPARQL [?]); or by means of adhoc web
forms where users fill specific fields of templates created by the administrators of web sites to generate specific queries [Men98]. The former requires
users to learn not only the syntax of a query language but also the underlying data structure (i.e., the intension of the data source), and the latter
limits the set of possible queries that can be formulated.
Under these circumstances, Semantic Search [GMM03] can help to overcome some current problems of the searching process and provide users with
107
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more precise results. In any search system, and particularly in a semantic
search system, the main steps performed are [Oe07]: 1) query construction,
2) data retrieval, and 3) presentation of results. We focus on the first step, as
we try to capture what users have in mind when they write keywords queries
in order to retrieve what they are looking for. Although keyword-based interfaces create a semantic gap, we focus on this type of search systems because
users are familiarized with them due to their massive adoption [YQC10].
Moreover, it is not clear that current Natural Language (NL) interfaces perform better than keyword-based interfaces in the context of web search, as
systems based on NL interfaces require performing more complex tasks, as
indicated in [WNH08]. Last but not least, users should not be forced to
learn any particular formal query language or data structure.
Several approaches based on keyword queries (e.g., [HvOH06, RS06])
advocate finding out first the intended meaning of each keyword among its
different possible interpretations. For example, the keyword “book” could
mean “a kind of publication” or “to reserve a hotel room”. These approaches
consult pools of ontologies to obtain the possible meanings (senses) of the
user keywords and, after that, they follow one of these two options: 1) they
use disambiguation techniques [Nav09] to discover the intended meaning of
each user keyword, or 2) they allow users to select the intended meaning of
each term before the search process begins [HvOH07]. So, plain keywords
can be mapped to ontological terms (concepts, roles, or instances1 ). We call
these selected terms in ontologies semantic keywords.
Identifying the meaning of each input keyword is a step forward. However, several queries might be behind a set of keywords, even when the semantics of the keywords have been properly established. For example, given
the input keywords “fish” and “person” meaning “a creature that lives and
can breathe in water” and “a human being”, respectively, a user might be
asking for information about either biologists, fishermen/fisherwomen, or
even other possible interpretations based on those meanings such as mermaids. Therefore, it is interesting to find queries that represent the possible
semantics intended by the user, to allow her or him to choose the appropriate query in order to perform a more precise search [TWRC09]. Moreover,
the queries generated should be expressed in a formal language to avoid the
ambiguity of natural languages and keyword queries, by indicating the user
information need in a more precise way. The formal queries generated can
be used for different purposes, such as to retrieve underlying relevant data
indexed by the ontology terms in the query [CFV07, MI01] or for any other
task that needs to find out the intended meaning behind a list of semantic
keywords.
In this chapter, we present QueryGen, a system that translates a set of
keywords mapped to ontological terms, i.e., semantic keywords, into a set
1

In OWL [DS04], they are named classes, properties, and individuals.
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of formal queries (expressed in different selectable formal query languages)
which attempt to define the user’s information need. QueryGen apply different techniques in order no to overwhelm users with irrelevant queries.
The structure of the rest of this chapter is as follows. Firstly, we give
an overview of the architecture of the system in Section 5.1. Secondly, the
technique used to deal with different output query languages is presented
in Section 5.2. Thirdly, the main steps of the query generation process are
detailed in Section 5.3 (basic query generation) and Section 5.4 (semantic enrichment). After that, several techniques to avoid generating useless queries
are detailed in Section 5.5, and two different alternatives of how to show
the generated queries are explained in Section 5.6. Finally, experimental
results that prove the interest of our proposal are described in Section 5.7
and related works are presented in Section 5.8.

5.1

Introduction and Architecture Overview

In this section, we overview the architecture of our proposal to translate
a list of semantic keywords into the possible queries that the user could
have in mind when she or he entered those keywords. To perform this task,
we consider the semantics of the output formal query language selected
and information contained in the data sources to be queried. The main
modules of our proposal are: Analysis Table Constructor, Query Generator,
and Semantic Processor (see Figure 5.1). The Analysis Table Constructor
module is in charge of extracting the main features of the formal query
language to be considered, and of providing the Query Generator module
with them; the Query Generator module is the responsible for building the
queries by combining the input keywords and the different operands of the
output query language; and the Semantic Processor performs reasoning tasks
to filter out irrelevant queries and to enriches the input of the system with
new ontological terms.
To illustrate the different steps that our system performs, let us assume
that a user enters “person fish” to find information about “people devoured
by fishes”. First of all, these keywords are mapped to the homonym terms of
the ontologies considered, in our case, the ontology Animals2 . After that, the
different steps of the query generation process are performed by considering
the features of the selected output formal query languages. In our case, we
consider simplified versions of the language BACK [Pel91] and the language
DIG [SB03] to show the flexibility of the approach3 .
2

http://www.cs.man.ac.uk/~rector/tutorials/Biomedical-Tutorial/
Tutorial-Ontologies/Animals/Animals-tutorial-complete.owl [Last access January 29, 2012].
3
The simplified version of BACK consists of four operators (And, Some, All, Fill). The
simplified version of DIG contains operators equivalent to the ones supported by simplified
BACK and the Or operator.
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Figure 5.1: From semantic keywords to formal queries
The following steps are performed:
• Permutations of Keyword Types. Firstly, our approach obtains all
the possible permutations of the types of terms (concepts, roles, and
instances) corresponding to the input semantic keywords, in order to
discover any syntactically possible query in the latter steps, as they
depend on the order of their inputs (see Section 5.3.1 for more details).
In our example, both person and fish are concepts, so the output of
this step is <C,C>, as no more permutations are possible.
• Generation of Query Trees. For each permutation obtained in the
previous step, our approach generates all syntactically possible combinations according to the syntax of the selected output query language.
We call these combinations abstract queries because they have gaps
that will be filled later with the specific concepts, roles, or instances
corresponding to the semantic keywords considered. These abstract
queries are represented as trees (abstract query trees) where the nodes
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are operators and the leaves are typed gaps (concept, role, or instance
gaps; see Section 5.3.2 for more details). Following the previous example, with the input <C,C> and simplified BACK as output language,
And(C,C) is built as an abstract query.
In this process, the system uses bottom-up parsing techniques and
analysis tables where the semantics of the selected output query language, but not its syntactic sugar, is stored. These tables are built
by the Analysis Table Constructor module (see Section 5.2, for more
details)
• Query Rendering. For each abstract query tree generated, the gaps
in its leaves are filled with the semantic keywords matching the corresponding gap type. Then, the query trees are rendered into a full
query in the selected target query language (see Section 5.3.3 for more
details). The result of this step for the running example is And(person,
fish).
• Inconsistent Query Filtering. The result of the previous steps is a
set of syntactically correct queries. However, some of these queries
might not be semantically correct according to the used ontologies.
So, the system filters out the inconsistent queries with the help of
a Description Logics reasoner [BCM+ 03] compatible with the chosen
output query language (see Section 5.3.4 for more details). In our
example, And(person, fish) is removed in this step, as it is classified
as being inconsistent (because person and fish are defined as disjoint
concepts).
• Virtual Terms Insertion. When no query is generated or satisfies the
user, the system is able to consider new ontological terms to find out
the intended query of the user. This is performed by adding virtual
terms to the original list of input semantic keywords (see Section 5.4
for more details). Virtual terms represent possible terms that the user
may have omitted as part of her or his query. Then, the previous
steps are executed again. In our example, the new inputs considered are “person fish virtual concept” and “person fish virtual role”.
These new entries allow the system to build, among others, And(person
(Some (virtual role, fish)).
• Virtual Term Rendering. If a generated query includes some virtual
terms, this step replaces them by appropriate terms extracted from
the background ontologies considered, in order to build a possible
query (see Section 5.4 for more details). Thus, in the example, the
previous enriched abstract query is rendered into And(person (Some
(is eaten by, fish)), which is the initial user’s intended query.
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Notice that part of the generation process is performed by considering
only the type of each semantic keyword (concept, role, or instance), instead
of each specific semantic keyword. This allows the system to cache results
and improve its performance in future iterations. In the following, we detail
each step and explain how to avoid generating redundant and useless queries.

5.2

Analysis Table Construction

In this step, the system builds the analysis tables [ASU06] that are used
by the Query Tree Generator module to build all the possible syntactically
correct abstract query trees corresponding to the input semantic keywords,
according to the selected output query language.
Firstly, the context-free grammar G of the formal query language to be
considered in the system is translated into an abstract context-free grammar
G = {S, N , T , P}, where the “syntactic sugar” of the language has been
removed:
• S is the starting symbol of the grammar G 4 .
• N is the set of non-terminals of the grammar G and it includes a nonterminal for each operator of the language and the starting symbol S.
Moreover, it also contains a non-terminal for the three possible types
of terms (Concept, Role, and Instance).
• T is the set of terminals of the grammar G. It only includes three
terminals C, R, and I (corresponding to concept, role, and instance
gaps, respectively).
• P represents the set of transformation rules of the grammar G. It
contains: 1) one production (transformation rule) for each terminal
indicating its type (i.e., Concept → C, Role → R, and Instance →
I); 2) one production rule for each operator indicating the type of
term it outputs (e.g., Concept → And for the and operator); and
3) one production for each operator indicating the ordered list of the
term types of its operands (e.g., And → Concept Concept for the
and operator).
For example, in Figure 5.2, we show how a subset of the BACK language
is transformed into an abstract context-free grammar where the “syntax
sugar” has been removed. For example, the production Concept → All
indicates that the All operator is a concept constraint, whereas the production All → Role Concept represents that the operands of the All operator
are a role followed by a concept.
4

In our prototype, it is “Concept”.
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Concept
Concept
Concept
Concept

And(Concept, Concept)
Fill(Role, Instance)
All(Role, Concept)
Not(Concept)
Some(Role, Concept)
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Concept
Role
Instance

And | All | Fill | C | Not | Some
R
I

And
All
Fill
Not
Some

Concept Concept
Role Concept

(a)

Role Instance
Concept
Role Concept

(b)

Figure 5.2: Fragment of the BACK grammar G (a) and its corresponding
abstract context-free grammar G (b)
This process is performed by the system administrator (see Figure 5.1),
who specifies the abstract grammar G as an XML file. For example, the
XML specification corresponding to the fragment of the BACK grammar
shown in Figure 5.2 is the following one:
<grammar>
<terminals>
<terminalDef representation="C"/>
<terminalDef representation="R"/>
<terminalDef representation="I"/>
</terminals>
<nonTerminals>
<nonTerminalDef representation="S"/>
<nonTerminalDef representation="Concept"/>
<nonTerminalDef representation="Role"/>
<nonTerminalDef representation="Instance"/>
<nonTerminalDef representation="And" associativeness="yes"
symmetry="yes" involvement="no" restrictiveness="yes"
inclusiveness="no" writeTemplate="And(#C#, #C#)"/>
<nonTerminalDef representation="Fill" associativeness="no"
symmetry="no" involvement="no" restrictiveness="no"
inclusiveness="no" writeTemplate="Fill(#R#, #I#)"/>
<nonTerminalDef representation="All" associativeness="no"
symmetry="no" involvement="no" restrictiveness="yes"
inclusiveness="no" writeTemplate="All(#R#, #C#)"/>
<nonTerminalDef representation="Not" associativeness="no"
symmetry="no" involvement="yes" restrictiveness="no"
inclusiveness="no" writeTemplate="Not(#C#)"/>
<nonTerminalDef representation="Some" associativeness="no"
symmetry="yes" involvement="no" restrictiveness="yes"
inclusiveness="no" writeTemplate="Some(#C#, #C#)"/>
</nonTerminals>
<productions>
<production>
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<left>
<nonTerminal representation="Concept"/>
</left>
<right>
<nonTerminal representation="And"/>
</right>
<production/>
...
</productions>
...
</grammar>

Moreover, as it is shown in the previous XML fragment, the administrator
also provides the Analysis Table Constructor module with information about
the properties of the operators of the formal query language to be considered.
Each operator is annotated with five attributes:
1. Associativeness. It indicates whether an operator op is associative or
not. A binary operator op is associative if ∀x, y, z ∈ domain(op) ⇒
op(op(x, y), z) = op(x, op(y, z)). For example, the And and Or operators are associative in BACK and DIG.
2. Symmetry. It indicates whether an operator op is commutative or not.
A binary operator op is symmetric if ∀x, y ∈ domain(op) ⇒ op(x, y) =
op(y, x). For example, the And and Or operators are commutative
(symmetric) in BACK and DIG.
3. Involvement. It indicates whether a unary operator op is involutive (regressive) or not. A unary operator op is involutive if ∀x ∈
domain(op) ⇒ op(op(x)) = x. For example, the Not operator is involutive in BACK and DIG.
4. Restrictiveness. It indicates whether a binary operator op is restrictive
or not. A binary operator op is restrictive if there exists f : K → C,
where K denotes the set of concepts or the set of roles of the knowledge
base considered according to the first operand of the operator op such
that f (x) v y ⇒ op(x, y) ≡ op(x, f (x)). For example, the And, All,
and Some operators are restrictive in BACK and DIG because the
function identity (for the And operator) and the function range of a
role (for the All and Some operators) satisfy the previous constraint
(i.e., if f (x) v y then op(x, y) is equivalent to op(x, f (x))).
5. Inclusiveness. It indicates whether a binary operator op is inclusive or
not. A binary operator op is inclusive if there exists f : K → C, where
K denotes the set of concepts or the set of roles of the knowledge base
considered according to the first operand of the operator op, such that
f (x) w y ⇒ op(x, y) ≡ op(x, f (x)). For example, the Or operator is
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inclusive in BACK and DIG because the identity function satisfies the
previous constraint (i.e., if x w y then or(x, y) ≡ or(x, x) ≡ x)).
The semantics of the operators (their properties) are considered to avoid
generating equivalent queries (see Section 5.5.1). There is also an attribute
writeTemplate for each operator. This attribute is used in the Query Rendering step to translate the abstract query trees generated into specific syntactically correct formal queries.
The Analysis Table Constructor module takes the XML file with the abstract grammar as input and generates the analysis tables needed by means
of bottom-up parsing techniques [ASU06]. Notice that the construction of
these tables is performed only once for each new output query language
available to the system.

5.3

Query Generation

In this section, we present in detail the steps of the automatic generation of
the possible queries for the input semantic keywords.

5.3.1

Permutation of Keyword Types

The goal of this first step is to calculate all the permutations of the types
of the semantic keywords. This step is important for two main reasons:
• It allows to focus on the kind of knowledge represented by the semantic
keywords.
• It allows to be independent of the order in which the user has entered
the keywords that compose her or his query.
For the set of semantic keywords K = {ki }, we define KT = {ti }, where
ti is the type of ki (C for a concept, R for a role, and I for an instance).
This step calculates the set of the possible permutations of the elements of
the set KT , which is denoted by KP . The results of this step are cached
to optimize future iterations with the same types of terms as input. For
example, given “person drives bus” mapped to the homonym terms in the
ontology People+Pets5 (their types are C, R, and C, respectively), then
KP ={<R C C>, <C R C>, <C C R>}.

5.3.2

Generation of Abstract Query Trees

In this step, the system focuses on building the corresponding well-formed
abstract query trees for each permutation p ∈ KP . To perform this task, the
5

http://www.cs.man.ac.uk/~horrocks/ISWC2003/Tutorial/people+pets.owl.rdf
[Last access January 29, 2012].
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analysis tables of the selected query language (see Section 5.2) are consulted
by a modified parser that follows all the possible paths in the recognition
process performed in a bottom-up LR analysis [ASU06]. The output of this
process is denoted by Thp , where h represents the maximum height of the
generated abstract query trees6 . If these trees are traversed in preorder
then the order of the terminals (C, R, and I nodes) obtained is the same
as the order of these terms in the permutation p. If the system is not able
to generate any syntactically correct query for the input semantic keywords
and the output formal query language selected, then a semantic enrichment
step is performed, as explained in Section 5.4.
Depending on the expressivity of the chosen output query language (i.e.,
its operators), the system generates different abstract query trees. For example, in Figure 5.3, we show two different abstract query trees for the permutation <R C C>, generated from the analysis tables of the abstract grammar in
Figure 5.2.b. These trees represent the abstract queries “All(R, And(C, C)”
and “And(Some(R, C), C)”, respectively.

Concept

(a)

Concept

All
Role

And
Concept

R

(b)

And

Concept

Concept

Some

C

Concept

Concept

Role

Concept

C

C

R

C

Figure 5.3: Sample abstract query trees for the permutation <R C C> in
BACK
This step is executed concurrently for each permutation of the set KP
in order to increase the performance of the system. Moreover, dealing with
abstract query trees performs better than using the specific input semantic
keywords directly because the subtrees generated can be cached and shared
among different executions.

5.3.3

Query Rendering

During this step, for each abstract query tree t ∈ Thp , the system creates a
set of query trees Qt . Each query q ∈ Qt is the result of using each semantic
keyword k ∈ K to replace a gap g in t, where g ∈ {C, R, I} and the type of
k is g. The system visits all the query trees and renders them into formal
6

The value of h sets an upper bound for the number of virtual terms to be included
without explicit requests for further enrichment by the users.
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queries expressed in the selected output language, by consulting the syntax
patterns stored in the attributes writeTemplate (see Section 5.2). Notice
that this operation is performed concurrently for each abstract query tree
t ∈ Thp . For example, for the previous semantic keywords “person drives
bus”, the BACK grammar in Figure 5.2.b, and the abstract query tree in
Figure 5.3.b, the result of the process of rendering is “And(Some(drives,
bus), person)” and “And(Some(drives, person), bus)”.

5.3.4

Inconsistent Query Filtering

Despite being syntactically correct according to the selected formal query
language, some of the queries generated may be semantically inconsistent
according to the ontology from which the semantic keywords were chosen (in
previous examples, the ontology People+Pets). The generation of these inconsistent queries cannot be avoided in earlier stages because the system cannot know whether an abstract query tree will lead to an inconsistent query
until it is rendered. As an example, the generated query “And(Some(drives,
person), bus)”, which literally means “retrieve buses that drive persons”,
makes no sense. However, the generated query “And(Some(drives, bus),
person)”, which literally means “retrieve persons that drive buses” (i.e., bus
drivers), is semantically correct.
To filter inconsistent queries we take advantage of the capability of
DL reasoners [BCM+ 03] (compatible with the selected formal query language). The DL reasoner is used to classify expressions, which represent
the generated queries, according to the given ontology. Thus, the system assigns a unique identifier (id ) to each generated query (for example,
“q2 =And(Some(drives, person), bus)”) and asserts it into the knowledge
base considered. Once all the queries have been asserted, the reasoner classifies them at the same time. Queries classified as equivalent to the bottom
concept7 , which cannot have instances, are removed (for example, the query
identified by q2 is inconsistent as the concept bus 6v domain(drives) and the
concept person 6v range(drives)).
At the same time as some queries are filtered, some syntactically different
queries can be classified as semantically equivalent, so they are grouped.
Moreover, the reasoner could even discover that a certain query is equivalent
to an ontology term; for example, it discovers that the generated query
“And(Some(drives, bus), person)” is equivalent to the term “bus driver” in
the ontology People+Pets.
Notice that the use of the DL reasoner to remove inconsistent queries
and detect equivalent queries requires just one classification step. Moreover, there is no impact on the performance of this step because the set of
generated queries forms a conservative extension [CHKS08] of the original
7

The bottom concept is also known as Nothing in some Description Logics-based languages.
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ontology (i.e., no additional inferences are possible). Therefore, once an ontology has been classified, this property makes it possible to evaluate the
satisfiability of the queries in polynomial time (as each query does not assert
new knowledge into that ontology).

5.4

Semantic Enrichment: Use of Virtual Terms

When the Generation of Query Trees is performed, abstract query trees
may not be generated for a specific input mainly due to the following two
reasons: 1) the lack of expressivity of the formal query language chosen,
or 2) the specific input semantic keywords. It could also happen that all
the generated queries are classified as semantically inconsistent queries in
the Inconsistent Query Filtering step. Moreover, when the semantically
consistent queries are shown to the user, she or he could consider that her or
his intended query is not among those. For example, with the input “person
fish” (mapped to the homonym concepts in the ontology “Animals”8 , as
we considered previously) looking for people devoured by fishes, after the
query generation process by using BACK as formal query language, only one
query is generated (“and(person, fish)”), but it is classified as inconsistent
(because person and fish are disjoint concepts in the ontology “Animals”).
Usually, users simplify the expression of their information needs when
they write keyword queries, which contributes to create a semantic gap
between their intention and the query expressed. Thus, a user may omit
terms that form part of the actual information need. To deal with the
problem of possible information loss, some virtual terms can be added to
the input, in order to generate the possible queries as if these virtual terms
were proper terms introduced by the user. Then, when the system has a set
of generated queries that could have been built if the user had entered more
terms, it performs a substitution of those virtual terms with actual terms
extracted from the ontologies considered. Thus, the semantic enrichment
consists of two steps (see Figure 5.1):
1. Virtual Term Insertion. In this step, two possibilities are considered
to enrich the set of input semantic keywords: a) adding a new keyword “virtual concept”, and b) adding a new keyword “virtual role”.
These virtual terms support the insertion of a new concept or role in
the queries and represent possible terms that a user may have omitted
when she or he formulated the keyword query. These two new possibilities are explored in parallel by the system in the same way that
any other input keyword sets. Notice that virtual terms of the type
8

http://www.cs.man.ac.uk/~rector/tutorials/Biomedical-Tutorial/
TutorialOntologies/Animals/Animals-tutorial-complete.owl [Last access
uary 29, 2012].
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“instance” (i.e., “virtual instance”) are not added because we consider
that instances represent very specific information, and that users input those keywords when they are interested in information related to
them.
2. Virtual Term Rendering. After the generation of new queries by considering the new inputs with virtual terms, the system must replace
the virtual terms by a compatible term from the ontology considered.
Thus, the system uses a DL reasoner compatible with the ontology
used and the formal query language selected, in order to retrieve the
semantically compatible terms that are potential candidates.
This query enrichment process can be repeated iteratively to deal with
situations where the user entered a poorly descriptive set of keywords. In this
way, we rely on finding new semantic links among input semantic keywords
to generate new possible queries that satisfy the user.

5.5

Avoiding the Generation of Useless Queries

Trying to guess the user’s information need from keyword queries is a hard
task due to the high number of possible interpretations. For example, for
the input “person fish” and one extra virtual term, there exist 780 syntactically possible queries for simplified BACK and 2, 832 for simplified DIG.
Therefore, it is critical to reduce the number of generated queries without
losing the one equivalent to the user’s information need. Apart from the
number of input keywords, there are two main elements that lead to this
high number of possible queries:
• The expressivity of the formal query language selected; i.e., the number
of operators it has and their features.
• The semantic enrichment step that our system performs by using virtual terms.
On the one hand, expressive formal query languages are very valuable,
as they are more likely to be able to represent the user’s intended query. On
the other hand, the higher the number of operators they have, the higher the
number of possible queries (because the operands can be combined in more
different ways). Furthermore, adding new terms to the user’s input can help
to discover the intention of the user. However, this will also increase the
number of possible queries, mainly for two reasons:
• The appearance of new possible interpretations (i.e., abstract query
trees).

120

Chapter 5. Searching on DL-based Ontologies

• The existence of a high number of potential candidates terms (some
of them probably irrelevant) that can fill a semantic gap created by
the insertion of a given virtual term.
Along this section, we show how the system deals with these two issues in
order not to overwhelm the users with useless queries.

5.5.1

Considering the Expressivity of the Query Language

The expressivity of a query language is determined by its set of operators
and the possible ways in which they can be combined to form a syntactically
correct query. The more operators the language has and the more ways to
combine them exist, the more queries are possible. For example, if you add
the Or operator to a language that already has the And operator, then
the number of possible queries for a user input considering both operators
will be larger than the double. There is apparently no way to reduce this
number because the different options express different queries. However,
we can avoid generating equivalent queries along the generation process by
considering several semantic properties of the operators (see Section 5.2):
• The Generation of Query Trees step considers whether the operators
are associative or not to avoid, for example, generating “and(and(c1,
c2), c3)” when it has already generated “and(c1, and(c2, c3))” (see
Figure 5.4).
Concept

Concept

And
Concept

Concept
And
Concept

C
Concept

C

C
(a)

And
Concept

Concept
And

C
Concept

Concept

C

C
(b)

Figure 5.4: Abstract query trees semantically equivalent
• The Query Rendering step considers whether the operators are commutative or not to avoid, for example, generating “and(c2, c1)” when
it has already generated “and(c1, c2)”.
• The Generation of Query Trees step considers whether the operators
are involutive or not to avoid, for example, generating “not(not(c))”
which is equivalent to “c”.
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• The Virtual Term Rendering step considers whether the operators are
restrictive or not to avoid replacing virtual terms by ontological terms
that would result in equivalent queries. For example, if the abstract
query “and(c1, virtual concept)” is the input, then all the candidate
terms “x” that subsume “c1” are discarded to fill the “virtual concept”
gap because “and(c1, x)” is equivalent to “c1”.
• The Virtual Term Rendering step considers whether the operators are
inclusive or not to avoid replacing virtual terms by ontological terms
that would result in equivalent queries. For example, if the abstract
query “or(c1, virtual concept)” is the input, then all candidate terms
“x” that are subsumed by “c1” are discarded because “or(c1, x)” is
equivalent to “c1”.
Following with the previous example (“person fish” to find information
about people devoured by fishes), when one virtual term is added to the input, the system generates 780 queries by using simplified BACK, and 2, 832
queries by using simplified DIG, which are reduced to 72 queries (91% reduction) and 364 (87% reduction), respectively, by considering the semantics of
the operators. Nevertheless, in both cases the intended query “person and
some(is eaten by, fish))” is among the results.

5.5.2

Reducing the Number of Candidate Terms for Query
Enrichment

In the Virtual Term Rendering step, one could think about using each ontological term of the same type as the inserted virtual term to replace it. For
example, if the virtual terms was a concept (i.e., virtual concept), then the
system could substitute it with all the concepts of the ontology considered
(and generate one query for each different candidate concept). However, as
the number of queries with virtual terms could also be high, considering all
the terms of the input ontologies to render each virtual term for each query
is too expensive.
In order to reduce the number of candidates for rendering a virtual term
while avoiding losing any possible related term, we apply the modularization
and re-using techniques explained in [JCS+ 08]. More specifically, the system
uses ProSÉ, which given a set of terms of an ontology (called signature)
allows its users to extract different modules that can be used for different
purposes. Our system uses the user’s input terms as signature and extracts
a module such that the same information can be inferred from the extracted
module as from the whole ontology, as shown in [JCS+ 08]. This allows the
discovery process to focus only on what is related to the input semantic
keywords and to avoid irrelevant queries.
After applying the modularization techniques for the user query “person
fish”, the system generates 32 queries using our simplified version of BACK

122

Chapter 5. Searching on DL-based Ontologies

as formal query language (15 after the inconsistent query filtering, 98% less
than the 780 original possible ones) and 148 queries using our simplified
version of DIG (73 after the inconsistent query filtering, 97% less than the
2, 832 original possible ones). The intended query is still among the final
results, as the system does not miss any possible interpretation related to
the input semantic keywords.

5.6

Presentation of Results to the User

Besides reducing the number of generated queries, the way in which they
are presented to the user also makes a difference. Users’ attention is a
capital resource and they can get easily tired if they are forced to browse
over too many options to select their intended query. Moreover, in this stage
of the search process, the recall [BYRN99] seems to be crucial as only one
interpretation will fit the user’s information need. Therefore, at this point,
we consider two possible ways to present the generated queries to the user:
1) one approach based on ranking the generated queries, and 2) another one
based on the extraction of common query patterns among the generated
queries.
In the following, we explain in detail both approaches to show the generated queries to the user. Besides, we justify why we advocate the second
approach (extraction of common query patterns) instead of the first one
(ranking).

5.6.1

Presentation of Results based on Query Ranking

In order to rank the generated queries according to the probability that a
generated query matches the user intended query, we consider the following
hypothesis:
• Hypothesis 1. The more different the order of keywords in a generated
query is in comparison with the original list of semantic keywords, the
lower the probability that the query satisfies the user’s information
need.
• Hypothesis 2. The higher the semantic relatedness between the original
semantic keywords and the new ontological terms added to replace
virtual terms in a query, the more likely is that the generated query
matches the mental model considered by the user.
Considering the previous hypothesis, we define the QueryWeight(q) function (see Equation 5.1). The domain of this function is the set of generated
queries and its range is the set of real numbers. The higher the weight of a
query is, the more probable it defines the user’s information need:
QueryW eight(q) = w0 SS(q) + w1 T SR(q)

(5.1)
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where w0 and w1 represent parameters9 to weigh the contribution of the
functions SS and T SR (which are defined in the following), such that
w0 , w1 ≥ 0 and w0 + w1 = 1.
The hypothesis 1 is taken into account in the function Substitution Similarity (SS(q)), which ranges from 0 to 1 and increases according to the degree
of similarity to the original order of the input semantic keywords (i.e., the
lower its value, the more out of order the final substitution is). Moreover,
the higher the number of new terms the generated query contains, the lower
the value is. SS(q) is defined as follows:
SS(q) = e−[m+

Pn

i=1

|IP (ti )−F P (ti )|]

(5.2)

where m is the number of new terms added in the semantic enrichment,
n is the number of input semantic keywords, the function Initial Position
of t (IP (t)) returns the initial position of the term t in the list of input
semantic keywords provided by the user, and the function Final Position of
t (FP(t)) returns the position of the term t in the generated query q.
The hypothesis 2 is taken into account in the function Terms Semantic
Relatedness (T SR(q)), which measures the Web-based Semantic Relatedness
between the input semantic keywords and the ontological terms added to
the generated query q in the semantic enrichment process:
Pn Pm
i=1
j=1 relGoogle(ti , tj )
T SR(q) =
(5.3)
m·n
where m is the number of new terms added in the semantic enrichment, n
is the number of input semantic keywords, ti represents the input semantic
keyword i, tj represents the ontological term j added in the semantic enrichment process of the generation of queries, and relGoogle(ti , tj ) is the
semantic relatedness measure defined in Section 3.3.1.

5.6.2

Presentation of Results based on the Extraction of
Query Patterns

Ranking approaches hide possible interpretations (generated queries) that
are not popular according to the hypothesis considered for designing the
rank. In fact, not popular generated queries according to the rank are
located in the last positions of the rank, and users usually check only the
first positions of the ranking list (top positions). Due to these reasons, we
advocate a different and orthogonal approach to ranking: the presentation
of results by considering query patterns.
This approach tries to minimize the amount of information that is presented to the user by identifying query patterns among the queries generated
9

Our prototype uses the heuristic weights w0 = w1 = 1/2.
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by the system. Thus, we propose to take advantage of the syntactic similarity of the generated queries and of the ontological classification of the terms
that compose the queries. A small example is shown in Table 5.1, where we
can see that several queries may have a similar syntactic structure.
Queries
all(eat, person) and fish
all(eat, fish) and person
...
some(eat, person) and fish
some(eat, fish) and person
...
all(eat, fish and person)
...
some(eat, fish and person)
...

Patterns
all(Role, Concept) and Concept

some(Role, Concept) and Concept
all(Role, Concept and Concept)
some(Role, Concept and Concept)

Table 5.1: Queries and patterns generated for “person fish” using BACK
The system analyzes the structure of the generated queries to extract
common query patterns which lead to a compact representation of the
queries. This is especially useful when the system tries to find out the
user’s intended query among queries where virtual terms have been added,
due to the fact that as the number of virtual terms in a query increases the
number of possible queries with the same structure grows considerably. A
query pattern shows an expression with the virtual terms not substituted
(i.e., with gaps), and the system maintains a list of potential candidates for
each gap (see Figure 5.5).
At this point, a new challenge arises: how can the candidates for a gap
be organized to facilitate their selection by the user? We advocate the use of
a DL reasoner to classify the candidates and allow users to navigate through
the taxonomy created by the reasoner. In this way, the interface shows a
list of candidate terms and three buttons for each gap in each pattern (see
Figure 5.5):
• Fix button. This button performs the substitution of the gap with the
candidate term selected.
• Subsumers Level button. It enables the user to generalize the candidate
term selected. Hence, ancestors of the selected candidate term are
shown in the next iteration.
• A Subsumees button enables the user to refine the candidate term
selected. Therefore, descendants of the selected candidate term are
shown in the next iteration.
This approach allows the system to show a high number of queries in a
really compact way and provide a navigation in a top-down style through
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Figure 5.5: Example of query patterns for “person drives” and “person fish”
with one virtual term
the terms of the ontology. Thus, the most general candidate terms are
initially presented to the user, who can then move through the taxonomy by
accessing each time a direct subsumers/subsumees level. It is important to
emphasize that users are allowed to select only terms that are relevant for
the corresponding gap, i.e., their selections will never lead to an inconsistent
query.
As an example, let us consider the previous input “person fish”. The
system is able to show the 15 final queries obtained by using our simplified
version of BACK under seven patterns, and the 73 generated queries obtained by using our simplified version of DIG under 20 patterns. Moreover,
this way of presenting the results allows the system to establish an upper
bound on the number of user clicks needed to select the intended query,
which (in the worst case) is equal to the depth of the taxonomy of the ontology considered multiplied by the number of substitutions to be performed
(i.e., the number of gaps to be filled in the query pattern).

5.7

Experimental Results

We have developed a prototype called QueryGen to evaluate our approach
in a detailed and systematic way. Our prototype was developed in Java 1.6
and uses Pellet10 1.5 as background DL reasoner. For experimental evaluation, it was executed on a Sunfire X2200 (2 x AMD Dual Core 2600 MHz,
8GB RAM).
In this section, we show the experimental results obtained by using as
knowledge bases two well-known ontologies: People+Pets11 and Koala12 ,
which are two popular ontologies of similar size to those used in well-known
10

http://clarkparsia.com/pellet [Last access January 29, 2012].
http://www.cs.man.ac.uk/~horrocks/ISWC2003/Tutorial/people+pets.owl.rdf
[Last access January 29, 2012].
12
http://protege.stanford.edu/plugins/owl/owl-library/koala.owl [Last access
January 29, 2012].
11
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benchmarks such as the OAEI13 . As formal query language, we used our
simplified version of BACK because it allows the system to build conjunctive queries and most search approaches only support this kind of queries.
Nevertheless, we have also performed the experiments with our simplified
version of DIG, and we obtained similar conclusions (i.e., a similar percentage of reduction in the number of queries generated).
Secondly, we considered different user queries (i.e., different sample sets
of input semantic keywords) and measured average values grouped by the
number of terms in the user queries. It is important to emphasize that
considered queries were not created randomly, but they were extracted from
a collection of queries proposed by students of different degrees with skills in
Computer Science. The user queries were chosen according to the following
distribution: 10 user queries with a single term (5 selecting a role, and 5
selecting a concept), 15 user queries with two terms (5 queries where both
terms are roles, 5 queries where both terms are concepts, and 5 queries where
one term is a role and the other one is a concept), 20 user queries with three
terms (5 with two concepts and one role, 5 with one concept and two roles, 5
with three concepts, and 5 with three roles) and, following the same idea, 25
input queries with four terms and 30 input queries with five terms. Notice
that, even though our approach can effectively deal with instances as well,
we do not consider sets with instances because the selected ontologies do not
have instances (as it happens frequently [WPH06]14 ). We set the maximum
number of semantic keywords in a query to five, as the average number of
keywords used in keyword-based search engines “is somewhere between 2 and
3” [MRS08] and in this way we can see how our system performs with inputs
below and above this value. Moreover, in other similar works [TMH10] the
most complex tasks used to evaluate similar systems are expressed with a
maximum of only 4 keywords.
Our experiments measure the effectiveness in reducing the amount of
queries generated, the effectiveness in extracting query patterns, as well as
the overall performance.

5.7.1

Reducing the Number of Queries Generated

In this experiment, we analyze the impact of the techniques explained in
Section 5.5 to avoid generating useless queries. For each set of semantic
keywords, we executed the prototype in two situations: considering no semantic enrichment (i.e., no virtual terms) and considering one virtual term
in the semantic enrichment process. The results of the experiment are shown
in Figure 5.6 and Figure 5.7, respectively, where the Y-axis represents the
13

http://oaei.ontologymatching.org [Last access October 18, 2010].
In the last year (2011), this situation has changed due to the explosion of the Linked
Open Data. Nevertheless, how to deal with a large changing extension of the data sources
is addressed in the next chapter.
14
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number of generated queries in log scale and the X-axis is the number of
input semantic keywords. We observe in both cases (Figure 5.6 and Figure 5.7) that the number of queries generated increases with the number of
input semantic keywords, as the more operands there are, the more queries
can be built with those operands. Furthermore, performing the semantic
enrichment process to find out the user’s intended query also leads to a significant increase in the number of generated queries because many new interpretations appear. However, the percentages of reduction obtained with
our techniques are satisfactory as they vary from 33% when using only 1
keyword up to 90% when using 5 input keywords. Moreover, what is more
important is the fact that the user’s intended query is always in the set of
generated queries.

Figure 5.6: Number of generated queries with no semantic enrichment

Figure 5.7: Number of generated queries with one iteration of semantic
enrichment (one virtual term)
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Extracting Relevant Query Patterns

Having all the reduction techniques turned on, we now focus on the detection
of query patterns (explained in Section 5.6.2). So, in this experiment we
measure the number of query patterns that are extracted by the system to
group the queries generated. Figure 5.8, where the Y-axis is in log scale,
shows the benefits of providing the user with query patterns, instead of a
plain list of the queries generated.

Figure 5.8: Reduction obtained by extracting relevant query patterns
When only a few input terms are considered and no semantic enrichment (no virtual terms) is considered, the number of generated queries is
quite low and most queries have different patterns. This behavior is due to
the fact that our system detects inconsistent queries and groups the equivalent ones, and therefore extracting query patterns in this case is not very
relevant. However, as the number of input semantic keywords increases or
when virtual terms are considered for semantic query enrichment, the list of
query patterns is very useful. Thus, it is about 50% smaller than the list of
queries when no semantic enrichment is considered and about 92% smaller
when one extra virtual term is added.
Therefore, thanks to the use of the patterns identified with our semantic
approach, the user can select her or his intended query much more easily
than by browsing a plain list of possible choices.

5.7.3

Performance Evaluation

In this last experiment, we focus on the performance of the prototype as
a whole. Firstly, we focus on the average time that the generation process
takes (see Figure 5.9). After that, we analyze the maximum number of clicks
that a user would do to select a specific generated query (see Table 5.2).
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Figure 5.9: Performance evaluation: processing time
As shown in Figure 5.9, the processing times are really low (less than
1.5 seconds with 5 input semantic keywords and semantic enrichment with
one extra term), which makes the system suitable to be a responsive frontend of a semantic web search engine. When the semantic enrichment is
performed, the processing time grows significantly if there are more than
three input semantic keywords, as there are many more possible queries that
the system needs to consider15 . However, it should be noted that most users
will introduce less than four keywords, which will limit the cost. Besides,
future improvements such as the use of caches are expected to reduce the
processing time considerably.
Regarding the maximum number of clicks that a user must perform to
reach any possible intended query allowed by the formal query language
considered in the experiments, it mainly depends on the number of virtual
terms introduced and the height of the ontology considered (see Table 5.216 ).
If virtual terms are introduced, then more effort is required because the
number of possible queries grows considerably. Nevertheless, as the user
navigates through the taxonomy of candidate terms, she or he could consider
different possibilities to fulfill her or his information needs.
Although some of the results for this worst-case scenario may seem high
(e.g., 11 clicks required), we interpret them positively. As an example,
considering four input semantic keywords and one virtual term, a user can
reach any of the 1, 372 possible interpretations with at most 11 clicks. On
the other hand, using a traditional ranking-based search interface like the
Google’s one, at least 138 clicks would be needed in the best case to reach any
possible interpretation (this is because 1 plus 1, 372 possible interpretations
15

As emphasized along the chapter, our system does not miss any possible interpretation
of the input, to ensure that the user will be able to reach her or his intended query.
16
The data in the column denominated “With one extra term” are rounded up. The
original values for each row are 2.53, 3.50, 8.25, 11.00 and 33.33.
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Keywords
1
2
3
4
5

Without extra terms
1
1
1
2
3

With one extra term
3
4
9
11
34

Table 5.2: Performance evaluation: maximum number of clicks required
divided by the number of interpretations per page, usually 10, results in
approximately 138 clicks). Although we do not access data, we consider this
comparison fair as, once we have a formal description, we could use it to
feed a semantic web search engine, which would retrieve more accurate data
than a traditional keyword-based search engine. Thus, the user would be
relieved from having to filter out by hand the relevant snippets returned by
Google, and her or his efforts would be focused only on the relevant data.
Moreover, it should be noted that most users will introduce less than four
input semantic keywords.

5.8

Related Work

One of the first systems in the area of the Semantic Web whose goal is translating keyword queries into queries expressed in a formal query language was
SemSearch [LUM06]. In that system, a set of predefined templates is used to
define the queries in the language SeRQL [BK04]. However, not all the possible queries are considered in those templates, and therefore the system could
fail in generating the user’s intended query. Besides, it requires that at least
one of the user keywords matches an ontology concept. On the contrary,
our system considers all the possible queries syntactically and semantically
correct in the formal query language selected by the administrator of the
system and it works with any list of keywords.
Other relevant systems in the area of semantic search are [TWRC09] by
Tran et al., and the systems Q2Semantic [HWTY08], SPARK [ZWX+ 07a],
and QUICK [ZZM+ 09a]. These systems find all the paths that can be derived from an RDF graph, until a predefined depth, to generate the queries.
However, these approaches can only generate conjunctive queries, whereas
our system is able to generate any query that can be expressed in the selected
formal query language. Besides, they do not support reasoning capabilities
for query reduction, as opposed to our system. Consequently, they can
generate semantically inconsistent queries.
Regarding the presentation of results, the works SemSearch, the system
by Tran et al., SPARK and QUICK do not consider any ranking approach, or
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they simply show the list of generated queries. In Q2Semantic, three possible
ranking schemes for the generated queries are proposed. However these
schemes are too attached to the query generation model of the system and
they are not applicable to our approach. Besides, as opposed to our ranking
approach, those ranking schemes depend on the ontology pool considered.
There are also some works in the area of relational data sources to provide keyword-based interfaces for relational databases, i.e., translating a
set of keywords into SQL queries. These works are studied in the next
chapter. In short, most of these works rely only on extensional knowledge
of the data sources obtained by applying Information Retrieval (IR) techniques [GBO+ 09], and so they do not consider the intensional knowledge
(the structural knowledge). Besides, most of these approaches build only
conjunctive queries and force the user to use a specific language to express
some constraints (e.g., less than). As opposed to these proposals, our approach considers both the intensional and the extensional knowledge, it is
not tied to a specific query language, and it considers all the possible constraints of the selected formal query language.
Summing up, to our knowledge, our system is the only one with the goal
of building formal queries from a set of keywords that uses a DL reasoner to
infer new information and remove semantically inconsistent queries. Besides,
no other approach is as independent as ours of the specific formal query
language in which the generated queries are expressed. Finally, despite the
potentially high number of queries, our system keeps it manageable by using
several semantic techniques.

5.9

Summary of the Chapter

Along this chapter, we have presented our prototype QueryGen. The goal
of this prototype is translating a set of keywords with well-defined semantics
(i.e., semantic keywords) into queries expressed into a formal query language.
Moreover, QueryGen aims at avoiding the generation of useless queries but
without sacrificing any possible user interpretation (as long as the selected
query language allows to express it). So, this system could be used as a
front-end of semantic search systems.
Firstly, we have indicated the motivation of the elaboration of this work
and we have presented the main components of the architecture of our proposal. Secondly, we have explained how to configure the prototype in order to use a new formal query language to express the generated queries.
Thirdly, we have focused on each of the steps that our prototype has to execute when a set of input semantic keywords is provided: 1) the generation
of syntactically possible queries, 2) the filtering of semantically inconsistent
generated queries, 3) the semantic enrichment of the users’ inputs, and 4) the
presentation of the results to the user in two different ways: a ranked list
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and an approach based on the extraction of query patterns. Each step has
been analyzed in depth and several examples have been provided.
After that, we have shown the results of the experiments that we have
performed in order to show the effectiveness and feasibility of our proposal
in facilitating users to express their intended query by means of semantic keywords. Furthermore, we have also depicted the main differences of
our proposal with respect to other methods in the literature with a similar
purpose.
Finally, we would like to point out that the main results and contributions described in this chapter have been published in [TGEM07, BTMB08,
BTMI10].

Chapter 6

Searching on Structured
Sources: Relational Data
Sources
As we previously indicated in Chapter 1 and in Chapter 5, advances in
information and communication technologies along the last decades have led
to an exponential growth in the amount of structured data sources available
online. Moreover, such sources have also increased in size, complexity and
heterogeneity. In the previous chapter we focus on querying Description
Logics-based ontologies. Nevertheless, a significant part of structured data
sources are relational database systems [AAB+ 09]. So, in this chapter, we
focus our attention on this kind of sources.
Relational data sources are usually queried by means of the traditional
declarative structured query language SQL, or by means of ad-hoc web forms
which are translated to specific queries in SQL [EM99]. The former requires
that the users know the syntax of SQL and the semantics and structure of
the schema of the relational data source to be queried, while the latter only
allows users to formulate queries previously defined by the administrators
of the corresponding web sites. Furthermore, users have to locate first the
data sources where the required information is available in order to be able
to query them.
To facilitate the information search on structured relational data sources,
keyword queries have become an attractive alternative along the last decade,
due to their simplicity and the few requirements they impose on the user
who poses the query. Thus, two main research lines can be distinguished in
this area [CWLL09]:
1. Keyword-search database selection. It is oriented to locate structured
single or federated data sources where the required information for
answering a specific keyword query could be available.
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2. Keyword-search query processing, or simply keyword-based searching
on databases. It is focused on how to provide users with answers available in a specific single or federated data source from keyword queries
(retrieving tuples from the data source), and on how to generate an
SQL query that describes the intended semantics of the keyword query.
Our research activities focus on the second point, and more specifically, on
the identification of the database structures which represent the elements
described by the keywords in the user’s query, and the way these structures
are related.
Keyword-based searching techniques over relational data sources have
attracted significant research attention [ABC+ 02, ACD02, HP02, SKI08,
TL08]. These approaches are inspired by results in the area of Information
Retrieval (IR) [BYRN99], and they usually require an offline preprocessing
step in order to build specialized indexes of the metadata (intension) and
the data contents (extension) of the sources [YQC10]. These indexes are
used to identify the databases structures that contain the keywords in the
query and to find in run-time the different ways in which those parts can
be connected. Typically, there are multiple such candidates. So, a wide
range of heuristics and techniques are developed to find those that describe
the intended semantics of the keyword query (e.g., finding the minimal join
network, Steiner trees, etc.) [YQC10].
These keyword-based techniques are very successful as local services of
the relational data sources to be queried. However, they cannot be easily
applied either on relational data sources on the Web or on relational Data
Integration Systems (DIS), as these kinds of sources do not usually provide
full access to their data contents (i.e., their extensions). In fact, they usually
only expose portions of their schemas and a set of mechanisms to obtain
underlying data (e.g., information mappings). Moreover, the construction
of the specialized indexes of the extensions, if possible, requires continuous
maintenance if the data values frequently change. Therefore, alternative
techniques that do not rely on the construction of such indexes are needed.
In this chapter, we present Keymantic 1 , a system that translates keyword queries into semantically meaningful SQL queries by exploiting only
intensional knowledge provided by the relational source to be queried (e.g.,
the schema, datatypes, etc.) and by external sources available on the Web
(e.g., lexical thesaurus such as WordNet, dictionaries, etc.). The generated
queries can be evaluated on the database, and their results serve as the
answer to the keyword query formulated.
The structure of the rest of this chapter is as follows. Firstly, in Section 6.1, we provide a motivating example where the different problems we
1

The work presented in this chapter has been led by the researcher Francesco Guerra.
Information about the current state of project where Keymantic was developed is available
at http://www.dbgroup.unimo.it/keymantic/.
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face are presented. Secondly, we formally define the problem to be solved in
Section 6.2. Thirdly, an overview of the system is presented in Section 6.3.
Then, the main steps and techniques used in the query generation process
are detailed in Sections 6.4 (computation of the intrinsic weights), 6.5 (contextualization) and 6.6 (selection of the best mappings). After that, an
experimental evaluation of the prototype and its results are discussed in
Section 6.8. Finally, works related to our approach are described in Section 6.9.

6.1

Motivating Example

Let us consider a relational database containing information about academic
researchers, departments, publications, and publication databases, such as
the one whose partial schema is illustrated in Figure 6.1. Researchers (modeled by the table Person) belong to one o more departments (modeled by
the table Department) and some of them assume the role of the director of
a department. This information is modeled through the table Affiliated and
the attribute Director of the table Department, respectively. The publications are stored in the table Publication and are related to the researchers
involved in their creation by means of the table Author. Furthermore, each
publication provides information about the online database from which it
can be downloaded through the attribute Resource. The role of the table
Database is to record the URL of the online databases where the publications
are available.
Let “Date Database” be a keyword query posed over this database. To
answer this query, we need to understand the meaning of each individual
keyword and build an SQL query that offers the interpretation of the intended semantics by the user in terms of the relational database.
The first problem of this translation is to decide what role each keyword
plays in the query, i.e., does it represent a value? or does it describe any
meta-information (specification) about another keyword or element of interest? For example, in the above query, the keyword “Date” may represent
the value of a name of a person, and the keyword “Database” the value of a
research area. In that case, a possible interpretation of the keyword query is
“information about a person called Date who works in the Database area”. If
the intended meaning of the keyword query was instead to find “the online
databases containing Date’s publications”, then the keyword “Database”
would actually represent meta-information about the element of interest.
Once we know what kind of information each keyword represents, the
next critical step is to decide which part of the database actually models
the indented keyword information. Consider the keyword query “Director Watson Address” and assume that the first and last keyword represent
meta information while the second one represents a value. The intended
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Person
Name
Area
Phone
Address E-mail
Watson Database
(320) 4631234 30 Bloor
watson@aaa.bb
Lenzerini Database
(390) 6987654 Ariosto 25 lenzerini@bbb.cc
Date
Database
(817) 1937842 107 GACB date@ccc.dd
Hunt
Inf. Systems (343) 2920812 17 Helix
Hunt@ddd.ee
Affiliated
Department
Professor Department
id
DName Address Director
Watson
x123
x123 CS
25 Blicker Watson
Lenzerini cs34
cs34 IE
15 Tribeca Hunt
Date
cs34
ee67 EE
5 Charles Date
Hunt
m111
m111 ME
2 Cottle
Hunt
Author
Publication
Name
Publication
Title
Year Resource
Lenzerini Data Integration
Data Integration
2002 ACM DL
Date
Foundation Matters
Foundation Matters 2002 DBLP
Database
Name
Address
DBLP
http://www.informatik.uni-trier.de
ACM DL http://portal.acm.org/dl.cfm

Figure 6.1: A fraction of a relational database schema with its data

information of the keyword “Director” is probably the one modeled by the
attribute with the respective name. However, it is not clear whether the
keyword “Address” refers to the homonym attribute in the table Person or
the homonym attribute in the table Department or the table Database. The
different options lead to completely different interpretations of the keyword
query. Furthermore, despite the fact that we know that the keyword “Watson” is a value, it might be the name of a director, the name of a street, or
even a value of some other attribute.
Deciding which database structures model the meaning of the different
keywords in the query is critical but it is not enough. It is also important
to decide how these structures relate to each other. In relational databases,
such relationships are expressed either through the table-attribute-value hierarchy or through join paths, i.e., chains of key/foreign key relationships.
However, there may be multiple different join paths between two database
structures. Each such path leads to a different interpretation of the query
keywords.
Finding the different semantic interpretations of a keyword query is a
combinatorial problem which can be solved by an exhaustive enumeration of
the different ways that mappings can be associated to database structures
and values. The challenging task is to develop a mechanism that is able
to significantly reduce the possible associations that most likely represent
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the intended keyword semantics. One way to do this is to exploit syntactic
knowledge or other forms of auxiliary information. For example, the keyword
“(320)463-1463” is likely to represent a phone number, due to its format,
while the keyword “Everest”, given publicly available geo-name knowledge,
is very likely to represent the mount Everest. Similarly, in the previous
database, the keyword “article” can be considered associated to the table
Publication, by using some lexical knowledge like the one provided by the
lexical thesaurus WordNet [Mil95].
The quest for the database structure to which each keyword in the query
corresponds should not be an isolated task, due to the fact that each keyword is not an independent entity; instead, the specific context should be
taken into account. So, the presence of the rest of keywords in the query
should be considered to determine the correspondences. To illustrate this,
let us consider the keyword query “Name Date Database”. A possible interpretation of the query is that the user is looking for information about the
person called Date who works in the area of databases. This means that the
keyword “Name” and the keyword “Date” may correspond to the attribute
Name of the table Person and its values, respectively, while the keyword
“Database” may correspond to a value of the attribute Area of the table
Person. Consider now the query “Name Date Database DBLP”. A possible
interpretation of that query is that the user is looking for data items related
to the researcher called Date in the DBLP database. In this case, the meaning of the keyword “Database” is represented by the table Database and not
by some value of the attribute Area of the table Person.
A natural and challenging question that comes to mind is which of the
different semantic interpretations of a query should be considered as the
correct one. It is a well-known and documented fact that keyword queries are
under-specified queries [KT09]. As such, any of the possible interpretations
may be correct, and all of them have to be considered. However, based on
some known patterns of human behavior [KT09], we know that the order
of keywords is important and that correlated keywords are typically closer.
This means that certain interpretations of a keyword query are actually
more likely than others. Thus, instead of returning to the user a flat list of
possible interpretations, one can return a ranked list based on the likelihood
that they represent the intended semantics. Moreover, query refinements by
the user should be also supported.
The following section provides a formal definition of the problems to be
faced. Then, the subsequent sections describe in detail the steps performed
by Keymantic for interpreting keyword queries.
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Problem Statement

A relational database D is a collection of relational tables. A relational
table is denoted as R(A1 , A2 , . . . , An ), where R is the name of the table,
and A1 , A2 , . . . , An its attributes. The vocabulary of the database D is the
set VD ={X | ∃R(A1 , A2 , . . . , An )∈D, s.t. X=R ∨ X=Ak ∨ X=Dom(Ak )
with 1≤k≤n} where Dom(Ak ) represents the set of possible values for the
attribute Ak of the relation R. In other words, the vocabulary of a database
is the set of all its relation names, their attributes, and the domains of the
attributes. The members of a database vocabulary VD are called database
terms.
We distinguish two disjoint subsets in the vocabulary of a database VD :
the schema vocabulary (VS ={X | ∃ R(A1 , A2 , . . . , An )∈D, s.t. X=R ∨
X = Ak }) and the domain vocabulary (VD ={X | ∃ R(A1 , A2 , . . . , An )∈D,
s.t. X=Dom(Ak )}). The members of the subset VS are denominated schema
database terms, while the members of the subset VD are denominated value
database terms.
A keyword query q is an ordered list of keywords {k1 , k2 , . . . , kn }. Each
keyword is a specification about the elements of interest. The specification
may have been modeled in the database as a relational table, an attribute, or
a value of an attribute. A configuration is a mapping function that describes
each keyword in the original query in terms of the database terms.
Definition 6.2.1 A configuration C of a keyword query q on a database D
is an injective mapping from the keywords in q to the databases terms in the
vocabulary of D denoted as VD .
We consider a configuration to be an injective function because we assume that:
1. Each keyword in a query cannot have more than one meaning in the
same configuration, i.e., it is mapped to only one database term.
2. No two keywords in a query can be mapped to the same database term
in a configuration because over-specified queries represent only a small
fraction of the queries that are formulated in practice [KT09].
3. Each keyword in a query represents some specification of the elements
of interest, i.e., there are no stop-words or unjustified keywords in a
query.
4. Each keyword in a query is relevant to the intension or extension of the
database considered, i.e., all keywords have a correspondent database
term.
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Nevertheless, our technique can be extended to work without these assumptions, with only minor modifications, such as preprocessing queries, selecting
the data source to be queried, extending the weight matrix that we present
in the next section, etc.
Answering a keyword query q over a database D means finding the SQL
queries that describe the possible intended semantics of q in terms of the
database vocabulary VD . Each such SQL query is referred to as an interpretation of the keyword query in terms of the database vocabulary VD . An
interpretation I is based on a configuration C and includes in its clauses
all the database terms that belong to the image2 of the function C by considering as input the keywords in q. In our current work, we consider only
select-project-join (SPJ) interpretations, that are typically the queries of
interest in similar works [HP02, ACD02]. Nevertheless, interpretations involving aggregations [TL08] are part of future extensions of Keymantic.
Definition 6.2.2 An interpretation of a keyword query q={k1 , k2 , . . . , kn }
on a database D using a configuration C is an SQL query in the following
form:
select A1 , A2 , . . ., Ao
from R1 JOIN R2 JOIN . . . JOIN Rp
where A01 =v1 AND A02 =v2 AND . . . AND A0q =vq
such that the following assertions are true:
• ∀Ai ∈ {A1 , A2 , . . ., Ao }, then: (i) ∃k ∈ q such that C(k) = Ai or (ii)
Ai is a candidate key of some table Rj ∈ {R1 , R2 , . . ., Rp }.
• ∀Ri ∈ {R1 , R2 , . . ., Rp }, then: (i) ∃k ∈ q such that C(k) = Ri or (ii)
∃kj , kk ∈ q such that C(kj ) = Rj ∧ C(kk ) = Rk ∧ there exists a join
path p from Rj to Rk that involves Ri .
• ∀hA0i , vi i ∈ {hA01 , v1 i, hA02 , v2 i,. . ., hA0o , vo i} then ∃k ∈ q such that
C(k) = dom(A0i ) ∧ k = vi .
• ∀k ∈ q then C(k) ∈ {A1 , A2 , . . ., Ao , R1 , R2 , . . ., Rp , dom(A01 ),
dom(A02 ), . . ., dom(A0q )}.
The inclusion of a database term in an interpretation is justified either by
belonging to the image of the configuration or by participating in a join path
connecting two database terms that belong to the image of the configuration.
Note that even with this constraint, due to the possible existence of multiple
join paths in a database D, it is still possible to have multiple interpretations
of a given keyword query q given a certain configuration C of it. We use the
notation I(q, C, D) to refer to the set of these interpretations, and I(q, D)
2

Due to the fact that a configuration C is a function we use the term image to refer to
its output.
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to refer to the union of all these sets for all the possible configurations of
the query q.
E xample 1 Consider the keyword query “e-mail CS” over the database
of Figure 6.1, and a configuration that maps the keyword “e-mail” to the
attribute E-mail of the table Person and the keyword “CS” to the domain
of the attribute DName of the table Department. At least two different
interpretations can be generated from this:
• select E-mail
from Person P JOIN Affiliated A ON (P.name=A.professor)
JOIN Department D ON (A.Department=D.id)
where D.DName=‘CS’ AND D.id=A.Department
AND A.Professor=P.Name
• select E-mail
from Person P JOIN Department D ON (P.person=D.Director)
where D.DName=‘CS’ AND D.Director=P.Name
Definition 6.2.3 An answer to a keyword query q over a relational database
D is a set ans(q) ={t | t ∈ evalD (q 0 ) ∧ q 0 ∈ I(q, D)}, where evalD (q 0 ) denotes the evaluation of the selected relational query q 0 on the database D.
Since each keyword in a query can be mapped to a table name, an at|D|
tribute name, or an attribute domain, there are 2∗Σi=1 |Ri | + |D| different
possible mappings for a single keyword, with |Ri | denoting the arity of the
relation Ri and |D| the number of tables in the database. Based on this, and
on the fact that no two keywords can be mapped to the same database term,
D |!
for a keyword query q that contains n keywords, there are |VD | = (|V|V
D |−n)!
possible configurations. Of course, not all the interpretations generated
by these configurations are equally meaningful. Some of them are more
likely to represent the intended keyword query semantics. In the following
sections, we show how different kinds of meta-information and interdependencies among the mappings of the keywords into the database terms can
be exploited in order to effectively and efficiently identify these meaningful
interpretations and present them first. It is important to remember that
our work is based on the assumption that the intended semantics of the user
query can be expressed as an SQL query over the relational database. If
that semantics cannot be expressed, no answer can be provided.

6.3

Architecture Overview

The generation of interpretations that most likely describe the intended
semantics of the keyword query is based on semantically meaningful configurations. For the generation of the configurations, we introduce the notion
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of weight for a pair consisting of a keyword and a database term. The weight
between a keyword and a database term offers a quantitative measure of the
likelihood that the semantics of the database term is the intended semantics
of the keyword in the query. Given a configuration, the sum of the weights of
the pairs <keyword, database term> of the configuration provides a score.
This score serves as a quantitative measure of the likelihood that the configuration leads to an interpretation that accurately describes the intended
keyword query semantics.
The naive approach for selecting the best configurations, and as a consequence for generating the most prominent interpretations of a keyword
query, is the computation of the score of each possible configuration and
then selecting those that have the highest scores. Of course, we would like
to avoid an exhaustive enumeration of all the possible configurations, and
compute only those that give high scores. The problem of computing the
mappings with high scores without an exhaustive computation of the scores
of all the possible mappings is known in the literature as the problem of
Bipartite Weighted Assignments [BDM09]. Unfortunately, solutions for this
problem suffer from two main limitations. Firstly, apart from the mutual
exclusiveness of the assignments, they do not consider any other interdependencies that may exist between the mappings. Secondly, they typically
provide only the best mapping, instead of a ranked list based on the scores.
To cope with the first limitation, we introduce two different kinds of
weights: the intrinsic weights and the contextual weights. Given a mapping
of a keyword to a database term, its intrinsic weight measures the likelihood that the semantics of the keyword is that of the database term if we
consider the keyword isolated from the mappings of all the other keywords
in the query. The computation of an intrinsic weight is based on syntactic, semantic and structural factors, such as attribute and relation names,
and on other auxiliary external sources, such as vocabularies, ontologies,
domains, common syntactic patterns, etc. On the other hand, a contextual
weight is used to measure the same likelihood but considering the mappings
of the remaining keywords in the query. This is motivated by the fact that
the assignment of a keyword to a database term may increase or decrease
the likelihood that another keyword corresponds to a certain database term.
This is again based on the observation that humans tend to write queries
in which related keywords are close to each other [KT09]. As an example,
let us consider the keyword query “Watson Area Database” expressed on
the database in Figure 6.1. Since the keyword “Database” is right next to
the keyword “Area”, mapping the keyword “Area” to the attribute Area of
the table Person makes more likely the fact that the keyword “Database”
corresponds to an area value, i.e., it should be mapped to the domain of the
attribute Area. At the same time, it decreases the weight referred to the
table Database. A similar idea has already been exploited in the context of
schema matching [MGMR02] with many interesting results.
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To cope with the second limitation, we have developed a novel algorithm
for computing the best mappings. The algorithm is based on and extends
the Hungarian (also known as Munkres) algorithm [BL71] and it is described
in detail in Section 6.6.
An overview of the individual steps in the keyword query translation
task is depicted in Figure 6.2.
Query Keywords + Schema Information
Intrinsic Weight Computation
off Schema
S
Database Terms

Intrinsic Weight Computation
off Value Database Terms
VW

SW
Selection of the Best
Mappings to Schema Terms
Mappings M si with i=1..n
.....

Contextualization of VW based on Msi
..... Pairs < M si , VWi > with i=1..n

Selection of the Best Mappings
pp g to Value Terms
..... Pairs < M si ,MVik> with i=1..n and k=1..mi

Generation of the Configurations
.....

Configurations Cik with i=1..n and k=1..mi

Generation of the Interpretations
Interpretations

Query1 … Queryj

Figure 6.2: Overview of the keyword query translation process
A special data structure, called weight matrix, plays a central role in
these steps. The weight matrix is a two-dimensional array with a row for
each keyword in the keyword query, and a column for each database term.
The value of a cell [i, j] represents the weight associated to the mapping
between the keyword i and the database term j. Figure 6.3 provides an
abstract illustration of a weight matrix.
i
The Ri and AR
j columns correspond to the relation Ri and the attribute
Aj of Ri , respectively, while a column with an underline attribute name
i
(AR
j ) represents the data values that the attribute Aj of table Ri may have,
i.e., its domain. Two parts or sub-matrices can be distinguished in the
weight matrix. One corresponds to the database terms related to schema
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R1
Rn
Rn
1
1
1
R1 ... Rn AR
. . . AR
. . . AR
n1 . . . A nn A 1
n1 . . . Ann
1

keyword1
keyword2
...
keywordk

Figure 6.3: Weight matrix with its submatrixs SW (light) and VW (dark)

elements, i.e., related to the relational tables and attributes, and the other
one corresponds to the attribute values, i.e., the domains of the attributes.
In Figure 6.3, these two sub-matrices are illustrated with different shades
of gray. We refer to the weights in the first sub-matrix as schema weights,
and to those in the second sub-matrix as value weights. We also use the
notation SW and V W to refer to schema weights and value weights submatrix, respectively. The details of the individual steps of Figure 6.2 are
provided in the following sections.

6.3.1

Step 1: Intrinsic Weight Computation

The first step of the translation process of keyword queries to SQL queries
is the computation of the intrinsic weights of the weight matrix. So, the
output of this step is the populated schema weights (SW) and value weights
(VW) sub-matrix. The computation of these weights is achieved by means of
the exploitation and combination of a number of semantic techniques based
on structural and lexical knowledge extracted from the data source, and on
knowledge obtained from external sources such as ontologies, vocabularies,
domain terminologies, etc. Note that the knowledge extracted from the
data source is basically the meta-information that the source makes public,
typically, the schema structure and some constraints.
In the absence of any other external knowledge, a simple string comparison based on edit distance can be used to populate the SW sub-matrix. To
populate the V W sub-matrix, we adopt a measurement based on a semantic
distance [CV07] that can be always used in the absence of any other knowledge. As it happens in similar situations [RB01], measuring the success of
this task is not easy since there is no single correct answer. Nevertheless,
in general, the more meta-information is exploited in this step, the better
the results of the next steps. Moreover, even in the case that the current
step is skipped, the process can continue with a weight matrix where all the
intrinsic values have the same default value (e.g., 0).
Figure 6.4 and Figure 6.5 illustrate a fraction of the weight sub-matrix
(SW and VW, respectively)3 after the intrinsic weight computation for the
keyword query “Workers Department CS” on the database of Figure 6.1.
3

In the figures, P represents Person and D represents Department.
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For more details of the computation of the intrinsic weights, see Section 6.4.
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Figure 6.4: Example fragment of the Intrinsic Weight SW matrix
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Figure 6.5: Example fragment of the Intrinsic Weight VW matrix

6.3.2

Step 2: Selection of the Best Mappings to Schema
Terms

This step receives as input the SW sub-matrix and it outputs a series of
mappings of keywords to schema database terms, denoted by M1S , M2S , . . .,
MnS . Each mapping MiS is partial, i.e., not all the keywords in a query are
associated to some schema term in that mapping. The unmapped keywords
are considered to specify a value database term (i.e., an attribute value) and
are treated in the step 3 (see Section 6.3.3). The selection of the keywords to
remain unmapped is based on the SW sub-matrix and a cut-off threshold.
So, keywords with low weights in SW are not considered in the partial
mappings.
As we previously mentioned, a mapping of an individual keyword to a
specific schema term (i.e., an assignment) may influence the assignments of
the rest of keywords in the query, since there exist interdependencies among
the different keywords in the query. So, when an assignment of a keyword is
performed, the weights of SW are accordingly adjusted to take into consideration the contextual weights provided by the assignment. The generation
of the mappings and the adjustment of the weights in SW are performed by
our extension of the Hungarian algorithm, that is described in detail in Section 6.6. For the previous example, considering the SW sub-matrix shown
in Figure 6.4, a possible partial mapping MiS is the one representing the
association of the keyword “Workers” to the schema database term Person
and the association of the keyword “Department” to the term Department.
Among the different partial mappings that may exist, only those that
have a score higher than a certain threshold are generated. The score of a
mapping is the sum of the weights of the assignments of keywords to schema
database terms. There is no golden rule to set the threshold value, but it
depends on the expectations that we wish for the system. The higher the
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threshold value is, the lower the number of configurations is, and consequently, the smaller the number of generated interpretations is. Nevertheless, the higher the threshold value is, the higher the quality of the generated
interpretations is. In contrast, the lower the threshold value is, the higher
the number of interpretations but the smaller the confidence of these such
interpretations. This fact can be observed in the experimental evaluation of
the system presented in Section 6.8.

6.3.3

Step 3: Contextualization of V W and selection of the
Best Mappings to Value Terms

This step receives as input a series of partial mappings of keywords to schema
database terms M1S , M2S , . . .,MnS and, for each partial mapping MiS , it outV , M V , . . ., M V
puts a series of partial mappings Mi,1
i,2
i,mi that associate the
S
unmapped keywords in Mi to value database terms, i.e., to the terms representing attribute domains. The mappings of keywords to value database
terms are computed by analyzing the sub-matrix V W in a process with two
phases.
In the first phase, the intrinsic weights stored in the VW sub-matrix,
generated in Step 1 (see Section 6.3.1), are updated to consider the influence
of the mappings of keywords to schema elements provided by MiS . So, for
each partial mapping MiS , a sub-matrix V Wi is created. This phase of the
process is called contextualization of the VW sub-matrix, and it is based
on the observation that users form queries in which keywords referring to
the same or related concept are adjacent or at least neighboring [TWRC09,
KT09]. Thus, when a keyword is mapped to a schema term, it becomes
more likely that an adjacent keyword should be mapped to a value in the
domain of that schema term. The contextualization process increases the
weights of the respective value database terms to reflect exactly that.
For the previous example, considering the VW sub-matrix shown in Figure 6.5 and the partial mapping obtained in the previous step, we update
the SW sub-matrix shown in Figure 6.5. In Step 1, the keyword “CS” was
considered to be equally likely the name of a person or department, an area,
or an address. When in Step 2 the keyword “workers” and the keyword
“department” were associated to Person and Department, respectively, the
confidence that “CS” should be mapped to the name of a department was
increased. So, in Step 3, the weight between that keyword and the value
database term representing the domain of the attribute DName of the table Department is increased (see Figure 6.6). For more details about the
contextualization process, see Section 6.5.
In the second phase, given an updated V Wi sub-matrix, the most prominent mappings of the remaining unmapped keywords to value database terms
are generated. The mappings are generated by using again our adapted version of the Hungarian algorithm (see Section 6.6), where the weights are
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Figure 6.6: Example fragment of the contextualized Value Weight submatrix (VW)

updated when an assignment is performed. The result of this phase is a seV , with k=1..m , where i identifies the mapping
ries of partial mappings4 Mi,k
i
MiS on which the computation of the sub-matrix V Wi used as input to this
phase was based.
For the previous example, considering the SW sub-matrix shown in Figure 6.4 and the V Wi sub-matrix shown in Figure 6.6, the most prominent
S is the one representing the association of the keyword “CS”
mapping Mi,k
to the vale database term Dname.

6.3.4

Step 4: Generation of the Configurations

V together with its associated mapIn this step, each pair of a mapping Mi,k
ping MiS is considered a total mapping of the keywords to database terms,
forming a configuration Ci,k . The score of the configuration is the sum of
the scores of the two mappings, or the sum of the weights in the weight
matrix of the elements [i, j] where i is a keyword and j is the database term
V or M S .
to which the keyword is mapped through Mi,k
i
For the previous example, considering the SW sub-matrix shown in Figure 6.4 and the V Wi sub-matrix shown in Figure 6.6, the configuration
Ci,k with the biggest score is the following one: Ci,k (“Workers”) = Person,
Ci,k (“Department”) = Department, and Ci,k (“CS”) = dom(Dname). The
score of this configuration is 243.

6.3.5

Step 5: Generation of the Interpretations

This step focuses on the generation of interpretations, i.e., SQL queries, from
the configurations obtained previously. Moreover, it also ranks the generated queries according to their scores. The score of an interpretation is the
score of its respective configuration. Recall, however, that a configuration
is simply a mapping of the keywords to database terms. So, the presence
of different join paths among the selected terms produces multiple interpretations. Therefore, different strategies could be used to refine the ranking
of the interpretations. A popular option to rank SQL queries is the length
of the join path of the terms involved in the queries [KMS06], but other
4

These mappings are partial because they only consider value database terms.
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heuristics are found in the literature [HP02]. Nevertheless, we would like
to emphasize that the generation of interpretations from the selected terms
and their ranking is not the main focus of our work, and other approaches
such as the ones proposed in [HP02, KMS06] could be used in combination
with our proposal.
We adopt a greedy approach that computes a query for every alternative
join path. In particular, we construct a database graph in which each node
corresponds to a database term. An edge connects two terms if they are
structurally related, i.e., through a table-attribute-domain value relationship, or semantically, i.e., through a referential integrity constraint. Given
a configuration, we mark all the terms that are part of the image of the
configuration as “selected”. After that, we run a breadth-first traversal
(that favors the shortest paths) to find the paths that connect the selected
components of the graph (if possible).
For each possible join path, an SQL query (i.e., an interpretation) is
constructed by using the “selected” database terms and the terms involved
in the path to connect them. The considered tables are included in the from
clause, each edge that connects an attribute (Ai ) to other attribute (Bj ) or
to its domain (dom(Ai )) generates an equality constraint in the where clause
(i.e., Ai = Bj or Ai = kk where C(kk ) = dom(Ai ), respectively), and finally,
the select clause is created with the candidate keys of the involved tables
and the selected attributes whose value is not predefined. The final order of
the generated interpretations is determined by the way the different paths
are discovered and the cost of the configuration on which each interpretation
is based.
As an example, let us consider the configuration shown in Section 6.3.4
for the step 4, i.e., Ci,k (“W orkers”) = Person, Ci,k (“Department”) = Department, and Ci,k (“CS”) = dom(Dname). The first interpretation obtained
is the following one:
select P.Name, id, Dname
from Person P JOIN Affiliated A ON (P.name=A.professor)
JOIN Department D ON (A.Department=D.id)
where D.DName=‘CS’ AND
D.id=A.Department AND A.Professor=P.Name
It is important to point out that a certain interpretation can be obtained from different configurations. So, a post-processing analysis and the
application of data-fusion techniques [NBBW06] can be used to deal with
this issue. This is not the main focus of our work, but we are interested in
considering it for future extensions of Keymantic.
Finally, we would like to emphasize that if the thresholds used in the
different steps of the generation process are decreased to zero, then our
technique is able to generate all the possible interpretations that can be
defined on a database, even the most unlikely. The thresholds serve only
to exclude from the results possible interpretations that are not likely to
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represent the semantics of the keyword query, while the weights are used to
provide the basis of a ranking metric.

6.4

Computation of Intrinsic Weights

To determine the intrinsic weights, we need to compute the relevance between each keyword in the query and every database term. Some fundamental information that can be used to achieve this goal is the schema information, which is usually available. It includes the table and attribute names,
the domains of the attributes, and referential and integrity constraints, such
as candidate keys and foreign keys.
If it is possible to access to the catalog tables of the database, assertions
about the contents of an attribute (e.g., syntactic descriptions such as regular expressions) can be also considered and lead to a better matching of
keywords to value database terms, since they offer indications on whether
a keyword can serve as a value for an attribute or not. Nevertheless, there
already exist many works that offer typical syntax for common attributes
such as phone numbers, addresses, etc. [RB01], and that have been used
extensively and successfully in other areas. So, these works are an alternative source for obtaining that syntactic information. In the same spirit,
relevant values [BSGO07], i.e., clusters of values of an attribute, are also
valuable auxiliary information because they are a subset of the domain of
the attribute.
Furthermore, nowadays, there is a large volume of grammatical and semantic information that is publicly available on the Internet and that can be
used as a service; for example, the popular lexical thesaurus WordNet [Mil95]
and many domain ontologies provided by different communities.
In this section, firstly, we detail how we compute the intrinsic weights
between the keywords in the user query and the schema database terms.
After that, we focus on how we compute the intrinsic weights between the
keywords and the value database terms.

6.4.1

Intrinsic Weights for Schema Database Terms

Finding matches between the flat list of keywords and the schema database
terms is a task similar to schema matching [RB01]. So, we follow an analogous approach in which we use different similarity measurements. Thus, we
use the string similarity measurements that are available in [CRF03], such
as Jaccard, Hamming, Levenshtein, etc., in order to cover a wide spectrum
of situations that may happen5 . Nevertheless, Keymantic is independent
5

Each one of the measurements available in [CRF03] performs well under different
domains.
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of the selected technique and the best choice depends on the context of
application.
Unfortunately, string similarity may fail in highly heterogeneous environments due to the lack a common vocabulary. Therefore, we also consider
semantic similarity measurements in order to capture the meanings of the
keywords and database terms, and not only their syntax. Thus, we use
public ontologies, such as SUMO6 , and lexical resources, such as WordNet,
that provide synonyms, hypernyms, hyponyms and other terms related to
a given word. In particular, when a new relational source is entered in the
system, for each database schema element we build five sets of related terms:
synonyms, hypernyms of first and second level, and hyponyms of first and
second level. These sets are used to compute the semantic similarity between the database terms and the user keywords. The creation of the right
indexes on these pre-computed sets allows an efficient computation of the
intrinsic weights for the keyword queries.
Algorithm 2 describes the computation procedure of the intrinsic schema
weight matrix SW . The system uses several default methods that represent
the state of the art in the area (StringSimilarity, SynonymSimilarity,
etc.), but additional methods can be easily incorporated. Each method takes
as input two strings and returns their respective similarity in a range [0 − 1].
We trust the method that outputs the highest similarity. Nevertheless, if a
similarity value between a keyword and a schema database term is smaller
than a specific threshold (which is a configuration parameter of the system),
then that similarity value is discarded and the similarity is considered to be
0. If the threshold is set to a high value, then only highly similar items will
be considered. In contrast, if the threshold is set to a low value, then the
opposite effect will happen. There is no single globally applicable correct
value. So, a good threshold value is determined by experimentation and it
depends on the kind of data on which the algorithm is applied.
Notice that, at the end of the procedure ComputeISW , there might be
rows in the matrix SW containing only zeros. These rows represent keywords
that are not similar enough to any of the schema database terms. So, they
are considered later as candidates for mapping to value database terms, i.e.,
domains of the schema attributes.

6.4.2

Intrinsic Weights for Value Database Terms

The intrinsic weights of the initial sub-matrix VW represent the possibility
that a keyword belongs to the domain of an attribute of a table, i.e., it is
a possible value for the attribute. To compute these intrinsic weights, we
consider information about the domains of the attributes of the database, if
it is available, and we use semantic relatedness measurements.
6

http://www.ontologyportal.org
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Algorithm 2: Intrinsic SW Matrix Computation
Input:

Q: Keyword Query
T : Schema Database Terms
Output: SW matrix
ComputeISW(Q,T )
(1)
SW ← [0, 0, . . . , 0]
(2)
Σ ← {SynonymSimilarity(w,t), HyponymsSimilarity(w,t), HypernymsSimilarity(w,t), StringSimilarity(w,t), ... }
(3)
foreach w ∈ Q
(4)
foreach e ∈ T
(5)
sim ← 0
(6)
foreach m ∈ Σ
(7)
if m(w, e) ≥ sim
(8)
sim ← m(w, e)
(9)
if sim ≤ threshold
(10)
sim ← 0
(11)
SW [w, c] ← sim ∗ 100

A keyword can be mapped to the domain of an attribute only if it is
compatible with the type of the attribute (e.g., String, Integer, etc.). So,
firstly, if information about the type of attribute is available then the system
performs a comparison between the keyword and the attribute type in order
to check if they are compatible. Generally, this test is performed against the
regular expressions that define the attribute domains (if they are available).
Furthermore, if information about the possible values that an attribute can
accept is available by means of a list of possible values or by means of clusters
of relevant values [BSGO07], then no other measurement is considered and
the maximum weight is established.
Secondly, we exploit the semantic relatedness measure relGoogle(x, y)
(i.e., e−2N GD(x,y) ) defined in Section 3.3.1. In particular, the system computes the semantic relatedness of every pair <keyword, name of attribute>
in order to get an indication of their degree of relatedness. Notice that
these values do not represent the similarity between the keyword and the
name of the attribute considered, but they consider the relatedness, due to
the fact we are interested in the domain of the attribute. Nevertheless, the
system can easily incorporate additional semantic comparison techniques
based on external knowledge sources, such as the techniques enumerated
in [KRSW08].
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Contextualization of Weights

The contextualization of weights, as we previously mentioned, considers
the interdependencies among the mappings of the different keywords in the
query. In order to perform this process, we consider the three following rules.
The first rule establishes that the confidence of a keyword corresponding to
an attribute (respectively, a relation) is increased if an adjacent keyword is
mapped to the relation it belongs (respectively, one of the attributes of the
relation). This rule is based on the fact that, sometimes, users provide more
than one specification for a concept in a keyword query. For example, they
may use the keyword “Person” before the keyword “Name” to specify that
they request the name of a person. The second rule is analogous to the first
one but it applies on the value weights instead of on the schema weights.
The third rule establishes that the confidence of a keyword corresponding
to a value database term depends on the mappings of other keywords to
schema database terms.
In our process of generation of interpretations (i.e., SQL queries) from
keyword queries, the contextual weights are computed:
1. In Step 1, when the most prominent partial mappings of keywords to
schema database elements are selected.
2. In the first phase of Step 3, when the updating of the sub-matrix VW
is performed in order to consider a specific partial mapping MiS .
3. In the second phase of Step 3, when the most prominent partial mappings of the remaining keywords to value database elements are selected.
In the following, we focus on the updating of the initial sub-matrix VW from
a partial mapping MiS . In the next section, we provide details about the
contextualizations that happen in the selection of the prominent mappings
by means of our extension of the Munkres algorithm.

Contextualization of the Value Weights Sub-matrix
As we previously mentioned, this process takes as input an ordered list of
keywords q (i.e., a keyword query), a partial mapping of the keywords in q
to schema database terms (MiS ), and the initial sub-matrix VW. As a result,
it outputs the sub-matrix VW updated according to MiS , i.e., V Wi .
Let q S be the ordered list of keywords from q that are mapped to some
schema database term according to MiS . We define the notion of free trailing
keywords of a keyword k, denoted as T (k), to be the maximum set k1 , k2 ,
. . . km , of consecutive keywords in q that are between two keywords ks and
ke in q such that: i) ks = k, ii) s < e, iii) ks and ke are elements of q S ,
and iv) none of the elements ki of the set {k1 , k2 , . . . km } belongs to the
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list q S . In a similar way, we define the notion of free preceding keywords
of a keyword k, denoted as P (k), to be the maximum set of consecutive
keywords preceding k that are not mapped to schema database terms (i.e.,
k plays the role of ke in the previous definition).
The contextualization starts off with a pre-processing step where the
rows of V W corresponding to keywords in q S are set to zero. The goal of
this initialization is to guarantee that those keywords are not mapped to
value database terms. After that, the weights of the rest of the rows are
updated in three phases (see Algorithm 3 for an overview).
Algorithm 3: Contextualizing Value Weight Matrix VW
MiS : Partial keyword assignment to schema database terms
q
: Keyword query
SW : Schema intrincic weight sub-matrix
V W : Value intrinsic weight sub-matrix
Output: Updated VW sub-matrix (V Wi )
Input:

ComputeCVW(SW , V W , MiS )
(1) foreach k ∈ q
(2)
t ← x: ∃ (k, x) ∈ MiS
(3)
if t = null
(4)
continue
(5)
if t is a relation R
(6)
foreach attribute A of R
(7)
foreach k 0 ∈ T (k) ∪ P (k)
(8)
V W [k 0 , R.A] ← V W [k 0 , R.A] + ∆w
(9)
else if t is an attribute A of a relation R
(10)
foreach attribute A0 of R with A0 6=A
(11)
foreach k 0 ∈ T (k) ∪ P (k)
(12)
V W [k 0 , R.A] ← V W [k 0 , R.A] + ∆w
(13)
foreach attribute A0 of R0 s.t. ∃ join path from A0 to A
(14)
foreach k 0 ∈ T (k) ∪ P (k)
(15)
V W [k 0 , R.A] ← V W [k 0 , R.A] + ∆w

Firstly, for each keyword k mapped to a relation Rx through the mapping MiS , the weights of the trailing and preceding keywords (T (k) and
P (k)) that represent the domains of the attributes of the relation Rx are increased by a constant value ∆w. The rationale of this action is that queries
typically contain keywords that are generic descriptions for the values they
provide. For example, “Person Bill”, “Department CS”, etc., which means
that consecutive keywords may correspond to a relation and a value of one
of that relation’s attributes.
In the second phase, for each keyword k mapped to an attribute name A
through the mapping MiS , the weights of the trailing and preceding keywords
(T (k) and P (k)) that represent domains of attributes in the same relation
as A are increased by a constant value ∆w. The rationale of this rule is that
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consecutive keywords may represent value specification and related values.
For example, the query “Name Bill Databases” intended to ask about the
person called Bill who works in the area of databases.
In the third phase, for each keyword k mapped to an attribute name A
through the mapping MiS , the weights of the trailing and preceding keywords
(T (k) and P (k)) related to domains of attributes related to A through some
join path are increased by the constant value ∆w. The rationale of the rule is
that users use keywords referring to concepts that are semantically related,
even if these concepts have been modeled in the database in different tables.
For example, if the keyword query was “Phone Tribeca” then the user would
not be likely asking for the phone number of Tribeca because generally people
is not named Tribeca. However, if the keyword “phone” was mapped to the
schema name Person, then the keyword “Tribeca” would likely represent
the address of some person or department, i.e., the intended semantics of
the keyword query would be likely finding the phone number of the persons
or the departments that are on the Tribeca street.
Finally, we would like to point out that the increase of the weights (∆w)
can also be a percentage, instead of a constant, but our experimentations
have shown no significant differences.

6.6

Selection of the Best Mappings

One of the main tasks in Keymantic is the selection of the most prominent
mappings given a weight matrix. As we previously mentioned, this problem is known as the assignment problem [BDM09] but traditional solutions
cannot satisfy our requirements. Firstly, because we need not only the best
mapping, but a ranked list of the possible mappings, or at least the top-k
mappings; and secondly, because we need a solution that, during the computation of the mapping, takes into consideration inter-dependencies among
the different assignments, i.e., the updating of the contextual weights. Due
to these reasons, we have adapted the popular systematic Munkres algorithm
(also known as Hungarian algorithm) [BL71]. The adapted version (see Algorithm 4) does not stop after the generation of the best mapping but it
continues to the generation of the second best, the third, etc. Furthermore,
in the adapted version some of the internal steps (denoted in Algorithm 4
as HungarianExt ) have been modified so that the weight matrix is dynamically updated every time that an assignment of a keyword to a database
term is decided.
The execution of the extended algorithm consists of a series of iterative
steps that generate a mapping with a maximum score. Once a mapping is
obtained, the weight matrix is modified accordingly to exclude that mapping,
and the process is repeated to compute the mapping with the second largest
score, and so on. In the rest of this section, we detail this process.
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Algorithm 4: Selection of the best mappings
Input:
I(iij ) where I ≡ SW or I ≡ V W
Output: M I = {M1I , . . . , MzI }: Mappings generated by I
Mapping(I,
WM AX )
S
(1)
ipt ←
PHungarianExt (I)
(2)
W ← Sipt
(3)
MiI ← ipt
(4)
if (W > T hresholdBestM appings ∗ WM AX )
(5)
WM AX ← S
W
(6)
M I ← M I MiI
(7)
while (W > T hresholdBestM appings ∗ WM AX )
(8)
foreach ipt ∈ MiI
(9)
ipt ∈ I ← −100
(10)
M apping(I, WM AX )

The maximum weight of each row is first identified and characterized
as maximum. If the characterized as maximum weights are all located in
different columns, then a mapping is generated by associating, for each of the
characterized as maximum weights, the keyword and the database term that
correspond to its respective row and column. On the other hand, if there is a
column containing more than one weight characterized as maximum, all the
maximums in the column except the one with the maximum value lose their
characterization as maximum. This last action means that some of the rows
are left without a characterized weight. The values of the weights in these
rows are then updated according to a number of contextual rules mentioned
in Section 6.5. This is the effect of the mapped keywords on those that have
remained unmapped.
After that, for each row with no characterized weight, the one with the
maximum value that belongs to a column corresponding to a database term
different from the previous one is selected and characterized as maximum. If
this leads to a matrix that has each characterized weight in a different column, then a mapping is generated in the same way as previously. Otherwise,
the process of un-characterizing some of the values previously described is
repeated.
Once a mapping of all the keywords has been formed, it is included
in the set of mappings that is returned by the algorithm. Then, the algorithm needs to be repeated to generate additional mappings. To avoid
recomputing the same assignments, the algorithm is re-executed cyclically
with a new matrix as input. The new matrix is the old one modified to
exclude mappings that have already been considered in previous runs of the
algorithm. This is done by setting the values of the respective weights to
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a large negative number, forcing the algorithm to never select them again.
This whole process is repeated until the scores of the mappings that the
algorithm generates fall below some specific threshold. By construction, the
most prominent mapping is the one that is first reported by this task.
The original Hungarian algorithm for rectangular matrices has an O(n2 m)
complexity [BL71], where n would be the number of keywords and m the
number of databases terms. Extending the algorithm to consider contextual
weights brings the complexity to O(n3 m2 ). This behavior is due to the fact
that an assignment may affect any other assignment, and [(n − 1) (m − 1)]
weight updates may take place in the worst case. Nevertheless, this worst
case rarely happens, since only a subset of the matrix is updated in each
iteration and, due to the threshold considered, not all the possible updates
are evaluated.
In the following section, we illustrate with an example the main steps of
the algorithm.

Running Example of the Selection of the Best Mappings
Figure 6.7 illustrates a VW matrix similar to the one of Figure 6.6, but with
additional keywords to better show the steps involved in the selection of the
most prominent mappings.
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Figure 6.7: Evolution of the weight matrix during the selection of a mapping
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The initial version of the weight matrix is the one composed of the first
seven lines. The lines of the keywords “workers” and “department” remain
unchanged because those keywords are mapped to schema database terms,
and for this reason they are omitted in the subsequent versions of the weight
matrix. The weights in lightly-shaded cells are those characterized as maximums. Each one is the largest weight in its row. Notice that for the column
Name there are more than one weight characterized as maximum. Due to
this reason, only the largest one (i.e., 46) is kept. This fact leaves the row
of keyword “Hopkins” with no weight characterized as maximum.
The second VW matrix is illustrated in Figure 6.7. The three characterized weights suggest a mapping for the keywords “CS”, “Mary” and
“Summerhill”. Given these mappings, the weights are adjusted to reflect
the inter-dependencies according to the contextual rules. For example, the
mapping of “CS” to the database term DName triggers an increase in the
weights of the database terms on the attributes in the same table for the
rest of keywords.
The result of the firing of the contextual rules is the third matrix in
Figure 6.7. In the updated matrix, the highest value for the row of the
keyword “Hopkins” is 49, which is in the column P.Name, but cannot be
chosen since the keyword “Mary” is already mapped to it. The same applies
for the second largest weight in the row, which is 42. The third largest
weight, 41, is in a column of a database term that no keyword is mapped
to. So, it ends up being characterized as maximum.
The final outcome is the fourth matrix of Figure 6.7 and, based on this,
the configuration that assign the keywords “CS”, “Hopkins”, “Mary” and
“Summerhill” to the database terms DName, Director, Name and P.Address,
respectively. This mapping is added to the results generated by the algorithm. After that, the mapping is considered again to generate a new input
for the algorithm. Four new matrices are derived from it, each one having
one of the weights that was in a lightly-shaded cell in the last matrix reduced
to a negative value (−100 in our prototype). For each matrix obtained, the
whole process starts again from the beginning.

6.7

Presentation of Results to the User

In contrast to other approaches that return directly tuples, we offer the user
the opportunity to browse the SQL queries in order to offer the user details
about how her or his query is interpreted by the system (see Figure 6.8). So,
the user can refine her or his query, or can select an interpretation different
from the one ranked in the top position. Notice that, as we previously
mentioned, the final order of the generated interpretations (i.e., the SQL
queries) is determined by the way the different paths are discovered and the
cost of the configuration on which each interpretation is based. However, the
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user can be interested in a non-popular interpretation (i.e., an SQL query
that is not in the top position). So, all the generated queries are accessible
to the user.

Figure 6.8: Interface of Keymantic to show the generated queries
Finally, we would like to emphasize that Keymantic can also be used as
a tool to provide users with an insight on the way the data of interest is
structured in a data source. Instead of browsing a possibly large complex
schema, a user can pose a keyword query describing the information of
interest, and discover tables, attributes, join paths, etc., by analyzing the
information shown in the graphical interface. In other words, in case of
exploratory search, the user could use the generated interpretations as a
way to explore an unknown data source and understand its semantics.

6.8

Experimental Results

We have developed a prototype to evaluate Keymantic in a detailed and
systematic way. Our prototype was developed in Java 1.6 and uses Java
Database Connectivity (JDBC) drivers to communicate with the relational
database source to be queried (without accessing information about its extension). For experimental evaluation, it is executed on a 32-bit Centrino
Duo vPro windows machine with 3GB of RAM.
Due to the lack of a standard benchmark to evaluate keyword-based
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search techniques for relational data sources [Web10], we decided to create our own benchmark. Generating a synthetic dataset from the set of
queries submitted to a keyword-based search engine was not a viable alternative because our approach is oriented to applications that depend on the
user semantics, and such sets do not provide that information. Moreover,
a direct comparison with other keyword-based search approaches is not fair
because the different techniques make different assumptions and have different goals; for example, most existing approaches assume the availability
of the contents of the database, i.e., its extension, to be indexed. Therefore,
for our experiments, we asked real users to create two data sets alongside
their intended meanings. In particular, for experimental evaluation, we considered two different data sources: 1) a database containing information
about courses, professors, students, publications, and other academic issues,
and 2) the well-known Internet Movie DataBase (IMDB database), that is
available at the website http://www.imdb.com.
A total of 29 real users were asked to provide a set of keyword queries
for the two scenarios considered along with a natural language explanation
about what they were looking for (the intended semantics of their keyword
queries). Notice that these users had no access to the schema information
about the data sources, but they were provided with a brief explanation in
natural language about the contents of the data sources. Moreover, they
were not technical experts. After the recollection of queries, a database
administrator translated each keyword query in an SQL query that complies
with the intended semantics of the user query according to the explanation
given in natural language. Nevertheless, it must be emphasized that, due
to the fact that several queries were vague, high-level, and of exploratory
nature, some of them were translated into more than one SQL query. In this
way, we obtained a set of 99 and 44 different queries to evaluate Keymantic
on the university database and on IMDB, respectively.
In the experimental evaluation, firstly, we study the nature of the keywords in the query because we would like to check if a significant number
of keywords refer to schema information or not (see Section 6.8.1). This is
interesting because our approach is based on this information. Secondly, we
focus on the ability of the prototype to capture the user’s intended semantics
of the queries (see Section 6.8.2). After that, we analyze the performance of
the system with respect to the size of the queries and data sources considered (see Section 6.8.3). Finally, the values of the configuration parameters
are also studied (see Section 6.8.4).

6.8.1

Nature of Keyword Queries

In this experiment we consider the keyword queries and the SQL queries
describing the intended semantics of the user queries, and we determine
the percentages of keywords in a query that correspond to schema database
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terms according to the interpretations created by the administrators of the
data sources (i.e., according to the SQL queries).

University
IMDB
Total

Number of
Queries
99
44
143

AVG( Keywords
per query)
2.95
2.87
2.90

% Schema
Terms
54 %
60 %
58 %

% Value
Terms
46 %
40 %
42 %

Table 6.1: Nature of the keyword queries used in the experimental evaluation

The results shown in Table 6.1 indicate that there is no significant differences between the two databases, and that a significant number of the
keywords in the keywords queries (58% on average) refer to information
contained in the meta-data and not in the data; in particular, 54% of the
keywords for the database of the university and 60% of the keywords for
IMDB.

6.8.2

Keyword Meaning Identification

To measure the effectiveness of our technique, we tested whether the queries
created by the database administrator are among the ones generated by
Keymantic by taking as input their respective keywords queries. Notice
that, for each keyword query, our approach generates a number of different
configurations and selects those that have a score above a certain threshold.
So, we also measure how often the target queries defined by the database
administrators are on the top position7 . In any case, the selected threshold
plays an important role, as when its value is set to zero then all the possible
SQL queries are generated. Nevertheless, in this experiment we keep the
default value for the threshold8 , and we analyze the results by considering
different thresholds in Section 6.8.4.
The results of this experiment are illustrated in Figure 6.9. The first
interpretation computed by our approach represents the intended semantics
of the input keyword query for 67% of the keyword queries of the university
scenario, and for 56% of the keyword queries of the IMDB scenario. Nevertheless, notice that the percentages of target queries generated are 80%
and 76% for the university and IMDB scenarios, respectively. In the IMDB
scenario the results are worse than in the university scenario due to the fact
that the IMDB schema contains many nested tables with very similar structures, i.e., they have the same name of attributes and very similar datatypes.
7
In case the administrator has generated more than one SQL query for a keyword
query, then we consider multiple copies of the keyword query, each one associated to only
one SQL query.
8
The default value of this threshold is 90%, i.e., only the interpretations whose score
is a 10% smaller than the score of the most prominent SQL query are shown to the user.
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Figure 6.9: Success in finding the intended semantics of the keyword queries

6.8.3

Time Performance

To measure the efficiency of Keymantic, we study its time performance with
respect to two different parameters: the type of input query and the size of
the intension of the database to be queried. The former considers not only
the number of keywords in the query, but also which types of elements they
represent in the database, i.e., whether the keywords correspond to schema
or value terms. The latter considers the variation in the size of the schema of
the data source, as our approach assumes no direct access to the instances.
Moreover, these factors are actually related to the two dimensions of the
weight matrix (see Section 6.3).
We created fractions of different sizes (of 25, 50, 100 and 200 schema
database terms) of the original evaluation data sources and measured the
time to compute the interpretations in each fraction. The results are shown
in Figure 6.10 where the X-axis represents the type of input query by means
of a string. Each character in the string corresponds to a keyword in the
query and it can be “S” or “V”. The value “S” indicates that the corresponding keyword in the original query is associated to a schema database
term in the interpretation created by the database administrator, and “V”
indicates that the keyword is associated to a value database term. For example, “SVS” represents the set of keyword queries in which the first and
the last keyword are associated to a schema term while the second keyword
is associated to a value term.
The response time increases with the number of keywords in the input
query. When most keywords are mapped to schema terms, this increase is
quite smaller than when most of them are mapped to value terms. Due to the
fact that, generally, a keyword representing a value (“V”) may correspond
to any database value (as there is no information about the extension), an
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Figure 6.10: Time performance for different database sizes and query types

increase in the response time for each new keyword of this type is expected.
Nevertheless, the experiments show that it is smaller due to the fact that the
metadata, the auxiliary information, and the contextual rules significantly
restrict the number of possible mappings. Only in the last case, where we
consider queries with 5 keywords and only one corresponding to a schema
term, the response time increases considerably.
Measuring the overall time needed to access data from an interpretation
(an SQL query) may provide another interesting evaluation, but this would
involve the evaluation of the query engine performance, which is out of the
scope of our work. Nevertheless, in our experiments we notice that the
overall time is highly related to the number of results retrieved and the
number of join operations required. It ranges from some tenths of a second
for selective queries involving one table to a few minutes for general queries
(e.g., in the IMDB scenario, the keyword query “film” takes 0.19 seconds
and retrieves 166 936 records; the keyword query “actor film 2007” takes 1
minute and 40 seconds and retrieves about 2.7 millions records).

6.8.4

Algorithm Customization

To evaluate the effect of the threshold value used for filtering out mappings
in the behavior of our system, we have experimented with the same set of
keyword queries but with different levels of the threshold. As it is expected,
a selective threshold, i.e., a high value for the threshold, reduces the number
of results (see Figures 6.11 and 6.12) and the response time (see Figures 6.13
and 6.14).
A study of the results also allows us to observe that different numbers
of queries can be obtained for the same threshold value, as the queries generated also depend on the specific keyword query and on the schema of the
data source. In particular, the university database is composed of a few
tables with a large number of attributes. On the other hand, the IMDB
database contains many related tables with only a few attributes.
We also study the interpretations, i.e., queries that can be generated
by the configurations. The results have shown that in 40% of the cases
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Figure 6.11: Configurations generated for the IMDB data source

Figure 6.12: Configurations generated for the University data source

Figure 6.13: Time Performance for the IMDB data source
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Figure 6.14: Time Performance for the University data source

the generated configurations have more than one interpretation (i.e., several
possible SQL queries). To select the best one, we experimented with various
proposals found in the literature, like minimum join paths, but we have not
found an optimal solution that can give the correct interpretation in all the
different situations.

6.9

Related Work

Keyword-based searching techniques over relational data sources has received considerable attention in the last decade. The first keyword-based
systems for relational dabases (e.g., Discover [HP02], Banks [ABC+ 02],
and DBXplorer [ACD02]) were created in the first years of the current
millennium, but other interesting proposals have been created since those
years [YQC10, CSS10]. Most approaches build special indexes on the contents of the data source, and then they use those indexes to identify where
the keywords of the queries appear. Thus, many approaches use inverted
indexes and others (such as DBXplore) use symbol tables. A symbol table
is an index consisting of triples hvalue, attribute, relationi and used to map
every value in the extension to its schema information.
Once the keywords are located in the data sources, the systems discover
the different ways by which the respective tuples are connected, forming
the so-called joining network of tuples. This joining network usually becomes the information unit returned to the user. Discover [HP02] provides
a technique for computing a total and minimal joining network. A joining
network is total if each keyword query is contained in at least one tuple of
the network, and minimal if the removal of any tuple makes the network no
longer total. Banks [ABC+ 02] follows a similar approach, but it employs
an algorithm based on Steiner trees to discover how the tuples are associ-
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ated. More recent approaches [QYC09] are oriented to reduce the number of
tuples that need to be considered, in order to improve previous techniques.
As in the above approaches, our system also tries to identify the possible
intended semantics of the input query and rank the different possibilities.
Nevertheless, our techniques to achieve those goals are different. The main
difference is that we do not assume a priori access to the extension of the
data source to be queried (i.e., its instances), so our approach does not
require to build and exploit any kind of index on the extension. Moreover,
under such an assumption the previous works return no results, since they
do have no way to determine where the keywords appear. So, our approach
can be used in a different context. The recent prototype Keyry [BGRV11b,
RBG11] has the same goal as Keymantic but it is based on a different model.
Keyry adopts a probabilistic approach based on the Hidden Markov Model
(HMM) and the Viterbi algorithm [For73], for mapping user keywords into
database terms, instead of using an adaptation of the Munkres algorithm as
in Keymantic.
The idea of using schema information and semantic information to match
keywords and database terms has been considered in other approaches, such
as [LYMC06]. However, those systems are limited to the knowledge provided
by WordNet and they perform matching by means of a semantic similarity
measure between two terms (one coming from the query, i.e., between a keyword and a database term) [RB01] without considering the context. Moreover, they use the schema information to perform optimizations after they
find the appearances of some keywords of the query in the extension of the
data sources. Our approach goes further by combining not only semantic
similarity techniques, but also structural and contextual information, and
besides it does not require knowledge about the data instances.
Another feature that differentiates our work from the previous techniques
is that we map keywords to schema elements that form the possible interpretation (i.e., the SQL queries), instead of mapping them to the tuples
themselves [TL08]. This allows the system to present the user the possible interpretations without performing any query evaluation (i.e., without
retrieving instances). Therefore, the user can refine the query before confirming the interpretation to be considered. Of course, this is an optional
step, but in highly heterogeneous environments, this is a successful way of
verifying the generated semantics [PVM+ 02].
As we previously commented in Chapter 5, there exist numerous recent
research efforts whose goal is querying ontologies in different formats (e.g.,
RDF, OWL, etc.) from keyword queries [ZWX+ 07b, TWRC09, ZZM+ 09b,
ULM08]. Most of these systems consider specific properties of the semantic
repositories, and provide users either with sets of triples of the data source
where the keywords appear, or with ranked lists of SPARQL queries that try
to capture the intended semantic of the keyword query. However, as most
keyword-based search systems for relational data sources, they still require
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the construction of specific indexes on the extension of the sources to be
queried.
Our effort can also find applications in the field of graphical tools that
assist the user in formulating queries [NJ07]. By finding the different interpretations of a keyword query, we could detect related schema structures,
make suggestions, and guide the user in the query formulation. Furthermore, in cases of exploratory search, the user could use the generated interpretations as a way to explore an unknown data source and understand its
semantics.

6.10

Summary of the Chapter

Along this chapter, we have presented Keymantic, a system whose goal is
to translate keyword queries into SQL queries by assuming only intensional
knowledge about the relational data source (information about the schema,
and some publicly available auxiliary information). So, this system could
be used in scenarios where there is no direct access to the contents of the
relational sources, such as sources of the deep web and Information Integration Systems that operate with wrappers with limited query-answering
capabilities.
Firstly, we have indicated the motivation of the elaboration of the work
presented in this chapter by means of a motivation example, and we have
also formalized the problem of translating keyword queries into SQL queries
over a relational data source. Secondly, we have briefly described the main
steps of the system proposed to translate keyword queries into SQL queries:
1) computation of weights between the keywords in the query and the
database terms, 2) selection of the best mappings to schema terms, 3) selection of the best mappings to value terms, 4) generation of configurations,
(i.e., mappings), and 5) generation of interpretations, (i.e., SQL queries).
Thirdly, we have explained in detail the adaptation of the Munkres algorithm to perform the previous steps, and we have described how the results
of the system are presented to the users.
After that, we have shown the results of the experimental evaluation
that we have performed in order to show the effectiveness and feasibility of
our proposal. In particular, we have studied four aspects: 1) the features
of the keyword queries submitted by a set of users in two specific scenarios,
2) the ability of the prototype to capture the intended semantics by the users
for the keyword queries, 3) the time performance, and 4) how the different
configuration parameters influence the behavior of the system. Moreover,
we have also compared our proposal with other techniques with similar goals
and indicated the main differences among them.
Finally, we would like to point out that the work presented in this chapter is a joint effort of the Databases Group (DBGroup) of the University
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of Modena and Reggio Emilia (Italy), the Distributed Information Systems
(SID) of the University of Zaragoza (Spain) and the Data and Information Management Group (DIMG) of the University of Trento (Italy). The
main results and contributions have been published in [BDG+ 10, BDG+ 11b,
BDG+ 11a, BDG+ ar].

Chapter 7

Conclusions
In this last chapter, we present some conclusions about the work presented
in this thesis. Firstly, we summarize the main contributions to the state of
the art, pointing out the features that we consider particularly innovative in
our work. Secondly, we present the scientific results achieved. Finally, we
enumerate some improvements that can be incorporated to our proposals,
as well as some future work.

7.1

Main Contributions

Nowadays, there exists a huge amount of information available online, and
keyword-based search systems to facilitate the location of information have
become very popular. However, it is not easy to find out what a user has
in mind when she or he writes the input keywords. Moreover, no single
interpretation of a keyword query can satisfy all potential users and popular
trends on the Web can hide interesting information for certain users.
In this thesis, we have presented our work about the application of semantic techniques to deal with the above problems in the context of keywordbased search. In particular, we have focused in three scenarios: 1) keywordbased search on the traditional Web, 2) keyword-based search on Description
Logics-based data sources (ontologies), and 3) keyword-based search on relational data sources.
Initially, we have described the technological context where this thesis
was developed (Chapter 2). After that, we have presented an extensive study
of semantic measures. In particular, we have focused on semantic similarity
measurements and semantic relatedness measurements (Chapter 3) and on
how they can be used to perform word sense disambiguation in not very
semantically rich contexts, such as in the case of keyword queries. Taking
these measures as base, we have defined Doctopush, a prototype to annotate
and classify the results provided by a traditional search engine and mitigate the problems derived from the information overload and heterogeneity
167
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(Chapter 4). After that, we have studied keyword-based search on structured sources. In particular, we have focused on Description Logics-based
data sources (Chapter 5) and relational data sources (Chapter 6). More
specifically, we have proposed two prototypes: QueryGen and Keymantic.
These prototypes translate keyword queries into queries expressed in a formal Description Logics-based query language and in the Structured Query
Language (SQL), respectively, and help users to express their queries in an
unambiguous way (with a single interpretation).
The experimental results obtained have shown the feasibility and potential of our approaches to facilitate users the location of information not
popular on the sources to be queried. Our main contributions are summarized in the rest of this section.

7.1.1

Semantic Measurements and Word Sense Disambiguation Techniques

We have presented two semantic measurements which are general enough
for their use in a wide range of contexts due to the fact that they do not depend on either particular ontologies, lexical resources, or a specific domain.
In particular, we have proposed a semantic similarity measurement for ontological terms and a semantic relatedness measurement based on counting
the frequencies of appearance on the Web of ontological terms and words.
We have combined these two measurements into the definition of our own
Word Sense Disambiguation method. Our semantic similarity measurement
is used to retrieve the set of possible senses for an specific word, while
our semantic relatedness is used to rank or select the most probable sense
according to the context. The main features of this method are:
• It is unsupervised. So, its set up does not require the use of a large
semantically tagged corpora.
• It consults ontology pools to provide candidate keyword senses, instead
of consulting just one lexical resource or dictionary. So, it does not
depend on either a particular resource or domain. Moreover, its range
of coverage is larger than methods that only consider one source to
retrieve the possible candidate keyword senses.
• It uses a semantic relatedness measure based on the frequencies returned by a traditional web search engine. Therefore, even if a keyword
is not found in any of the ontologies available in the pools considered,
it will be not ignored but and is used as context to disambiguate the
rest of keywords (as long as it is indexed by the search engine).
The last two features are not considered by previous techniques for Word
Sense Disambiguation, as most previous WSD techniques rely only on WordNet to provide the possible candidate senses of a word.

7.1. Main Contributions

7.1.2
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Keyword-based Search on Unstructured Sources: The
Traditional Web

We have presented Doctopush, a semantics-based approach to group the
results returned by a standard search engine in different categories defined by
the possible senses of the keywords in the user query. Our proposal has been
designed considering desirable features identified in the literature [ZE98] for
this kind of systems:
• Relevance. The hits that are probably more relevant for the user query
are presented in a single category at the top of the ranked list of the
groups identified.
• Browsable summaries. Each category is labeled with the selected
meanings of the user keywords and with the title of the most representative hit.
• Overlap. A single hit could be classified in different categories.
• Snippet tolerance. Only the snippets of the hits are used to form the
groups, without accessing their whole corresponding document.
• Speed and incremental. Hits are processed incrementally in blocks of a
configurable size, and the prototype uses AJAX techniques [AS05] to
continue processing in background while the user is interacting with
the system.
Moreover, the proposed framework can be assembled using different components for some of the proposed tasks, such as different disambiguation algorithms or sense discovery approaches that use different types of knowledge
sources. Thus, we have adapted the previous work in other areas such as
ontology matching [PSBB09] and probabilistic word sense disambiguation
for Data Integration Systems [BPS08] to the context of web information
retrieval. The experimental results obtained for Doctopush show the effectiveness of our approach, especially when users are searching for information
which is not the most popular on the Web.

7.1.3

Keyword-based Search on Structured Sources: Description Logics-based Ontologies

We have presented QueryGen, an approach to discover the intended meaning behind a set of semantic keywords. Our proposal translates a set of
input semantic keywords into unambiguous formal queries. Moreover, it is
flexible enough to deal with any output query language (once the annotated
grammar is provided), and so it can be used as a front-end for different
semantic search engines. The proposed system has the following features:
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• It exploits semantic properties of the operators (associativity, involution, symmetry, restrictiveness, and inclusiveness) of the output query
language to avoid generating semantically equivalent queries.
• It filters inconsistent queries according to the used ontologies.
• It performs a semantic enrichment to fill the gap between the user
keywords and the user’s intended query. In this process, it uses modularization techniques to avoid generating irrelevant queries.
• It considers the semantics and structure of the generated queries to
discover patterns that allow the user to locate her or his intended query
iteratively with a small number of clicks, even if the user’s query is
not a popular interpretation.
Moreover, our experimental results show that, on average, our approach
avoids generating an 80% of the possible queries without losing the user’s
intended meaning.

7.1.4

Keyword-based Search on Structured Sources: Relational Data Sources

We have presented Keymantic, an approach to discover the intended meaning behind keyword queries in relational databases. Our proposal translates
keyword queries into unambiguous SQL queries. In contrast to traditional
keyword search methods for relational databases, which require accessing the
actual data stored in the database, our technique only requires intensional
knowledge such as schema information. This fact allows our approach to be
used in a wide range of applications where the access to the data instances
is limited. The main features of our proposal are:
• Our proposal is independent of the availability of the relational data
instances.
• It combines structural and semantic knowledge available on the schema
of the source or on external sources.
• It adapts the Hungarian algorithm in order to consider dependences
among the possible mappings of each element and not only the mutual
exclusiveness.
• It adapts the Hungarian algorithm in order to find the top-k best
interpretations instead of only one of the best interpretations.
Moreover, it does not require either building or updating specialized indexes
over the data instances. So, it is cheaper than traditional approaches in
terms of maintenance.

7.2. Research Results

7.2
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Research Results

The work presented in this thesis has been published in relevant international
journals, conferences, and workshops. In the following, we enumerate and
briefly comment those publications in approximate chronological order:
• In [EGTM06, ETGM06], we describe an early version of our similarity
measurement, and the idea of integrating (merging) candidate senses
of a keyword when they are similar enough.
• In [GTEM06], we describe our Web-based semantic relatedness measurement and an early version of our Word Sense Disambiguation algorithm.
• In [TGEM07] and [EGTM07], we refine the previous works and described a system whose goal is discovering the intended meaning of
keyword queries1 . Besides, in [TGEM07], we also provide the preliminary ideas of the construction of formal queries from semantic
keywords.
• In [BTMB08], we describe how to translate a set of semantic keywords
to a ranked list of unambiguous queries expressed in a formal query
language, i.e., our prototype QueryGen.
• In [BTMI10], we refine QueryGen and deal with the problem caused
by the generation of a large amount of potential queries. For this
purpose, we advocate the extraction of query patterns and the use
of ontology modularization techniques. Moreover, how much these
techniques reduce the amount of generated queries is analyzed.
• In [TPI+ 09], we describe the preliminary ideas of the construction of
a system to group the results provided by a traditional search engine.
• In [TPI+ 11], we describe in detail our prototype Doctopush and we
perform a set of experiments to evaluate its viability.
• In [BDG+ 10], we present an early version of how to translate keyword
queries into SQL queries without considering the data stored in the
extension of the relational data source to be queried, i.e., our prototype
Keymantic.
• In [BDG+ 11b], we refine Keymantic and report our findings along with
a set of experiments to evaluate it in depth.
1

In the journal paper [TGEM07] we offer a detailed version, while an overview of the
system is presented in the poster [EGTM07].
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• In [BDG+ 11a] and [BDG+ ar], we summarize the works presented
in [BDG+ 10] and [BDG+ 11b] in a special session for already published
works in a national conference and in a chapter of a book, respectively.
These publications have been cited by a wide range of researchers in
the area of Databases and the Semantic Web. We have counted over 50
external references ranging from well-known journals (such as Information
Systems [MM11] and IEEE Intelligent Systems [dMS+ 08]) to international
conferences (e.g., the International Semantic Web Conference [FA11] and
the Conference on Information and Knowledge Management [BJK+ 11]).

7.3

Future Work

In this last section, we discuss some improvements and research lines which
we would like to tackle in the future. Firstly, we focus on our work with
unstructured data sources. After that, we deal with the structured data
sources that we have considered: DL-based ontologies and relational data
sources.

7.3.1

Keyword-based Search on Unstructured Sources: The
Traditional Web

The experimental results obtained for Doctopush prove the effectiveness of
our approach. However, the user may still need to invest some effort to locate the hits relevant to his/her query, even when browsing the hits within
the correct category (i.e., when the semantics of the keywords in both the
hits and the user keywords have been identified). Thus, even within a single
category, the user could find hits that would answer different queries. For
example, if a user inputs “fish” and “person” and selects the cluster of hits
corresponding to the meanings “a creature that lives and can breathe in
water” and “a human being”, he or she could find information about either
mermaids (“a fabled marine creature, typically represented as having the
upper part like that of a woman, and the lower like a fish”) or fishermen
(“people that earn their living fishing”), among others. However, the hits of
these two options are still mixed. So, we would like to study the possibility
to use techniques to extract possible relationships among the semantic keywords from the text of each document, and split the hits corresponding to
the different types of relationships.
Furthermore, currently, our approach does not deal with compound
nouns2 (such as “credit card”) and proper nouns (such as “Tower Bridge”),
that could appear in the title and/or the snippet of the retrieved hits. So,
techniques that support the disambiguation of compound nouns (e.g., [BS02,
KB07]) and Named Entity Recognition (NER) techniques [NS07] will be
2

Compounds nouns are two or more nouns that function as a single unit.
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adopted. In particular, we will study the possibility to apply or adapt the
approach for the interpretation of compound nouns proposed in [SBGP09]
in the context of schema matching.
Finally, we plan to adapt the approach presented to be used against heterogeneous structured or semi-structured data repositories such as databases
[GBO+ 09] or UDDI repositories following the ideas of Bernstein et al. [BH08],
who consider that “Keyword search may even be used against structured
data to get a quick feel for what is available and set the stage for more
precise integration”.

7.3.2

Keyword-based Search on Structured Sources: Description Logics-based Ontologies

The experimental results for QueryGen show that our approach avoids generating a great amount of non-relevant queries without losing the queries
that express the information requests of the users allowed by the unambiguous formal query language. However, the user is still required to interpret
the obtained query patterns expressed in a formal query language, in order
to select the intended meaning of her or his query. Due to the fact that
this task is difficult for users not familiar with formal languages, we plan to
improve the user interface of our prototype QueryGen by providing translations of the generated query patterns into natural language. Besides, we
will study ranking schemas for the query patterns in order to ease the query
selection.
Furthermore, currently, our approach does not deal with the projections
of roles, so we plan to adapt the abstract grammars of QueryGen to consider
them. Moreover, we will also invest efforts in the next stage of search by
using the generated queries to access underlying data indexed by the ontologies, once the exact meaning intended by the user is known. In particular,
we will consult multiple available SPARQL endpoints.

7.3.3

Keyword-based Search on Structured Sources: Relational Data Sources

The experimental results for Keymantic show that it is possible to query
structured relational data sources without an exhaustive knowledge about
the current extension of such sources. This enable the use of our approach
in a wide range of applications such as relational databases on the Web and
relational information integration systems, where building and maintaining
specialized indexes over the extension is not a feasible option. However,
Keymantic still require the user to interpret the obtained SQL-queries in
order to select the intended meaning of her or his keyword query. As this task
is difficult for users not familiar with relational data sources and the current
graphical interface only shows the different entities (as rectangles) and their
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connection, we plan to improve it to represent the different components of
the intension of relational data sources (attributes, constraints, etc.).
Furthermore, we also plan to apply diversification techniques to the current ranking mechanism taking into account the similarity or relatedness
among the generated queries. The current ranking and the new one will be
compared in terms of computational performance and user’s satisfaction.
Finally, we would like to create a new keyword-based search system
oriented to structured data sources independently of the kind of sources
to be queried (DL ontology-based data source, relational data source, etc.)
by considering the knowledge that we have obtained in the construction of
QueryGen and Keymantic. In particular, we would like to create a system
that selects the relevant structured sources to be queried, detects the formal
language that such sources require to be interrogated, and builds the formal
queries representing the intended semantics of the keyword queries input by
the users.

7.3.4

Spreading Out of the Prototypes Created

We would like to invest efforts in improving the prototypes described in this
thesis (Doctopush, QueryGen and Keymantic) and make them available on
the Web, to allow more users to evaluate them. Particularly, an important
goal for us is to study usability issues in order to enhance the current graphical user interfaces and apply parallelization and cache techniques to improve
the performance of the systems.
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Appendix II: Probabilistic
Word Sense Disambiguation
In this appendix, we present the Probabilistic Word Sense Disambiguation
Methods (PSWD) considered in Chapter 4 for the experimental evaluation
of the Semantics-guided Data Retrieval step of our prototype to classify the
results provided by a traditional search engine according to their semantics. All of them proved useful to validate the interest of our proposal (see
Section 4.4.2).
The combination paradigm known as ensembles of classifiers is a very
well-know approach for WSD in the NLP (Natural Language Processing)
community. It helps to reduce variance and to provide more robust predictions. Ensemble methods are becoming more and more popular, as they
allow to overcome the weaknesses of single approaches [Nav09]. The key for
improving the classification results is that different WSD algorithms combined commit to non-correlated errors. Different combination strategies can
be applied, such as majority voting, probability mixture, rank-based combination, maximum entropy combination, and probabilistic combination.
Specifically, PWSD follows a probabilistic combination strategy. PWSD
satisfies three important constraints: 1) it is an automatic technique (only a
few configuration settings are required), 2) it is flexible (i.e., it can combine
any set of WSD algorithms), and 3) the output of the method does not
commit to an exact sense for a term under consideration, but to a set of
possible senses that represent the term. It relies on the Dempster-Shafer’s
theory of evidence [Sha76, PH98], as it combines the output of a set of WSD
algorithms by using the Dempster-Shafer’s rule of combination. In this way,
PWSD associates a probability value to each sense selected to disambiguate
a term; this value shows the uncertainty of the disambiguation process. It
should be noted that, in general, the sum of the probabilities assigned to
the senses of a keyword is not 1 when the Dempster-Shafer’s combination
is used. The reason is that there is a certain probability assigned to the
ignorance of the WSD algorithms combined.
In the experiment presented in Section 4.4.2, we considered three different PWSD algorithms (denoted DMP-A, DMP-B, and DMP-C ), which we
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summarize in the following. In all the evaluations, the disambiguation has
been performed over all the terms contained in the snippets. This choice
was due to the fact that the disambiguation of one word can affect others in
its context [CGG92]. Disambiguating the keywords only is unfeasible, as the
keywords need the context where they are located in order to be correctly
disambiguated.

DMP-A
The first evaluation (called DMP-A in Section 4.4.2) involves three WSD algorithms: the WordNet Domains Disambiguation algorithm (WND) [BPS08],
the Gloss Similarity Disambiguation algorithm (GS) [BGO+ 08], and the
WordNet First Sense heuristic (WN1S).
The WordNet Domains Disambiguation (WND) algorithm tries to disambiguate terms exploiting information supplied by WordNet Domains (http:
//wndomains.itc.it/). WordNet Domains has been proven a useful resource for WSD [GGS05], as it allows to overcome one of the main issues
of WordNet: its excessive granularity in distinguishing the different senses.
WND computes the prevalent domains over all the terms belonging to a snippet and produces an ordered list of the more frequent domains. Choosing
the maximum number of domains is the only configuration setting required
(by default the number of domains is 3).
The Gloss Similarity Disambiguation (GS ) algorithm is based on mining
the glosses (namely, textual definitions) belonging to terms in a thesaurus
(WordNet in our case). GS is inspired by Lesk’s method [Les86] and is
based on maximizing the similarity of the meanings assigned to the schema
elements. The rationale of GS is that the words contained in the glosses
of the possible senses for the terms in the vicinity of a given term t should
contain more words related to a particular gloss of a sense of t. For example,
when disambiguating bank in a snippet that contains the terms account,
bank, branch, number, and IBANcode, we can expect the glosses of these
terms to collectively contain more words related to the sense of bank as a
financial institution than to its sense as a hydraulic engineering artifact.
The WordNet First Sense (WN1S ) heuristic returns the first WordNet
meaning for a given term. It has been observed that it is quite difficult for a
WSD algorithm to beat the WN1S. We consider that the WN1S provides a
good default value for words which cannot be disambiguated by using other
WSD algorithms. Therefore, WN1S forms a part of our first evaluation case
DMP-A.
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DMP-B
In the second evaluation (called DMP-B in Section 4.4.2) we remove the
algorithm that votes for the most frequent sense (WN1S), so the evaluation
is performed only on the outputs of WND and GS. In this case, for the
keywords where no algorithm provides a disambiguation, each of the possible
senses of the keyword is assigned the same probability value.

DMP-C
The third evaluation (called DMP-C in Section 4.4.2) combines WND and
GS as in DMP-B, but it changes the configuration of WND by selecting only
the most prevalent domain instead of the three more prevalent domains.
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Volker Haarslev and Ralf Möller. Racer: A core inference
engine for the Semantic Web. In York Sure and Oscar Corcho, editors, Proceedings of the 2nd International Workshop
on Evaluation of Ontology-based Tools (EON2003), Sanibel Island, Florida, USA, Oct 20, volume 87 of CEUR Workshop
Proceedings, Aachen, Germany, 2003. CEUR-WS.org.

[HM08]

Tom Heath and Enrico Motta. Revyu: Linking reviews and ratings into the web of data. Journal of Web Semantics., 6(4):266–
273, 2008.

[HMY07]

Reza Hemayati, Weiyi Meng, and Clement T. Yu. Semanticbased grouping of search engine results using WordNet. In Eight
Int. Conf. on Web-Age Information Management (WAIM’07),
Huang Shan, China, volume 4505 of Lecture Notes in Computer
Science (LNCS), pages 678–686. Springer, June 2007.

196

BIBLIOGRAPHY

[Hor98]

Ian Horrocks. The fact system. In Harrie C. M. de Swart,
editor, Automated Reasoning with Analytic Tableaux and
Related Methods, Proceedings of International Conference,
TABLEAUX ’98, Oisterwijk, The Netherlands, May 5-8., volume 1397 of Lecture Notes in Computer Science, pages 307–
312. Springer, 1998.

[HP96]

Marti A. Hearst and Jan O. Pedersen. Reexamining the cluster
hypothesis: Scatter/Gather on retrieval results. In 19th Int.
Conf. on Research and Development in Information Retrieval
(SIGIR’96), Zurich, Switzerland, pages 76–84. ACM, August
1996.

[HP02]

Vagelis Hristidis and Yannis Papakonstantinou. Discover: keyword search in relational databases. In Proceedings of the 28th
international conference on Very Large Data Bases (VLDB
’02), Hong Kong, China, pages 670–681. VLDB Endowment,
August 2002.

[HvOH06]

Michiel Hildebrand, Jacco van Ossenbruggen, and Lynda Hardman. /facet: A Browser for Heterogeneous Semantic Web
Repositories. In ISWC, 2006.

[HvOH07]

M. Hildebrand, J. R. van Ossenbruggen, and L. Hardman. An
Analysis Of Search-Based User Interaction On The Semantic
Web. Technical Report INS-E0706, Centrum Wiskunde and
Informatic, 2007.

[HWTY08] Qiaoling Liu Haofen Wang, Kang Zhang, Duc Thanh Tran,
and Yong Yu. Q2semantic: A lightweight keyword interface to
semantic search. In Proceedings of the 5th European Semantic
Web Conference, Tenerife, Spain, pages 584–598. LNCS, June
2008.
[IV98]
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