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Abstract In the last few years, the use of ontologies has spread thanks to the
irruption of the Semantic Web. They have become a crucial tool in information
systems as they explicitly state the meaning of information, making it possible
to share it and to achieve higher levels of interoperability. However, being
knowledge representation models as they are, other fields can take advantage
of their characteristics to extend their capabilities. In particular, in the context
of Embodied Conversational Agents, they can be used to provide them with
semantic knowledge and, therefore, enhance their intellectual skills.

In this paper, we propose an approach to explore the synergies between
these technologies. Thus, we have developed a multimodal ECA that exploits
the knowledge provided by the Linked Data initiative to help users in their
search information tasks. Based on a semantic-guided keyword search, our
approach is flexible enough to: 1) deal with different Linked Data reposito-
ries and 2) handle different search/knowledge domains in a multilingual way.
To illustrate the potential of our approach, we have focused on the case of
DBpedia, as it mirrors the information stored in the Wikipedia, providing a
semantic entry to it.

Keywords Semantic Embodied Conversational Agents · Semantic Knowl-
edge · Semantic Web

1 Introduction

Human computer intelligent interaction is an emerging field aimed at providing
humans with natural ways to use computers as aids. It is argued that, to be
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able to interact with humans, a computer must have their communication
skills. To achieve these skills, one core challenge is to make agents know, be
able to handle knowledge, which is recognized to be a crucial part of human
intelligence.

Embodied Conversational Agents, ECAs [13] are graphical interfaces capa-
ble of using verbal and non-verbal modes of communication to interact with
users in computer-based environments. The appearance of these agents varies
depending on the application scenario: they might be as simple as an ani-
mated talking face, displaying simple facial expressions with some kind of lip
synchronization when using speech synthesis; or they can be so complex as to
have a sophisticated 3D graphical representation, with complex body move-
ments, and emotional and facial expressions [14]. In particular, our research on
ECAs has focused so far on developing interactive virtual agents that support
multimodal and emotional interaction. The results of our efforts have crystal-
ized in Maxine, a powerful engine to manage real-time interaction with virtual
characters [4].

Now, we want to make ECAs able to offer a broad and deep knowledge
of large domains, while interacting with its human users. Virtual characters
equipped with these new features can be used in a wide range of contexts [32,
12], including education and learning [27,19,20,37], sign language interpreta-
tion [39], therapy [30], persuasion [6], and entertainment [48], among others.

In the last years, a huge amount of information has become available thanks
to the Web and its continuous evolution. This ever-increasing volume of un-
structured information has stressed out the need of efficient processing infor-
mation methods. Computers are good at processing huge amounts of data,
but, up until now, contents in the Web have been mainly human-oriented, i.e.
users had to interpret the meaning of the information that is exposed them.
For example, despite the advances of Web Search engines, processing the re-
turned results to check whether the searched info is among them is still a
burden to users. To overcome these difficulties, back in the early 2000’s, Tim
Berners-Lee proposed to move into the Semantic Web, a Web where the se-
mantics of the different resources is made explicit, thus allowing computers to
process information on behalf of final users in a meaningful way [5,42].

The Semantic Web has adopted ontologies as its main tool to express the
semantics of its resources. Ontologies, defined by Tom Gruber as the specifica-
tion of a conceptualization [21,22], allow to model and capture the semantics
of different knowledge domains, providing a mean to share definitions and
reach an implicit agreement on the meaning of the published information. For
example, Schema.org1 is an ontology oriented to markup webpages that is
currently supported by the main Web search engines (Bing, Google, Yahoo!
and Yandex). If you tag the different elements of your web page with it, their
Web crawlers are capable of understanding the contents of your webpage and
they can provide a better assessment of the relevance in future searches. So,
using ontologies, the Web will progressively get structured and turn into a

1 http://schema.org
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kind of giant database. In particular, the Linked Data initiative [8] advocates
for establishing some principles to share knowledge and data on the Web, and
interlink them to form the Web of Data. This progressive information struc-
turing raises new opportunities to develop intelligent agents, which can exploit
the structure and shared meanings to perform tasks that otherwise could be
cloaked by the need of understanding the underlying resources.

In this paper, we present VOX, an ECAs platform which exploits the cur-
rently available sources of structured information in the WWW in the form of
Linked Data. In particular, we have extended our conversational agent plat-
form with a hybrid keyword-based search strategy which exploits the knowl-
edge stored in ontologies to form and enrich the search process on structured
data [10]. Our system builds on an external Linked Data repository (which
might not be under our control) and takes as input an ontology which has two
roles in the system: 1) to define the taxonomy of the search domain, guiding
and narrowing the scope of the keyword-based search; and 2) to define the
structure of the objects in the search domain, helping refining and suggesting
further search results. With our approach, it is possible to provide different
views on a general data repository by just adapting externally the ontology
provided. Moreover, our approach can be attached to any public SPARQL
endpoint without overloading it (this is important in open scenarios, such as
the one depicted by Linked Data).

To illustrate our system’s potential, we have built an ECA that provides
information from the DBpedia [9]. DBpedia is one of the most representative
and active Linked Data projects, and provides a semantic entry point to the
Wikipedia2. Thus, our agent is able to interact with the user performing intel-
ligent searches, and returning only results relevant to a particular knowledge
domain. The agent takes advantage both from the structure of the data and
their semantics to provide users with different search methods, allowing them
to combine exploration and keyword-searching on the data in a seamless way.

The most related work to ours is the system sketched in [25]. However, they
focus on providing an extension of AIML with SPARQL to enhance the agent
dialogue, while our approach, as we will see, focuses on exploiting the structure
of data to perform searches and provide a point of access to the Web of Data
using ECAs, as advocated in [15]. Although there are other approaches that
use Wikipedia as its source of information for different tasks [47,11,46], to the
best of our knowledge, our approach is the first one to exploit structured data
stored in Linked Data repositories, taking advantage of the flexibility provided
by ontologies to define search domains and expand the agent’s capabilities.

The rest of the paper is as follows. In Section 2, we present the conceptual
premises which our work bases on. In Section 3, we overview the architecture of
our system. Then, in Section 4, we introduce the inner structure of Wikipedia
and its semantic counterpart, the DBpedia. We overview the search process
that our ECA performs in Section 5. The prototype implementation details
are presented in Section 6. To evaluate our approach, we have performed a

2 http://www.wikipedia.org
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thorough evaluation which is presented in Section 7. Finally, the conclusions
and future work are presented in Section 8.

2 Conceptual Premises

The conceptual premises that support the developed system are as follows:

– The proposed platform adopts a model focused on the use of ontologies [21,
22]. Ontologies represent knowledge formally as a set of concepts and the
relationships that there exist between them within a domain or context.
Thus, using them allows our system to provide the user only with informa-
tion within the defined search domain. Moreover, by analyzing the struc-
ture of the concepts in the domain, it is able to suggest further semantically
related results. This implies a greater wealth of knowledge gained.

– The proposed standard for representing ontologies in the Web is OWL3.
It adopts the Description Logics formalism [2], which makes it possible
to reason about their defined entities. Description Logics reasoners (DL
reasoners from now on) provide several reasoning tasks on ontologies, which
allows us to make the implicit knowledge in the ontology explicit, and to
verify the integrity of ontological knowledge defined (among others).

– We adopt the usage of Embodied Conversational Agents (ECAs) [13,41].
In Artificial Intelligence, an Embodied Conversational Agent is an agent
that interacts with the environment through a virtual body, and is able to
interact autonomously with both other ECAs and humans. This interac-
tion is done engaging in conversation and employing the same verbal and
nonverbal means that humans do (such as gesture, facial expression, and
so forth), which has the following benefits:
– Face-to-face communication enables communication protocols that give

a much richer communication channel than other means of communi-
cating [31,26,7]. Embodied agents also provide a social dimension to
the interaction [36]. Humans willingly ascribe social awareness to com-
puters: this social interaction both raise the believability and perceived
trustworthiness of agents, and increase the user’s engagement with the
system [35]. Another effect of the social aspect of agents is that pre-
sentations given by an embodied agent are perceived as more enter-
taining and less difficult than the same presentations given without an
agent [40].

– The use of a character suggests that a conversational style is appropri-
ate [38], resulting in higher liking for the interaction on the part of the
users. This kind of interaction involves the users more seamlessly in the
information search process and augments the perceived satisfaction on
the returned results.

– Regarding the communication process, we adopt a hybrid strategy to cap-
ture users’ input allowing them to express their information needs in their

3 OWL Web Ontology Language, http://www.w3.org/TR/owl-primer/
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natural languages, while our ECA extracts the keywords that are used to
perform the actual search. The reasons behind this schema are the follow-
ing:
– The use of formal query languages such as SQL, SPARQL, DL, . . . ,

is quite far from being easy for plain users; so, a communication way
closer to the human natural language would be interesting for easing the
interaction with the systems. It’s assumed that, in the future, the dif-
ferent interfaces would run on natural language, as everybody’s dream
is to talk directly to the computers and that they carry out the com-
manded tasks. However, so far, there is no a perfect solution to natural
language processing due to the high complexity of human language [1,
29].

– Speech recognition techniques are focused on labeling bursts of sound
with the appropriate words, and, currently, they are mainly based on
the use of grammars that make it possible to specify which kind of
sentences the analyzer is going to recognize [28,18,24,17]. This leads
to the use of restricted subsets of natural language, which, although
they could be easier to be treated than free natural language, still suf-
fer from the same inherent ambiguity problems (polysemy, discourse
dependence, etc).

– The adoption of a semantic-guided keyword search as underlying strat-
egy allows our agent to focus on just obtaining the input keywords.
This search process is independent of the user’s language as it is based
on just keywords, instead of natural language; and it is not affected by
the possible ambiguity inherent to plain keyword search as we take into
account the semantics of the search domain.

Therefore, under these premises, the restricted form of natural language
that ECAs use when dealing with a well-established knowledge domain, al-
lows us to build interfaces that offer the users to use their natural languages,
whether in a written or spoken way, while the computer detects and extracts
the most significant keywords from the speech, and performs a semantic search
on the underlying data repository.

In the following section, we overview the architecture of our proposed ap-
proach, which is based on these presented premises.

3 Architecture of the System

To extend our ECAs with semantic knowledge, we have designed VOX, our
approach to semantic ECAs which exploits the semantic data available on
any public SPARQL endpoint. As it can be seen in Figure 1, our system is
composed of two main modules:

1. Multimodal Interface
This module provides a multimodal interface based on an ECA. It is re-
sponsible for capturing all the inputs (sensing and perceiving the different
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input channels), and processing and enrouting them to the appropriate un-
derlying services. Moreover, this module is also in charge of generating the
system’s reactions and the animations of the 3D virtual agents, providing
the visual dimension of the agent.

2. SENED module
It provides access to the semantic knowledge stored in Linked Data repos-
itories, which are attached to the system by defining their search domain
using ontologies. This module implements the techniques presented in [10]
to process the semantic keyword based queries that are received from the
multimodal interface during the interaction with the user.

Fig. 1 VOX: General architecture.

The inner structure and implementation details of both modules are pre-
sented in Section 6. To show the potential of our approach, although VOX can
access Linked Data repository, we have focused it on searching the DBpedia
as it is the most representative and known project of the Linked Data initia-
tive, and provides a semantic point of entry to the whole Wikipedia. In the
following section, we present the structure of the information accessed by our
ECA and, then, in Section 5, we explain how our system exploits it.

4 Using the Wikipedia as Information Source: DBpedia

The Wikipedia is the result of the largest collaborative effort to build an ency-
clopedia, and its basic information element is the article. Each article has an
associated URL4 where we can find the document with its information, and is

4 In fact, they might have several associated URLs, each of them corresponding to the
article in different languages.
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categorized according to the topics it is about (see Figure 2). However, despite
their structure being quite homogeneous (this is encouraged by their style
guide, but not enforced), Wikipedia’s articles are oriented to be consumed by
human users. As pointed out in [45], “Using Wikipedia currently means read-
ing articles, . . . Although the data is quite structured, its meaning is unclear
to the computer, because it is not represented in a machine-processable, i.e.
formalized way”.

Fig. 2 Eacharticle in Wikipedia is categorized according to its topics. All the possible
topics are arranged as a taxonomy of subjects.

In [45], the authors advocated for an extension for the Wikipedia’s anno-
tations to provide semantics to the articles, and therefore, make the contents
ready to be processed automatically. Despite of being a non-intrusive way of
introducing semantics into Wikipedia’s articles (the annotations were intuitive
and they did not imply a change in the way that contributors worked so far), it
implied a huge effort to review all the articles published so far to enable them
semantically. Fortunately, with the upcoming of the Linked Data initiative [8],
the DBpedia [9] appeared.

DBpedia is a huge repository of structured data that provides a seman-
tic entry point to Wikipedia. It uses several different types of information
extractors to convert the information stored in Wikipedia’s articles into struc-
tured information which is published under the principles of Linked Data using
RDF5 and OWL, the W3C standard languages for modeling data on the Se-
mantic Web. This extraction process exploits the homogeneity of Wikipedia’s
articles, as there are identifiable patterns that enable extracting the article’s
inner structure and making the data explicit. In this structuration process,
several general domain ontologies are used to establish the exact meaning of
each of the detected entities, instances and facts.

The articles extracted from Wikipedia, once in DBpedia, become resources
(as DBpedia adopts the RDF data model triplets based on triplets). Each
resource is represented by a URI (Uniform Resource Identifier) and has a direct

5 RDF Resource Description Framework, http://www.w3.org/TR/rdf-primer/
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correspondence to its original Wikipedia’s article, inheriting its categorization.
The Wikipedia’s categorization is extracted and included in the DBpedia as
an SKOS6 taxonomy (see Figure 3).

Fig. 3 Articles in Wikipedia become resources in DBpedia, inheriting the URI of the article
and its categorization.

Thus, DBpedia provides a first view on the resources according to their cat-
egory in Wikipedia. On the other hand, depending on the content of the associ-
ated article, a resource might also represent an object. For example, the article
about Albert Einstein in Wikipedia turns into the resource dbr:Albert Einstein
in DBpedia, as shown in Figure 3; however, as the subject of the article is a
Person, DBpedia extends its description offering further factual and structured
information about the object that it represents (in this case, Albert Einstein
himself). As said before, the classification and definition of this object dimen-
sion of the resources is done according to several general domain ontologies,
being DBpedia Ontology7 and YAGO8 the most important ones. In this way,
independently of the article categorization, DBpedia offers a second different
view based on the nature of the underlying resources. However, note that this
view does not cover all the DBpedia. There exist resources that, despite being
categorized, do not have these descriptions as they are not defined in the used
ontologies, as shown in Figure 4.

Summing up, DBpedia extracts the knowledge in Wikipedia to make it
machine-understandable, organizing it in two major ways: the SKOS cate-
gorization, and an ontological classification. In the following section, we will
present how our agent takes advantage from both of them to perform an effi-
cient semantic search on our defined domain.

6 SKOS Simple Knowledge Organization System, http://www.w3.org/TR/skos-primer/
7 The DBpedia Ontology, http://wiki.dbpedia.org/Ontology
8 YAGO Ontology, http://www.mpi-inf.mpg.de/yago-naga/yago/
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Fig. 4 Duality in DBpedia’s resources: they are categorized according to their associated
article, but are also classified (when appropriate) according to their ontological nature.

5 Accessing the DBpedia

Once we have presented the inner structure of DBpedia, we now focus on the
search process that our ECA performs. In brief, we can distinguish three main
steps within this search process, namely: 1) input capture, 2) searching within
the domain, and 3) result presentation. In the following, we detail each of
these steps, framing them in the context of our developed prototypical agent,
an European ALFA Project oriented to achieve computer-assisted teaching
extended with augmented reality.

5.1 Capturing the Input

As stated in Section 2, our ECA relies on speech recognition techniques to ob-
tain the users’ input, which makes it possible to obtain the relevant keywords
in the user’s speech to perform the search. These techniques use special gram-
mars9 to specify the set of sentences and the words that the analyzer is able to
recognize: when a user begins to talk, the speech recognizer processes the bust
of sound and returns the most feasible interpretation according to the provided
grammar. This limits the ways that users can express their information needs
to a subset of their language.

To make this process more flexible, instead of adding all the domain-
relevant words directly in the grammar, we have moved them to an external
dictionary. Thus, the grammar only has to specify the set of sentences that are
interpreted as information requests, while the words that are relevant for each
domain can be managed independently. This makes it possible to adapt the
agent’s vocabulary to a new domain just by updating the selected dictionary.

In our prototype, this dictionary was made by hand, as we were provided
exactly with the vocabulary that was being used in the searches. In particular,
the matter to be explored and explained in the demonstration was Mechanics.
However, this dictionary can be built automatically analyzing the data to be
searched on (e.g. the text of the articles within the domain in the DBpedia)

9 Speech Recognition Grammar Specification, http://www.w3.org/TR/speech-grammar/
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and extracting the most representative words using different techniques used
in Information Retrieval [3].

Finally, note that, with this grammar-dictionary schema, adapting the
ECA from one language to another would only imply to provide the grammar
specifying the sentences to be interpreted as information requests (provided
that the automatic building of the dictionary would be used).

5.2 Searching the DBpedia

To perform the search on the DBpedia, our ECA implements the techniques
described in [10] to enable keyword search on external Linked Data reposito-
ries, that is, repositories which are not under our control and exports their
data via an SPARQL endpoint. In particular, our agent is adapted to access
the DBpedia. The adopted approach implies two steps: the domain definition
and the actual search.

5.2.1 Defining the Domain

First, along with the language information detailed in the previous section,
our agent has to be provided off-line with the definition of the search domain
that it is going to be used. The definition of the domain is done via specifying
the concept hierarchy of the domain (i.e. the classes of the objects that are
considered by the agent in the searches), and annotating their properties with
additional information that guides the agent in the search process.

These annotations provide the agent with information about which prop-
erties it must use in the search and return as part of the answer, and about
the language that should be used when considering them (when dealing with
multilingual repositories, such as DBpedia, we can restrict the language to be
considered with this annotation). We refer the interested reader to [10] for
further details on the domain definition.

According to [10], the domain definition should be specified in a single
ontology, but, due to the special characteristics of the knowledge stored in
the DBpedia (the dual nature of its resources), we split it into two parts (see
Figure 5):

– On the one hand, in our agent, we have considered to perform the keyword
search on Articles. Thus, as the resources are categorized according to their
original article’s categorization, we provide the categories that are related
to the search domain using a SKOS taxonomy. This taxonomy is used to
focus the keyword search, performing it only on resources that belong to
the search domain.

– On the other hand, as the resources might represent also objects, their
definitions are provided in a separate OWL ontology. In these definitions,
the properties that are keyword searchable and the ones that are relevant
for the search process are specified.
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Fig. 5 The domain definition allows our system only to consider the resources within it for
the search, instead of the whole dataset.

In particular, to deal with the selected matter (Mechanics), we have pruned
the DBpedia’s categorization to deal with the categories under ’Mechanics’,
and we are only interested in People, Institutions and Articles that could
be related to each resource. This last concept has been added as an object
definition for the Article concept itself to define its relevant properties on
which we perform the actual keyword search: it is performed on the abstract
property, which gives an excerpt of the Wikipedia’s entry associated to each
resource.

5.2.2 Performing the Search

The search process that our agent is capable to perform has two dimensions: on
one hand, it can perform a semantic-guided keyword-based search taking into
account the captured input keywords and the defined domain; on the other,
once a keyword search has been done, the agent provides the user with addi-
tional information in a navigational fashion. In both of them, our agent uses
an inner DL reasoner [2] to exploit the information stored in the ontologies10.

The main idea behind the keyword search performed by our agent is to
narrow the search domain semantically, and therefore, not overloading the
external endpoint by having to consult a hugely reduced amount of resources
(see Figure 5). Thus, to perform the keyword search, our agent behaves as
follows:

1. It consults the concept hierarchy (the provided SKOS categorization) to
build a focused SPARQL query for each of the keywords. Our agent only
searches Articles that are classified under Mechanics topic. In case the
hierarchy of possible subjects were too large, we enable the user to specify
a category to serve as the top node of the focused search. The annotations
of the properties tell the agent which properties are to be searched on, and
which properties must be returned as part of these queries; in particular,

10 We use an OWL version of SKOS to enable the reasoning on the SKOS taxonomy in a
seamless way.
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our agent performs the keyword search on the abstracts of the relevant
Articles, and both the abstracts and the articles’ URIs are returned.

2. Once our agent has built the queries, they are posed to the endpoint of
DBpedia to perform the actual search. Note that these queries do not access
the whole dataset, as they are built specifically to reduce the search space.

3. When the results are retrieved, they are stored in a local repository to cache
them for future searches11. We store the information for each separated
keyword to maximize the re-usability of the results among searches. When
the user has used a category that is not the top node of the search domain,
this information is also stored as it modifies the results and makes it only
re-usable when the same category is chosen.

4. Finally, the results are returned and ranked according to their relevance
to the whole set of input keywords. The local repository provides us with
relevance measures and ranking on the results according to the keywords
provided (taking into account the abstracts of the returned resources).

Then, after the keyword search, our agent also provides the user with a
navigational search mechanism which uses the definitions given in the OWL
ontology. When the user selects a resource, the agent queries the DBpedia for
its actual type (e.g. recall that an Article in the Wikipedia became a resource
that represented both the article and, possibly, an object). With this informa-
tion, the agent obtains further information about the resource by constructing
specific queries with the help of the DL reasoner and the object definitions
in the search domain. Thus, the agent is able to suggest related resources,
explaining why they are related to the different elements of the search. In our
prototype, as said before, the agent provides information about Articles, Peo-
ple and Institutions, allowing the user to navigate through their relationships.
Again, we must refer the reader to [10] for further details on the whole search
process.

5.3 Presenting the Results

Once our ECA has the results of a query, it can display them to the user
visually depending on their media type (text, image, video, etc). In the case
of DBpedia, most of the results are texts. Thus, we made the agent able to
read them to the user to strengthen the communication process.

To do so, our agent uses a speech synthesizer to obtain both the sound and
the phonetic transcription of the text to be read. The phonetic transcription
allows the agent to simulate a correct lip synchronization by obtaining the
corresponding visemes (visual phonemes) [23], which are the visual patterns
of a phoneme and are modeled as different expressions of the graphical model
of the ECA (see Figure 6).

11 We assume that the results can be cached as the data stored in the DBpedia is in fact
quite stable in time: there was a lapse of seven months from the release of version 3.6 of
DBpedia to the 3.7 one, and a year between 3.7 and the latest one, 3.8.
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Fig. 6 Lip synchronization schema in our agent’s speech synthesis.

In particular, our agent uses the X-SAMPA12 alphabet as set of phonetic
elements to be modeled. Finally, to obtain a perfect lip synchronization, the
speech synthesizer has also to provide the agent with the times that each of
the phonemes lasts; otherwise, the graphic engine has to approximate them,
e.g. by dividing the duration of the sound fairly to each of the phonemes to
be displayed.

In the following section, we present our prototypical ECA’s implementation
details.

6 Implemented Prototype

As seen in Section 3, our system has two main modules. In this section, we
detail their inner structure and the technologies used to implement them.
Finally, we present the visual aspect of our current implementation.

6.1 Multimodal Interface

To facilitate the communication, we have developed a multimodal WIMP
(Windows, Icons, Menus, Pointer) interface. It supports interaction with the
user through different channels: text, mouse and voice. However, regarding our
ECA, the most important aspects of the interface are its visual representation
and the voice interaction.

12 X-SAMPA Extended Speech Assessment Methods Phonetic Alphabet, http://en.

wikipedia.org/wiki/X-SAMPA
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6.1.1 Visual Representation of the ECA

One of the aims of this project was to ease the inclusion of ECAs in interfaces.
The shape, appearance and movement of a real human being carry a univer-
sal and almost infinite complexity. Within this project, we have adequately
defined the scope of the ECA models so that they can act as suitable replace-
ments in all situations which fall within the scope of the possible commercial
application which would be selected. In particular, we have considered the
following aspects:

– The shape of the ECA is based on a 3D model.
– To express its behavior and enhance its communication skills, the agent

performs different movements depending on which state of the interaction
it is:
– When it is resting (there is no user interaction), the agent makes un-

conscious movements, which affects its head, eyes, eyebrows and body.
– In other interaction states, the agent makes facial and body gestures

related to questions, emotions or answers, to emphasize the visual mes-
sage that the user receives along with the bare communication infor-
mation.

– To get the look that the agent is talking according to the phonetic tran-
scription that matches what it is saying, it is necessary to synchronize the
movement of the mouth and tongue with the dialogue (speech / lip synch).
This involves calculating the times of expression (decomposition), and the
actual animation of the lips or mouth to match the dialogue track. This
requires modeling the oral expressions associated with each phoneme (lip,
palatal, dental, velar, and uvular phonemes), and associating their different
durations.

Thus, the full animation of the ECA should comprise:

– Facial expressions, including oral expressions for the speech/lip synch.
– Bodily gestural expressions.
– Morphing techniques to make transitions between the different gestures.

The set of graphics libraries that we have used to handle the graphical
dimension of the ECA corresponds to the standard X3D13 that provides a
system for the generation, storage, search and graphics rendering in real time
embedded in applications.

Summing up, the ECA agent is defined by its mesh model, rigging and tex-
tures, along with basic animations, visemes and expressions [23]. This virtual
agent is endowed with secondary animations that gradually and automatically
make it modify head movements, visual attention, blink, change its emotional
state (neutral and happiness categories), . . . to make its movements be per-
ceived more natural by the user (see Figure 7).

13 http://www.web3d.org/x3d/
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Fig. 7 VOX: Multimodal Interface Architecture.

6.1.2 Voice Interaction

Regarding the voice interaction, we have integrated Loquendo ASR14 as auto-
matic speech recognizer. It uses the W3C Speech Recognition Grammar Spec-
ification15 in ABNF (Augmented Backus-Naur Form) format to specify the
different sentences to be recognized. This specification allows the recognizer
to have several separated files for being used as dictionaries.

To provide the agent with the information about the speech, on the one
hand, we have integrated Loquendo TTS16 as speech synthesizer. An on the
other hand, we have developed an analyzer of the X-SAMPA phonetic symbols
which converts them into information easily recognizable in order to perform
a correct labial anatomical representation. With this information, the agent is
aware of which visemes are to be displayed. Finally, the lexical and syntactic
analyzer was performed with JFlex17 and CUP18.

6.2 SENED Module

The actual access to DBpedia information is performed by the SENED module
(see Figure 8). This module is composed by the following components and
supporting technologies:

14 Loquendo ASR, http://www.loquendo.com/en/products/speech-recognition/
15 Speech Recognition Grammar Specification, http://www.w3.org/TR/speech-grammar/
16 Loquendo TTS, http://www.loquendo.com/en/products/text-to-speech/
17 JFlex Fast Scanner Generator for Java, http://jflex.de
18 CUP Parser Generator for Java, http://www2.cs.tum.edu/projects/cup/
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Fig. 8 VOX: Access to DBpedia module.

– The Lucene repository. The benefit of its usage is twofold: on one hand,
it provides us with ranking on the retrieved results applying several well-
known techniques in the Information Retrieval field; on the other, it acts as
a cache, alleviating the workload imposed on the external data repositories.

– The Query Engine. It is in charge of building the queries and posing them
to the data repositories. It is implemented using the OWL API19, which en-
ables attaching easily different DL reasoners (provided that they implement
the mandatory interfaces), and Jena20 (in particular, the ARQ module),
to access the data repositories. As DL reasoner, we have used Pellet [43]
and HermiT [34] indistinctly (both are compatible with the OWL API).

– The Domain Ontology has to be implemented in OWL, and we have used
Protegé21, an ontology editor and knowledge-base framework, to edit and
annotate it with the information needed to define the search domain in a
proper way.

– Finally, the DBpedia is stored in a Virtuoso22 repository, which is a RDF
repository which provides access to the stored data via an SPARQL end-
point. SPARQL23 is the W3C standard language for querying RDF graphs,
and we use the methods provided by Jena to, once that we have built the
appropriate queries in SPARQL, pose it to the final endpoints and access
the actual data.

19 OWL API, http://owlapi.sourceforge.net/
20 Jena API, http://jena.apache.org/
21 Protegé, http://protege.stanford.edu/
22 Virtuoso repository, http://virtuoso.openlinksw.com/
23 SPARQL Query Language, http://www.w3.org/TR/rdf-sparql-query/ superseded by
http://www.w3.org/TR/sparql11-overview/
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6.3 Visual Aspect of the Prototype

Figure 9 shows the visual aspect of the prototype system that has been de-
signed and implemented. Unfortunately, due to legal issues we cannot deploy
the final version of the prototype publicly. However, we have developed an-
other prototype that provides access to the underlying search services that
the agent uses which can be access at http://horus.cps.unizar.es:18080/
HybridKeywordSearch/. A document with several search examples along with
their execution times as a proof of concept can be found at http://sid.cps.
unizar.es/HybridKeywordSearch-data/OB-KwdSearchEvaluation.pdf.

Fig. 9 Visual aspect of our semantically enhanced ECA.

Moreover, you can find two videos24 showing its functioning in http://

sid.cps.unizar.es/projects/VOX.

7 Evaluation of our ECA

In order to evaluate the utility of our semantic ECA, we carried out three
different tests: the first one (Section 7.1) was aimed at evaluating our ECA re-
garding the semantic search in Wikipedia (via the DBpedia), while the second
and third ones (Sections 7.2 and 7.3) were aimed at evaluating the multimodal
interface and the developed agent as an ECA. To measure the impact of the use
of the ECA in the search process, we also developed two alternative interfaces,
resulting in having three different interfaces to evaluate:

– The multimodal interface denoted as “character based”, which is the one
presented in this paper.

24 They are in Spanish, as the prototype is developed to work in this language.
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– The multimodal interface denoted as “oral based”, which is equivalent to
the previous one, but it lacks the graphical agent. Thus, the I/O is done
via oral interface, but users do not see any human shaped agent.

– Finally, the interface denoted as “text based”, where only text is used for
the whole interaction (thus, neither the agent nor voice interaction are used
in this version).

By means of a simple random procedure, 31 people were selected from the
students and teachers of the Faculty of Computer Engineering of the University
of Zaragoza (Spain). We consider that the level of expertise in computers of
these people makes them more critic with the interface as they know what can
be expected from it, and how to use alternative ones to achieve their goals.
This set was divided randomly into three different groups, which were asked
to work with different versions of the interface (see Table 1).

Table 1 User groups and interfaces used.

Group Test Interface Used Sample/Group Size

a 1 text based 8
b 1 oral based 8
c 1 character based 15

7.1 Testing our ECA as Semantic Consultant

The objective of the first test was to evaluate the system’s capabilities of
querying the DBpedia/Wikipedia and obtaining answers which are semanti-
cally relevant to the user’s query from the user’s point of view. To statistically
evaluate the perceived usefulness of our ECA in the search process [44,16],
each of the users completed a search session using their assigned interface,
and, then, were asked to fill a form with a series of questions. Each of the
questions in the form were graded between 1 (Strong disagree) to 5 (Strong
agree). The format was a typical five-level Likert scale. The questions are
shown in Table 2 along with the statistical results obtained.

For each of the questions, we performed an ANOVA test (Analysis of Vari-
ance) with a significance level of 0.05 to determine whether there were dif-
ferences between the answers of the users of different groups (recall that each
group used a different interface). Before each of the analysis, the normality and
the independence of observations were checked using the Kolmogorov-Smirnov
test, and the homogeneity of variance (homoscedasticity) was checked using
the Levene test. The results of such ANOVA tests pointed out that there were
no significative differences between the answers of the different groups, but
for the questions “It has been quick to answer” and “Future prospects of the
system”. We applied the t-test to the answers of these questions, and the re-
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Table 2 Form used for Test 1 and obtained statistics.

Sample
Size

Minimum Maximum Mean Standard
Deviation

Efficiency
It has been quick to answer 31 3 5 3.87 0.670
The answers are correct and relevant 31 2 5 3.90 0.790
The answers are clear 31 3 5 4.45 0.624
The system understands me as I talk to it 31 1 5 3.39 1.054
It has been quick to perform the tasks 31 3 5 4.06 0.442
It has performed the tasks correctly 31 4 5 4.58 0.502

Usability
It is easy to use 31 2 5 4.35 0.755
I have not had to change my way of expressing
myself

31 1 5 3.26 1.125

It is entertaining to work with the system 31 2 5 4.13 0.846

Other
The system is suitable for the kind of tasks
performed

31 2 5 3.61 0.803

Future prospects of the system 31 1 5 4.00 0.966
The development of such a kind of system is
hard

31 2 5 4.10 0.746

Level of Satisfaction
I would like to use it at home 31 1 5 3.52 1.208
The system is useful 31 2 5 4.13 0.763

sults confirmed that the statistic values for the mean for each interface and
question were the ones shown in Table 3.

Table 3 Mean values for the outlier questions.

Question Interface Mean

It has been quick to answer
text based 4.5
oral based 3.88

character based 3.53

Future prospects of the system
text based 3.88
oral based 4.00

character based 4.63

Thus, according to the performed analysis, the conclusions that can be
drawn about our semantic ECA as a semantic consultant of the Wikipedia
are that, in general, the system is efficient, easy to use, suitable for the search
task, and quite satisfactory. In particular, regarding the response time, the
textual interface would be the fastest as it does not have to perform neither
speech recognition nor presenting any graphical interface. Regarding the level
of satisfaction, we can conclude that the system’s search capabilities are satis-
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factory as the mean value is above three, with a road to be improved. However,
the cases where the results of the search were considered not relevant (thus,
leading to a low value for the question “The answers are correct and relevant”)
have penalized this value strongly (the users who gave the minimum value for
the relevance question were not prone to use it at home). Finally, regarding
the future prospects of the system, users agree to select the character based
one as their favorite.

7.2 Comparing the Different Interfaces

The second test was aimed at comparing the different developed interfaces
in terms of likability for the user. To do so, we kept the user groups and we
carried out another set of sessions showing them a different interface to the
one that they had used previously. The organization of the experiments can
be seen in Table 4. Basically, groups a and b were asked to work in the second
session with the complete interface, while we split the group c (whose users had
worked with the complete ECA in the previous session) into two subgroups
that worked with the textual and the oral interface, respectively.

Table 4 Experiments performed for the second test.

Experiment Group Test Temporal Order Interface Sample Size

1 a 2 1st text based 8
2 a 2 2nd character based 8

3 b 2 1st oral based 8
4 b 2 2nd character based 8

5 c 2 1st character based 15
6 c 2 2nd text based 7
7 c 2 2nd oral based 8

For each group and both sessions, the question asked in this test was “I
like the interface”, which answers were graded in the same way as in the first
test from 1 (Strong disagree) to 5 (Strong agree). We processed the data as in
the first test and contrasted the users’ opinion as follows:

1. The ANOVA analysis of the answers of the users in the first step of each of
the tests (Experiments 1, 3, and 5) allowed us to conclude that there were
not significative differences between users of different groups.

2. The ANOVA analysis of the opinion of the users of each interface, indepen-
dently of having used it in the first or second session (Experiments 1+6,
3+7, and 2+4+5), allowed us to conclude that there were not significative
differences between users of different groups.

3. To analyze how the order of performing the sessions affected the users’
opinion about the different interfaces, we applied a t-test comparing the
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means of the answers given by the users to each interface when they tested
it as first option and the ones given when they tested it as second option
(Experiments 1 and 6, 3 and 7, 2+4 and 5). The results obtained for this
test are shown in Table 5.

Table 5 Results of the analysis of the answers depending on the session order.

Interface Experiment Mean Difference

text based
1 4.375

1.518
6 2.857

oral based
3 4.625

1.125
7 3.5

character based
5 3.733

1.046
2+4 2.687

According to these results, taking into account the Mean column in Ta-
ble 5, the conclusions that can be drawn about the users’ preference for one
or another interface are the following:

– Regarding the textual interface, this interface obtained lower evaluations
from users that had used it after using the ECA than from users that had
used it as first option.

– Regarding the oral interface, we can conclude the same as in the previous
point.

– Regarding the character interface, users that had used it after using other
interfaces assessed lower this interface than users that used it as first option.

Now, we focus on the influence of having seen another interface in the
evaluations for the other ones (Difference column in Table 5). Taking these
values into account, note how users that had not seen the ECA in the first
experiment evaluated quite highly the other two interfaces, but when they
had seen it previously (Experiments 2 and 4), they lowered their evaluations
strongly, being the character interface the least affected in the comparison. So,
we can conclude that the character interface is the preferred one.

However, we were concerned about the low mean evaluation of our ECA
and, therefore, we carried out another test to find out the reason. As we will
see in the following subsection, this fact is related to the human appearance
of our current ECA prototype.

7.3 Evaluating the ECA’s Appearance

After the second test, when informally asked for a reason for the evaluation
given to the character based interface, the users pointed out a difference in
terms of quality between the voice of the agent in the oral interface and the
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human appearance of the agent in the character one. This lead us to perform
a final test to evaluate how appealing our ECA was to obtain an explanation
for its evaluation. So, we performed a third test with the users of group c
(15 users) to evaluate different aspects of the agent appearance. The questions
asked and the results obtained are shown in Table 6.

Table 6 Form used for Test 3 and obtained statistics.

Sample
Size

Minimum Maximum Mean Standard
Deviation

Character
The character exhibits human appearance 15 1 4 3.13 0.915
It has a natural way of looking 15 1 4 2.93 0.961
It moves adequately (head and blinking) 15 2 5 3.60 0.828
The lips movements are coherent with the
speech

15 2 5 3.67 0.724

I prefer a 3D character rather than a 2D one 15 2 5 4.27 0.961

Character’s Voice
The character has a pleasant voice 15 1 5 3.60 1.056
It speaks naturally 15 1 5 3.40 1.121
It talks as I do 15 1 5 2.67 1.175
The character can be easily understood 15 4 5 4.47 0.516

Comparison with Another ECAs
It is a good synthetic character 15 2 5 3.40 0.986

Emotional Behaviour
The expressions shown are adequate 15 2 5 3.40 0.986
The intonation used is adequate 15 1 5 3.67 1.113
I feel comfortable talking to it 15 1 5 3.57 1.121
I feel comfortable looking at it 15 1 5 3.47 1.187
I does not distract me from my main task 15 3 5 4.20 0.775

According to these results, the humanity of our character in its current state
is adequate but can be improved. Here, the Uncanny Valley effect [33] appears.
This effect states that, regarding systems that use human-like interfaces, if
the human features (appearance, movements, etc.) look like almost, but not
exactly, natural, it causes discomfort and a reaction of not total acceptation
among some human observers. In this case, this seems to have penalized the
evaluations of the character interface in the previous tests, so we expect the
evaluations to be better as we work on the visual aspect of our agent.

8 Conclusions and Future Work

In this paper, we have presented a framework to provide an Embodied Con-
versational Agent with semantic knowledge, reusing and exploiting the data
that is made available by the Linked Data Initiative, thus, giving an important
step towards Semantic Embodied Conversational Agents (SECAs). We have
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have explored the synergy between ECAs and semantic technologies to further
enhance the user’s experience within the search information process:

– We have extended our ECA with semantic search capabilities within a well-
defined domain. We provide the agent with the domain captured in the
form of an ontology, which formally represents knowledge about the set of
concepts within that domain, and the relationships that exist between them
in that context. This way, the agent can focus its search semantically and
extend the results by returning not only the information directly requested,
but the related one. Thus, while improving the precision of the search, the
agent also can suggest new results, reducing the users’ efforts to obtain
their desired information and the overall amount of time spent searching.

– The approach adopted to define the knowledge of the agent and exploit
the information sources has allowed us to develop a decoupled solution,
which provides sheer flexibility when it comes to adapt our system to new
scenarios. This is not done at expense of efficiency, as the semantics guided
search performed by the agent allows it to narrow the candidate results,
reducing also the response times.

– We have developed a completely functional prototype with currently avail-
able technologies, which has been evaluated showing the feasibility of our
approach. Moreover, we have defined the scope of what a model of an ECA
should contain. This allows us to focus on the possible interactions between
user and system, while being capable of reusing the ECAs as a software
module in different scenarios.

To the best of our knowledge, our approach is the first one to exploit
structured data stored in Linked Data repositories, taking advantage of the
flexibility provided by ontologies to define search domains and expand the
agent’s capabilities. Moreover, we have carried out an evaluation of our ap-
proach whose results are encouraging and show its usefulness. However, we are
aware that there is still plenty of work to be done. In our current prototype,
we have not explored the following areas sufficiently:

– The role and impact of different communication elements (greetings, farewells,
comments, supporting sentences, questions, intonations, . . . everything that
makes human communication friendly) in the interaction process.

– The benefits of applying the different advances in different fields related
to cognition (behavior planning, adaptability by automatic recognition of
user needs with dynamic configuration or extensibility, functional safety,
reliability, fault-tolerance, etc.). We want to provide a methodology for the
development of such complex cognitive embodied conversational agents
including integration with information systems.

So, in the future, we are considering to extended our VOX system with
neuro-fuzzy techniques applied to the decision making engine in order to add
self-learning capabilities on the basis of the experience. Therefore, the elements
in the agent’s working memory will not only be predefined rules, but will be
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extended with a set of automatically self-learned decision rules. This way, the
virtual agent will replicate human behavior much more accurately.

There exist many interesting variations for the above scenario. With our
contribution, we hope to widen the repertoire of systems that use this kind of
agents, bringing them to a wider community, and to inspire them to achieve
more creative and useful information systems. For example, the cyberspace
characterized by “The Internet of Things” will bring an opportunity for the
agent community to remark the usefulness of this kind of agents as software
components in dedicated applications domains such as public environments,
homes, education, games, tele-assistance tutoring, and other commodity prod-
ucts from different sectors in the real world.
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